

Goldman: THE SIMULATING MIND




    Chapter 3




Rationality/Charity Theories
1.  Interpreting Interpretivism

In Chapter 2 we briefly examined the rationality, or charity, theory, also called “interpretivism”.  Now is the time to subject this position to a more thorough and searching appraisal.  A pervasive problem is to identify a clear formulation of it.  Both Davidson and Dennett are rather elusive in their statements of the position.  Especially in the case of Dennett, numerous alternative formulations create a constantly shifting target.  Even sticking to a single formulation, it is often fraught with vagueness. 


Many aspects of interpretivism are of philosophical interest.  Dennett adopts a metaphysical position called “instrumentalism”, seemingly a kind of irrealism.
  Intentional stance theory holds that what it is for X to be an intentional system is for X’s behavior to be reliably predictable from the intentional stance.  This strongly suggests that there is nothing intrinsic to an object’s being an intentional system, nothing in the object itself, that makes it a believer or a desirer.  Being a believer is a matter of being appropriately related to potential predictors, and that smacks of irrealism.  But this metaphysical aspect of interpretivism is incidental to the present book’s theme.  We are only interested in the success or failure of interpretivism in answering our main questions: How do people go about the task of mindreading, and what are their concepts of mental states that get deployed in this task?  Does the rationality theory offer correct answers, or even a sketch of correct answers, to these questions?


The rationality approach, I shall argue, faces a dilemma.  Strong versions of it – versions that describe attributors as making strong assumptions of logicality, rationality, and truth-proneness – seem clearly incorrect.  Weaker versions of it, on the other hand, are either underspecified – they don’t say how attributors proceed in most cases – or verge on the abandonment of the approach in favor of other positions.  Dennett vacillates between these alternatives, and never resolves the tension.  Let us first see how this plays out for the case of belief.

2.  Rationality and Belief Attribution
According to Dennett, the assumption of rationality – or the “myth” of rationality -- lies at the core of folk psychology: 

However rational we are, it is the myth of our rational agenthood that structures and organizes our attributions of belief and desire to others and that regulates our own deliberations and investigations.  We aspire to rationality, and without the myth of our rationality the concepts of belief and desire would be uprooted.  Folk psychology, then, is idealized in that it produces its predictions and explanations by calculating in a normative system; it predicts what we will believe, desire, and do, by determining what we ought to believe, desire, and do.  (1987: 52)

This is a strong version of the rationality theory, which might be formulated (at least in part) as follows:

(SR)  Attributors interpret targets as (always) conforming to all normative principles of reasoning.

In his early writing on intentional systems, Dennett applied this position even to deductive closure:  

The assumption that something is an intentional system is the assumption that it is rational; that is, one gets nowhere with the assumption that entity x has beliefs p, q, r … unless one also supposes that x believes what follows from p, q, r ….  So whether or not the animal [who is interpreted as an intentional system] is said to believe the truths of logic, it must be supposed to follow the rules of logic.  (1978b: 11)

It is obvious, however, that attributors do not attribute all beliefs that follow deductively from other beliefs ascribed to a target.  As Stich (1981) argues, attributors allow for the possibility that people forget or ignore some of their prior beliefs and fail to draw all the logical consequences that might be warranted.  In any case, the logical consequences of any prior set of beliefs are infinite, and it is doubtful that naïve attributors impute infinitely many beliefs to their targets.


The problem is not confined to deductive closure; it applies equally to inconsistency avoidance.  Suppose you publish a book in which you concede in the preface that the statements in the text must surely include some falsehoods, although each statement still seems true to you.  You are guilty of asserting a set of inconsistent propositions.  Since inconsistency is a violation of logical norms, (SI) says that no attributor who noticed this would impute to you beliefs in all the indicated propositions, i.e., all the propositions asserted in the text plus the one in the preface.  But surely attributors would not decline to impute such a set of beliefs to an author.  It would be entirely natural to impute to a careful author sincere belief in everything he wrote.   So the norm of inconsistency avoidance does not guide belief attribution (Goldman 1989)   

Responding to Stich’s worries on this topic, Dennett grants that he has “hedged and hinted and entertained claims that [he has] later qualified or retracted” (1987: 94).  And he proceeds once again to issue some retractions:

[A] few words on what rationality is not.  It is not deductive closure….  Nor is rationality perfect logical consistency… (1987: 94-95)

But if these types of logical relations do not determine rationality for beliefs, what does?  

The problem is more acute than Dennett realizes.  In denying that rationality is deductive closure, he undoubtedly means that rationality does not require agents to infer all the logical consequences of their prior belief-sets.  He does not appear to doubt that an agent proceeds rationally whenever he does add to his belief-store some single logical consequence of his prior belief-set.  But, although Dennett doesn’t doubt this, it is almost certainly false.  Adding a new logical consequence to your prior belief stock is not always and necessarily rational.  It is sometimes more rational to retract prior beliefs than to add new consequences of those beliefs.  If you suddenly notice that one logical implication of your prior beliefs is a very bizarre proposition, it is probably more rational to retract one or more of the prior beliefs than to accept the bizarre proposition.  We cannot generate unambiguous advice about rational belief formation by combining logic with prior belief (Harman 1973; Goldman 1986).  If this is not the right way (or one of the right ways) to generate rules of rational belief, what is the right way?  I don’t think epistemological theorists have a satisfactory theory of rationality.  Of course, it is possible that although epistemologists lack such a theory, ordinary belief attributors somehow manage to attribute beliefs in accord with the right rules of some still-unknown theory of rationality.  But what reason is there to suppose this?

Even if epistemology by my lights has no satisfactory theory of rationality, plenty of workers in related disciplines certainly think they know wherein rationality consists, at least some portions of rationality.  Many researchers think that Bayesianism supplies principles of rational probabilistic judgment (or degrees of belief); and other researchers think that the transitivity of preference and the sure-thing principle constitute principles of rational preference or choice.  Suppose some of these theorists are right about these rationality principles.  How does a rationality approach to attitude attribution fare if these are the right sorts of principles?  Do folk attributors use these principles in imputing attitudes to others?  Perhaps.  But when it comes to the judgments, preferences, and choices of naïve agents, a large body of empirical literature suggests that they do not systematically conform to these precepts themselves.  To be sure, they could violate these precepts in their own cognitive life and still impute attitudes to others that require or presuppose such conformity.  But what reason is there to suppose this?  On the contrary, the empirical literature strongly suggests that they have no clear grasp, even a tacit grasp, of these principles.  If that is right, how could it be that they employ them in attributing attitudes to others?

There are, moreover, some clear cases of irrational belief-forming transitions that attributors almost certainly do impute to targets.  Leaping to conclusions and engaging in wishful thinking are foibles that most people exemplify at least occasionally.  Presumably they are examples of epistemic irrationality or counter-normativity.  Are we to suppose that attributors never appreciate these foibles, and never impute beliefs to others arising from them?  That is precisely what (SR) entails.  (SR) says that attributors interpret targets as always conforming to all normative principles of reasoning, so they cannot interpret them as making mistakes like leaping to conclusions or engaging in wishful thinking.  Surely, such a strong version of the rationality approach cannot be right.

Weaker formulations of the rationality approach are obviously possible.  Sometimes Dennett seems attracted to this line (what Stich 1981 calls his “soft line”):

Of course we don’t all sit in the dark in our studies like mad Leibnizians rationalistically excogitating behavioral predictions from pure, idealized concepts of our neighbors, nor do we derive all our readiness to attribute desires to a careful generation of them from the ultimate goal of survival.   We may observe that some folks seem to desire cigarettes, or pain, or notoriety (we observe this by hearing them tell us, seeing what they choose, etc.) and without any conviction that these people, given their circumstances, ought to have these desires, we attribute them anyway.  So rationalistic generation of attributions is augmented and even corrected on occasion by empirical generalizations about belief and desire that guide our attributions and are learned more or less inductively.  (1987: 53-54)

Here Dennett’s seems to abandon rationality theory in favor of theory-theory.  Suddenly we are told that people don’t make attributions based on the “oughts” of rationality theory but instead on lawlike generalizations.  But no sooner is this seemingly major revision proposed, it is revealed to be but a minor qualification:

I would insist, however, that all this empirically obtained lore is laid over a fundamental generative and normative framework that has the features I have described.  (1987: 54)

So the core practice of attribution, Dennett continues to hold, is that of idealized normativity, a position with all its attendant problems.  


Another problem is the compatibility of the counter-rational generalizations that Dennett sketches with his fundamental normative framework.  How could a norm-focused attributor conclude that people sometimes desire pain?  Perhaps the attributor can rely on a target’s verbal reports.   But Dennett never clearly explains, in intentional stance terms, how or why a person’s verbal reports have special authority (Webb 1995).  Can the attributor infer a desire for pain from seeing what the target chooses?  Given some observed behavior by the target, an attributor has a choice of imputing various desires to explain the behavior.  Should he ever impute a desire for pain?  By Dennett’s own basic framework, the answer seems to be negative.  A desire for pain is something a person “ought not” have, given his biological needs.  So such a desire would not be imputed in order to explain the observed behavior, and this would deprive the attributor of any evidential basis for the sort of generalization to which Dennett appeals.


Elsewhere Dennett suggests a rather different variation on the rationality approach (1987: 98-101).  First, he says, one may decline to identify rationality with the features of any formal system.  But if formal systems do not provide the content of rationality, where else should we look?  He answers:  

When considering what we ought to do, our reflections lead us eventually to a consideration of what we in fact do… (1987: 98).  

As Dennett immediately concedes, this makes it appear that he is turning to (what we here call) simulation theory, or something rather similar to it.

Now it will appear that I am backing into Stich’s own view [of that period], the view that when we attribute beliefs and other intentional states to others, we do this by comparing them to ourselves, by projecting ourselves into their states of mind.  (1987: 98-99)

I think this is correct, i.e., if Dennett weakens the rationality approach in the manner indicated, he does indeed back into “projectivism”, or simulation theory.  This method of “weakening” the rationality approach is really an abandonment of the original, core idea.

Setting Dennett aside, others attracted to the rationality approach might suggest different weakenings of the position.  Edward Stein (1996: 133-134) proposes weakenings that point to formulations like (WR) or (WR’):

(WR)  Attributors interpret targets as always conforming to some normative principles of reasoning.

(WR’)  Attributors interpret targets as sometimes conforming to some normative principles of reasoning.  

These sorts of proposals follow Christopher Cherniak’s (1986) conception of “minimal rationality”.  According to Cherniak, a minimally rational agent would satisfy the condition that if inconsistencies arise in his belief set, he will sometimes eliminate some of them (Cherniak 1986: 16).  Applying this to the practice of belief attribution, an interpretivist might say that attributors interpret their targets as minimally rational, i.e., as sometimes conforming to some normative principles of reasoning.  Wouldn’t the plausibility of interpretivism be enhanced if the claim that attributors impute ideal rationality is replaced by the claim that they impute minimal rationality?  


Granted, this move would improve the plausibility of the rationality approach to some degree, but only at the cost of a great increase in vagueness or underspecification.  The new theory leaves vast indeterminacy as to how attributors proceed.  To say that attributors expect targets sometimes to conform with some normative principles of belief formation leaves it entirely open which beliefs an attributor will attribute on a specific occasion, even given all specifics of the case.  The rationality hypothesis becomes untestable in principle.

3.  The Role of Truth
Let us next examine another strand of charity theories, in application to belief ascription, and see how similar problems materialize.  As we saw in Chapter 2, charity theorists commonly suggest that attributors seek to ascribe true beliefs to their targets, at any rate, beliefs that are true by their own (the attributors’) lights.  Davidson writes in one place:

The general policy … is to choose truth conditions that do as well as possible in making speakers hold sentences true when (according to the theory and the theory builder’s view of the facts) those sentences are true.  (1984: 152).

And elsewhere he writes:

A theory of interpretation cannot be correct that makes a man assent to very many false sentences; it must generally be the case that a sentence is true when a speaker holds it to be…. The basic methodological precept is, therefore, that a good theory of interpretation maximizes agreement.  Or, given that sentences are infinite in number, and given further considerations to come, a better word might be optimize.  (1984: 169)

So Davidson’s theory of interpretation seems to say that attributors impute beliefs to a target in such a fashion as to maximize (or optimize) the number of truths the target believes.  Is this strong version of the charity approach correct?  Here is one putative counterexample from the literature:

Suppose Paul has just arrived at a party and asserts: ‘The man with a martini is a philosopher’.  And suppose that the facts are that there is a man in plain view who is drinking water from a martini glass and that he is not a philosopher.  Suppose also that in fact there is only one man at the party drinking a martini, that he is a philosopher, and that he is out of sight.  (Grandy 1973: 445)

What belief does Paul express with his assertion?  Is it a belief that the first man, the one in plain view, is a martini-drinking philosopher?  Or is it a belief that the second man, the one out of sight, is a martini-drinking philosopher?  More relevant to our discussion, which of these beliefs would an interpreter, in possession of the above facts, impute to Paul?  The charity approach ostensibly implies that an interpreter will impute to Paul the belief that the second man is a martini-drinking philosopher, because that belief is true, and hence imputing it would maximize truth.  But what an interpreter would actually do is impute to Paul the belief that the first man is a martini-drinking philosopher, even though this belief is false.  So the charity approach gets things wrong.

An interpretivist might reply that the goal of maximizing truth is well served by imputing to Paul a true belief like “A man in plain view is holding a martini glass”.  Once this belief is imputed, and given what Paul uttered, shouldn’t the attributor also impute to him the belief, “The man in plain view is a martini-drinking philosopher”?  So he need not impute the belief, “The man out of sight is a martini-drinking philosopher”?  But is this proposal warranted by the principle of truth maximization?  No.  If truth maximization were the dominant principle, there would be no reason for the attributor to impute the belief, “The man in plain view is a martini-drinking philosopher”, but there would be ample reason to impute, “The man out of sight is a martini-drinking philosopher”.  So the proposed account must really be appealing to another strand of the charity approach, for example, the rationality strand.  If Paul already believes “A man in plain view is holding a martini glass”, then it would be rational of him to believe, “The man in plain view is drinking a martini,” and so forth.  So the rationality component is what must take over here if we are to get a plausible account of an attributor’s pattern of interpretation.  

Unfortunately, neither Davidson nor any other interpretivist provides a clear account of the priorities attributors allegedly use in moving between truth considerations and rationality considerations.  As a stand-alone principle, truth-maximization does not work.  If truth-maximization is supposed to be simply one factor in some priority ranking, then that ranking should be specified.  Instead, Davidson typically takes recourse in a much weaker principle about truth.  For example, he writes:  “We can, however, take it as given that most beliefs are correct” (1984: 169); “A theory of interpretation cannot be correct that makes a man assent to very many false sentences: it must generally be the case that a sentence is true when a speaker holds it to be” (1984: 169).  What Davidson really means, of course, is that most of the beliefs imputed by an attributor must be taken by the attributor to be true (not that they are true).  But is this correct?  If truth-maximization is assigned a lower priority than rationality in the ranking imagined above, then this does not follow.  If a target is interpreted as holding a very general theory that happens to be false, e.g., a whole Aristotelian cosmology and metaphysics, he might rationally believe many theoretical consequences that are also false.  Similarly, an attributor guided by charity considerations, where the highest-ranked factor is rationality, might well impute to the target a majority of false beliefs.  These kinds of problematic cases have been discussed in the critical literature (e.g., McGinn 1977).  So it is hard to assemble a coherent interpretivist story that comports both with things Davidson actually says and what seems called for by a correct account of attributive practice.   

4.  Desires and Other Mental States
Needless to say, beliefs are not the only mental states attributors attribute.  What story does interpretivism tell about the attribution of other states?  Desire is the most frequently discussed state after belief.  Some desires result from practical reasoning from more basic desires, something presumably understood and utilized by attributors.  The ascription of such desires would be handled under the heading of rationality, and would raise problems similar to those we encountered in connection with beliefs.  Let us instead look at what interpretivists say about ascribing “basic” desires.  Dennett tells us the following:  “A system’s desires are those it ought to have, given its biological needs …   ‘Ought to have’ means ‘would have if it were ideally ensconced in its environmental niche” (1987: 49, emphasis in the original). 

What shall we make of this?  The “oughts” of which Dennett speaks here are extremely elusive.  As Stich (1981) points out, it is doubtful that there is any clear meaning to a statement about what desires an organism ought to have given its ecological niche.  My principal worry, however, lies in another direction.  Dennett implies that attributors appeal to evolutionary principles that have implications about what would be good for a type of organism to have given its environmental niche.  But is there any plausibility in the notion that naïve attributors use information about environmental niches, or any other notions from evolutionary theory, to attribute basic desires?  What of attributors who reject evolutionary theory but engage in mental-state ascription like everybody else?  What of attributors who lived long before the advent of evolutionary theory, who lacked any concept of an environmental niche?  Humans presumably began attributing mental states to one another long before evolutionary theory appeared on the scene, and the notion that they appealed to any such theory, or similar concepts, is entirely fanciful.  Moreover, there is every reason to suspect that modern people use the same basic operations for mindreading as did their ancestors.  The suggestion that evolutionary ideas are embedded in these ancient mental operations has zero credibility.

Turn next to propositional attitudes other than belief and desire.  Though they receive scant attention from interpretivists, they are certainly used by attributors.  Are there normative principles for these other attitudes that guide attributors in ascribing them?  Consider, for example, the state of being upset by a certain event.  Do attributors have normative principles for when it is rational, or appropriate, to be upset, and do they use these principles in making such ascriptions?  Daniel Kahneman and Amos Tversky gave experimental subjects the following example:

Mr. Crane and Mr. Tees were scheduled to leave the airport on different flights, at the same time.  They traveled from town in the same limousine, were caught in a traffic jam, and arrived at the airport 30 minutes after the scheduled departure time of their flights.  Mr. Crane is told that his flight left on time.  Mr. Tees is told that his was delayed, and just left five minutes ago.  Who is more upset?  (1982)

Ninety-six percent of the subjects in the experiment said that Mr. Tees would be more upset.  How did they arrive at this answer?  Did they share some normative principles for being upset, and do these principles include the idea that one ought to be more upset by narrow misses than by wide ones?  It is quite far-fetched to speak of “norms” here.  People may know how they would feel in the circumstances, and may project from their own imagined case -- as ST would suggest.  Or people might conceivably know some regularity about upsetness, which they use for making such a prediction -- as TT would suggest.  But the interpretivist’s insistence on norms seems entirely misplaced in this type of example.


Finally, turn to another category of mental states: sensations.  Interpretivists rarely talk about sensations, and indeed, their theory has little prospect for handling them.  It would be silly to suggest that there are principles of rationality, or any other kind of norm, for feeling an itch or a tickle or headache.  An honest interpretivist will acknowledge that this type of approach simply isn’t suited to explaining the attribution of these kinds of mental states.  Still, we do ascribe such states, and if interpretivism cannot explain how we do it, a supplementary theory is needed.  The upshot is that the total theory of mindreading will have to be sharply bifurcated, which is theoretically unappealing.  A psychologically well-motivated bifurcation would be perfectly acceptable, but it isn’t clear that differences between sensation states and propositional-attitude states provide such a motivation.  Both of the major rivals to interpretivism, TT and ST, have the prospect of offering unified stories of both kinds of attribution; and that is a clear theoretical advantage as compared with interpretivism.  

5.  Self-Attribution

What should interpretivism say about first-person attribution of the attitudes?  There are two options: a symmetric and an asymmetric approach.  The first says that people read their own minds in the same way they read others’, i.e., via interpretation or the intentional stance.  The second says that there is an asymmetry between first- and third-person attributions; one doesn’t have to interpret oneself in the same way one interprets others.  Dennett takes the first of these options, Davidson the second.

Dennett’s position (never developed at much length) was quoted in Chapter 2, where we found him describing people as “inventors” of intentional interpretations of their own actions.  Presumably, he wants to say as well that they must infer their own plans and intentions from information about their other states and circumstances that make it rational for them to have this or that plan or intention.  But is this how we really do it?  Suppose I am deciding which of my three colleagues, who are candidates for the headship of the department, I shall vote for.  I consider all my department-related goals, both personal goals and communal goals.  I consider the various strengths and weaknesses that I believe each of the candidates to have.  And I try to decide, against the background of these factors, which of these candidates it is most rational of me to support.  At this juncture, I may well invoke considerations of (practical) rationality in deciding what to do, i.e., what plan to form for next week’s balloting.  But once I make up my mind, I no longer have to consult these other states of mine – my goals, beliefs, and evaluations – to determine my voting plan.  I can tell directly and non-inferentially what my current plan is without asking myself what plan would be rational for me.  I don’t have to “figure out” my voting plan in anything like the way I would have to figure out the voting plans of other members of the department (who haven’t disclosed their intentions to me).  So the strict symmetry account has very little appeal.


Davidson, in contrast with Dennett, admits the asymmetry of the first-person case.  At any rate, he admits that there is special first-person “authority” about one’s mental states (1987).  He denies, however, that this authority derives from any sort of grasp or acquaintance or introspection of inner objects. 

I am not now concerned with such (now largely disavowed) objects of the mind as sense-data, but with their judgmental cousins, the supposed objects of the propositional attitudes, whether thought of as propositions, tokens or propositions [???], representations, or fragments of ‘mentalese’.  The central idea I wish to attack is that these are entities that the mind can ‘entertain’, ‘grasp’, ‘have before it’, or be ‘acquainted with’.  (1987/1994: 61, “Knowing One’s Own Mind”)

If there are no such entities, then of course they cannot be ‘consulted’ by the attributor when he tries to ascertain the contents of a current attitude.  One wonders, though, whether Davidson also rejects everything that might mark an attitude type.  When an attributor seeks to classify one of his current attitudinal states, he must determine not only its content but its type: is it a desire or a belief, a hope or a fear?  Isn’t there anything “inner” he has to go on here, whether object, state, or event?  Apparently not, according to Davidson.  At any rate, he does not suggest that any sort of “inner” thing plays a role in conferring special access.  So Davidson’s account of self-knowledge is certainly a “deflationary one” (as Boghossian 1989 puts it).  Perhaps this isn’t surprising, since Davidson’s view of the attitudes, like Dennett’s, is essentially “third-personal”, consisting in whatever warrants interpreters in creating sense-giving interpretations.


What positive account, then, does Davidson offer?  All he offers is an argument for the thesis that first-person psychological ascriptions have a presumption of correctness that third-person ascriptions lack.  The reason for this presumption is connected with the role that language plays in Davidson’s account of the attitudes.  For Davidson, thought presupposes language (Davidson 1975 – “Thought and Talk”).  To know what somebody believes, you must know which sentences she holds true.  But this requires you to know what her sentences mean.  In the case of a third person, knowing what a speaker’s sentences mean is a hurdle.  In the case of the speaker herself, however, there is a presumption that she knows what she means.  Hence, she has special authority, not only for what her utterances mean, but also for what she believes.  As Barry Smith (1998) argues, Davidson never explains how a speaker knows what she means.  He just gives a “transcendental argument” to the effect that she must (usually) know.  But he tells us neither how someone knows what she means, nor how she knows (or believes) what mental-state she currently is in.  

So Davidson never offers an answer to our question, viz., how do people go about attributing mental states to themselves?  The Davidsonian link between attitudes and language might hint at a method of self-attribution in cases where a speaker utters an avowal of some propositional attitude.  Perhaps she infers her mental state from her own verbal avowal.  But  that seems backwards.  Surely the avowal (if sincere) is the expression of a prior belief.  Moreover, how does a person arrive at a self-attribution when it isn’t avowed in language?  People mentally ascribe many states to themselves that they don’t formulate in language.  How, exactly, this is done is our 1PA question.  Davidson simply doesn’t answer it.  Nor is it clear how it could be answered, in any credible way, within the framework of interpretivism, or charity-rationality theory.

6.  Mental-State Concepts under Interpretivism 

How can interpretivism answer our CMC question?  What do the folk understand by the terms ‘belief’, ‘desire’, ‘hope’, and ‘fear’?  What naïvely-grasped concepts do these terms express?  Consider what Dennett says when he poses the question: What is it for any object or system to be a believer?  He replies:  “What it is to be a true believer is to be an intentional system, a system whose behavior is reliably and voluminously predictable via the intentional strategy” (1987: 15).  This answer is not complete, of course, because one could equally well say that what it is to be a true desirer is to be an intentional system, so belief would not be distinguished from desire.  But set this point aside.  Can Dennett’s answer be used to identify the folk’s concept of belief (or desire)?  Modifying the proposal slightly, do the folk understand by the term ‘belief’ something like the following: “a type of state, the positing of which via the intentional strategy, yields reliable and voluminous predictions of behavior”?  


There are some technical problems here.  Does the ascription of belief via the intentional strategy really yield reliable predictions of behavior?  That depends on how much information the user of the intentional strategy possesses about the target.  If his information is very scant, he is liable to make misattributions of belief, and then his behavioral predictions won’t be very reliable.  So it is only when the intentional strategy is used by someone with “full” information about the target that this characterization might be right (see Webb 1995).  But let’s add this amendment as proposed.  Does the definition capture what an ordinary person is likely to understand about belief?

Surely not.  The very idea of the intentional strategy, or the intentional stance, is a philosopher’s creation, and a recent one at that.  It is unlikely to be in the conceptual repertoire of philosophically (or cognitive-scientifically) uneducated people.  As indicated in Chapter 2, any concept defined in terms of the intentional strategy is not likely to be in the layperson’s conceptual repertoire.  Nor is it likely to have been in the conceptual repertoire of ordinary people in earlier eras, long before this brand of philosophy of mind was introduced.  Yet people in those earlier eras certainly possessed the belief concept, presumably the same concept as ours.  It is equally unlikely that five-, six-, or seven-year-old children have the concept of “usable to make reliable predictions via the intentional strategy”.  Yet we know that children of these ages have considerable mastery of the belief concept.  What they understand by belief cannot presuppose the highly reflective notion of an intentional strategy.

Perhaps interpretivism has other resources for attacking the CMC question. At the core of interpretivism are the alleged norms governing the attitudes; perhaps they can be used to specify the concepts of the attitudes.  Here is one possibility.  Just as functionalism says that each mental state is associated with a distinctive syndrome of causes and effects, so interpretivism might suggest that each attitude is associated with a distinctive syndrome of norms.  Associated with belief, for example, is the norm that one ought to have that attitude with respect to p if one’s perceptual environment features the fact that p; and the norm that if one has that attitude toward p and toward q, one ought to have it toward p&q; etc. 

Several questions arise about this proposal.  First, it isn’t clear that there is a distinctive set of norms for each distinct attitude concept.  Second, we already raised serious worries about whether there are clear norms that are known (even tacitly) by philosophically untutored people and young children.  Third, interpretivism seems committed to the idea – at least under the present proposal -- that the contents of the attitude concepts are exhausted by the norms.  That’s all there is to our concepts of the attitudes, interpretivism seems to say.  As Dennett puts it, intentional attribution abstracts from the realization of belief, desire, and the other attitudes; it treats these realizations as “black boxes” (1987: 58).  Sub-personal cognitive psychology is charged with the task of specifying the implementation mechanisms of belief, desire, and the other attitudes, but these matters are beyond the ken of the folk.  Is it plausible that all we commonsensically know about desire and belief are the norms that govern them?


Objections are likely to be heard from many quarters.  Some will complain that we have an “inward” awareness of intrinsic characteristics of desire and belief that aren’t captured by the hypothesized norms.  Others will complain that the folk know causal properties of desire and belief, not simply the norms that interpretivism posits.  A third, more general, worry is whether it would be possible for people untrained in abstract thought to represent a given act or state solely in terms of the norms associated with it without first understanding (in some terms or other) which act or state is governed by the norms.  Philosophers are trained to understand very abstract definite descriptions, so a definition of the form “The state-type that is governed by norms N1, N2, and N3” is not unfamiliar or forbidding.  But even college students with no training in philosophy, I submit, would have difficulty grasping such a definition.  Ordinarily, one learns norms about a given type of activity only when one has an independent grasp of the kind of activity that the norm governs.  One easily grasps norms governing the return of borrowed library books because one has a prior understanding of what it is to return a book to a library.  But interpretivism suggests (on the present proposal) that people’s prior grasp of the norms for belief are all they have at their disposal to comprehend what a belief is.  They have no independent understanding of what it means to believe something.  They are supposed to glean such an understanding by a specification of a list of norms (although which norms are on the list remains obscure).  This is a proposal that is hard to credit; but I know of no better one that interpretivism has on offer, by way of answer to the CMC question.


To sum up, interpretivism, or the rationality theory, stumbles badly in its attempts to answer each of the three main questions it purports to answer, or can reasonably be expected to answer: the question of third-person attribution, the question of first-person attribution, and the question of the contents of mental-state concepts.  The theory should not be ranked as a serious rival to TT and ST, and will not receive further attention in our discussion.

�  Dennett himself sometimes insists that he is a realist; see Dennett (19xx – “Real Patterns”).  But there is plenty of other textual evidence to the contrary.
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