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According to tradition, anyone who understands (1) knows its utterances are true just in case the demonstrated object is nice. 

(1) That’s nice. 

She also knows that utterances of (1) say of the demonstrated object that it’s nice.  Similarly, anyone who understands (2) knows its utterances are true just in case the speaker has eaten
 and that each says of the speaker that he has been to New Jersey.

(2)  
I’ve been to New Jersey.

The context sensitivity these sentence types exhibit is said to be semantic in this sense: truth-values shift across contexts of use while meaning remains fixed, where such changes are triggered by indexical expressions (viz., ‘that’ and ‘I’) whose meanings are sensitized to specific but varying aspects of these contexts.
  

Pragmatic context sensitivity is usually contrasted with its semantic counterpart by appeal to a distinction between what’s said and what’s implicated (or merely conveyed) by an utterance of a sentence.  Semantic context sensitivity influences what’s said (or expressed), and pragmatic context sensitivity influences only what’s implicated; unlike the former, the later need not be constrained by meaning nor triggered by specific linguistic items. Typical utterances of (3), in addition to saying that the addressee is standing on the speaker’s foot, normally convey that the speaker wants the addressee off his foot.

(3) You are standing on my foot.

Obviously this information is neither encoded by the meanings of any primitive expressions nor their combination. 

John Perry has challenged this traditional division between semantic and pragmatic context sensitivity; in particular, he challenges whether the distinction between a linguistic notion of what’s said and a psychological notion of what’s implicated underwrites any such division. His argument revolves around intuitions about changes of truth-value of sentences from context to context – context sensitivity not (overtly) linguistically triggered, as with uses of (4).

(4)  
It’s raining. 

Typically (4) is used to indicate it’s raining at a particular place; not that it’s raining somewhere or other in the universe.  

In order to assign a truth-value to my son’s statement [of (4)] …I needed a place. But no component of his statement stood for a place…. Palo Alto is a constituent of the content of my son’s remark, which no component of his statement designated; it is an unarticulated constituent. (Perry, 1986, p. 206)  

[where]…an unarticulated constituent of the content of a statement is an item that is used by the semantics as a building block of the statement’s content but is such that there is no (overt) expression in the sentence that supplies the object as its content. In a semantics that takes propositions to be structures containing objects and properties an unarticulated constituent is simply a propositional constituent that is not explicitly mentioned—it is not the content of any expression in the sentence (Crimmins, 1992, p.16; cf., also, Recanati, 2001, ms). 

Unarticulated constituents are parts of what’s said but do not correspond to anything in the uttered sentence.  In (4) the verb ‘to rain’, says Perry, denotes a dyadic relation — a relation between times and places.  In a given place, it doesn’t just rain or not, it rains at some times and not at others; and at a given time, it rains in some places and not in others. To evaluate a statement of (4), we need both a time and a place. (4) explicitly represents the two-place relation (supplied by its verb) and its temporal argument (supplied by present tense). But no overt constituent of (4) represents a place (see, also, Crimmins 1992, pp.17-18). 

If Perry is right, then, contrary to tradition, what’s said by a particular use of a sentence need not be determined by meaning alone: since no linguistic item in (4) has a meaning sensitized to places, it follows that from the rough characterization of semantic context sensitivity above that whatever sensitivity uses of (4) exhibit isn’t semantic. Yet the intuition Perry’s datum summons dictates that its uses concern what’s said and what’s said is true or not, and so this sensitivity should be semantic. Confronted with his data – which we will amplify on below – one of two moves seem sensible.  

First, one might, indeed, as Perry recommends, erase the boundary between semantic and pragmatic context sensitivity. Nothing in (4) represents place, and so sentential semantics leaves it undetermined or unsettled both which thought its utterances
 express and what their truth-values are.  This is Perry’s view; and we shall call it the unarticulated constituent position (UCP, for short). 

Others recommend extending the scope of indexicality beyond tradition
 to enable sentences like (4) to represent relevant completing information. Though such sentences lack relevant overt indexicals, careful linguistic analysis will reveal covert indexicals.  We shall call this view the hidden indexicalist position (HIP, for short).
  

In what follows we will argue that UCP and HIP are both misguided. We will first refute a recent but influential argument advanced by HIP proponents against UCP – the Binding Argument.  We will then argue directly against HIP. For UCP our polemical strategy will be first to argue it is unstable: to wit, there is no principled line to draw between UCP and an extreme position according to which no sentence expresses a proposition or has truth conditions. We will also argue that UCP has no sound arguments against sentences like (4) having truth conditions, and furthermore, that it is internally inconsistent. Although these goals are primarily negative, in our final section we will speculate on a Third Way to account for the data that spawned HIP and UCP, an account consistent with the view that sentential meaning determines truth conditions. 

Our discussion will take the form of a defense of three theses, the upshot of which is, contrary to the current trends in philosophy and linguistics, to insist upon clear boundaries between semantic and pragmatic context sensitivity. In this sense, our views about semantic context sensitivity are rather old fashioned. 
The First Thesis – Meaning Determines Truth Conditions


Until recently a pervasive view in semantics has been that a sentence's meaning, as determined by the meaning of its words and their modes of combination, suffices to determine its truth conditions, viz.: 

First Thesis: Sentence meaning determines truth conditions

For any English sentence S, (a)-(d) jointly determine its truth conditions:

a)  the meaning of every word in S; 

b)  all the relevant compositional meaning rules for English;

c)  disambiguation of every ambiguous expression in S, and

     precisification of  every vague expression in S;

d)  determination of the referents of every referring expression in S 

     (including indexicals)

In the terminology of propositions, the First Thesis amounts to: once (a)-(d) are settled, the meaning of S determines which proposition it expresses. In the terminology of what was said, the First Thesis amounts to: once (a)-(d) are settled, the meaning of S determines what was said. 

On a certain view about the relationship between language and thought the First Thesis has a certain intuitive appeal. One primary use for language is to express thought: when someone wants to share his thought that snow is white he looks for an articulation that best expresses it, perhaps, opting for ‘Snow is white.’  He succeeds in expressing his thought only if this sentence expresses it.  If you understand the sentence, you are positioned to retrieve his thought. The exchange succeeds because sentences and thoughts share truth conditions: both are true just in case snow is white.  

Just as the number of thoughts one can entertain is limitless so too are the number of sentences one can use to express these thoughts. This productive aspect of thought and language requires us to see both as structured representations composed of constituent parts (concepts and words). The truth conditions for thoughts and sentences are thus determined by the referential and satisfaction properties of component concepts and words respectively. In jargon, the productivity of thought and language is accounted for by compositional structure.

Of course, you must know the meaning of each word used and the relevant compositional meaning rules, and be able to disambiguate ambiguous expressions and precisify vague ones, and determine the referents of every referring expression (including indexicals). But nothing more is required of you in order to retrieve the thought the speaker expresses with his linguistic representation.

UCP rejects the First Thesis and thereby rejects this picture about this tight relationship between language and thought. Some sentences, even with (a)-(d) settled, lack truth conditions; only their utterances possess truth conditions. 

…we lack the materials we need for the proposition expressed by a statement, even though we have identified the words and their meanings, and consulted the contextual factors to which the indexical meanings direct us. Some of the constituents of the proposition expressed are unarticulated, and we consult the context to figure out what they are (Perry, 1998, p.8).

To determine what thought a speaker is expressing, or what he is saying, with his use of (4) you need to know something non-linguistic. In this regard, it looks like it’s typically the information invoked when our interests are in pragmatic considerations that guides listeners in determining what’s said (and not merely conveyed). We turn directly to an effort by HIP to refute UCP on linguistic grounds.

The Binding Argument

Perry claims that:

In many circumstances, [4] and [4’] (‘It’s raining here’) would convey exactly the same information, that it was raining where the speaker was. In both cases, the place where the rain must be taking place for the statement to be true is supplied by the context. But there is an important difference in how this place is supplied. In [4’] there is a part of the sentence, the indexical ‘here’, that designates the place. The relevant contextual fact is simply the place of the utterance. In [4] there is no item in the sentence that designates the place. The contextual fact that provides the place is simply that it is obvious to everyone that the speaker is talking about the weather in the place she is at (Perry 1998, p.9).

Perry really does mean that there is no item at any level of analysis in (4) which picks out a location. ‘In some cases of implicit reference there is a feature, a trace, a sort of phantom expression, that serves in place of an expression, so the referred to constituent really isn’t unarticulated’ (Perry 1998, fn.4) but in (4) there is no such feature, trace or phantom expression. HIP proponents disagree, and claim a location is represented in (4).  

Since the supposed unarticulated constituent...is not the value of anything in [4], there should be no reading of the relevant linguistic constructions in which the unarticulated constituent varies with the values introduced by operators in the sentence uttered. Operators in a sentence only interact with variables in the sentence that lie within their scope.  But if the constituent is unarticulated, it is not the value of any variable in the sentence. Thus its interpretation cannot be controlled by operators in the sentence. (Stanley (2000), pp. 410-411)

But an alleged unarticulated constituent can be ‘bound’ – it can be made to vary according to the values introduced by an operator in the sentence, thus, the argument from binding. To see how, consider (5).

(5)  
Everyone failed. 

Its normal utterances are not taken to be about all people, but rather just the members of a more restricted class. UCP might posit an unarticulated constituent to account for these intuitive interpretations.  But, Stanley notes, since one can intuitively ‘bind’ this alleged unarticulated constituent, this constituent must already be in the (5). So, e.g., in (6),

(6) 
In many classes, everyone failed.

the domain associated with the quantifier noun phrase ‘everyone’ varies as a function of the values introduced by the previous quantifier noun phrase ‘many classes’. (6) means (under one reading), according to Stanley, something like (7).

(7)  
[Many classes (x)][everyone in x (y)](y failed)

Assuming binding is syntactic
 such examples seem to provide evidence, contra UCP, for a variable in the syntactic structure of certain quantifier noun phrases.

Here’s the Binding Argument generalized to (4).
  

There is good reason, I think, to believe that the logical form of the sentence ‘It is raining’ has a freely occurring place variable. The bindability argument, it seems to me, establishes this. Consider sentence [4] below 

     
[4]  
It is raining.

The Bindability argument, as applied to [4] runs thus. Notice that [4] can be embedded in larger sentence: 

[8]  
Everywhere Sally goes it is raining.

Intuitively, what [8] says, or at least a natural reading of [8], is that for every place that Sally goes, it is raining at that place. So we should represent the logical form [8] something along the following lines: 

[8*]  
For all places, x, if Sally goes to x, then it is raining at x.

The quantifier phrase ‘Everywhere Sally goes’ is binding a place variable in the logical form of ‘It is raining’ - otherwise there would be nothing for the quantifier phrase to bind. (Nelson (2001), pp. 27-28; see, also, Stanley (2000), pp.415-17)

[8] says that for every place l such that Sally goes to l it rains in l. The location of the raining event systematically varies with the values introduced by ‘everywhere Sally goes’. Stanley and Nelson conclude that when (4) is understood with respect to a contextually provided location that location is articulated after all. It must be the value of a variable in the logical form of (4); otherwise, the sort of binding in (8) could not occur.  (4), therefore, really is ‘It rains in l’, where the unpronounced location variable can either be bound (as in (8)) or contextually assigned a value (as in (4)).  In ‘It rains in l’, ‘l’ is an indexical that can be bound (much like ‘he’ and ‘there’ and unlike ‘I’ or ‘here’
). 

We will now argue that the Binding Argument cannot be sound.  
Reductio of the Binding Argument

A confused mathematical anthropologist (call her 'Sally’) trying to find out if mathematical truths are universal utters (9) as a summary of her findings.

(9) 
Everywhere I go, 2+2=4.

Here's the Binding Argument applied to (9): 

Intuitively, (9) says that for every place Sally goes, 2+2=4 at that place. So we should present the logical form of (9) along the following lines: 

(9*) For all places, x, if Sally goes to x, then 2+2=4 at x. 

The quantifier phrase ‘Everywhere Sally goes’ is binding a place variable in the logical form of ‘2+2=4’ – otherwise, there would be nothing for the quantifier phrase to bind. This establishes that the logical form of the sentence ‘2+2=4’ has a freely occurring place variable.

Since obviously no variable ranging over locations is in ‘2+2=4’ this is a reductio of the binding argument.  
We would like to leave the argument here; it is close to indisputable that arithmetical statements lack hidden indexicals referring to places.  However, since some philosophers will try to sink they teeth into any bullet two brief remarks are in order. 

First, since both speakers and audiences are blissfully unaware of any reference to a location in utterances of ‘2+2=4’, the referent of a hidden indexical would have to be fixed in a manner entirely unconnected with speaker intentions.  Such a reference fixing mechanism would be unique.  HIP owes a story about how it is achieved. 

Second, anyone who recognizes a place index in ‘2+2=4’ is vulnerable to a slippery slope, for consider (10). 

(10) 
No matter where Sally goes, no matter when she goes there, 2+2=4.

Based on the Binding Argument should its logical form be (10*)? 

(10*)  
For all places x, for all times y, if Sally goes to x at time y,

then 2+2=4 at x at y. 

No one should want to conclude that the complex quantifier expression ‘No matter where I go, no matter when I go there’ binds two hidden variables in ‘2+2=4’. Such examples illustrate that a blind endorsement of the Binding Argument might ultimately require positing indefinitely many dedicated variables in every single sentence.
  

Notice that this slippery slope charge has an analog in an earlier debate about event verbs and adverbial modification. An early proposal for the logical form of sentences like (11) was (11*).
(11)    
Mary kissed John.

      (11*)    
Mary kissed John in some place. 

Ascribing (11*) as (11)’s logical form was supposed to explain why (12) entails (11). 

(12)  
Mary kissed John in the park.

The suggestion was that we treat ‘kissed’ as a three-place verb in order to accommodate an inferential relation. One problem with this strategy is that following it consistently requires each event verb to harbor indefinitely many ‘hidden’ places to accommodate data like (13)-(15), etc. (see Davidson (1967)).

(13)  
Mary kissed John in the park after midnight.

(14)  
Mary kissed John in the park after midnight behind his left ear.

(15)  
Mary kissed John in the park after midnight behind his left ear on 

           August 24,1999.

But does this mean that in order to accommodate inferential relations among (11)-(15) we should treat (11)’s logical form as (11**)?

(11**)  Mary kissed John in some place at some time behind some place 

on some date. 
This would render the adicity of a verb like ‘kiss’ indefinitely large. How would anyone ever learn his language (Larson and Segal (1995), p. 468)? 

Likewise, positing a variable in a sentence based on its behavior in embedded quantifier contexts is no better motivated. The seemingly unboundedness of the Binding Argument requires just too many indexicals, and so, it fails to be decisive for HIP. 

What then does the Binding Argument show? 

The data appealed to in the Binding Argument are interesting and require explanation. The facts are these: sentences like (4), (5), and ‘2 + 2 =4’ lack a place variable. However, these sentences are grammatical, and so their initial quantifiers are non-vacuous.  Without HIP, how do we explain their grammaticality? Since it goes beyond the scope of this paper to provide a full answer, we will only sketch a possibility.
 

We just suggested an analogy between the strategy of enhancing the adicity of event verbs to accommodate adverbial modification and endorsing HIP on the basis of the Binding Argument.  With respect to the former, note that people sometimes say (16).

(16)  
Somewhere Mary kissed John.

Can we account for its grammaticality without positing a place variable in (11); otherwise, what is ‘somewhere’ binding in (16)?  Davidson replied we could by treating the logical form of (11) as (11’), and the logical form of (16) as (16*) (Davidson 1967).

(11’)
[There is an event e](e is a kissing by Mary of John)

(16*)
[There is an event e](e is a kissing by Mary of John & e occurs at

             some place)

So construed, even though no hidden variable for places is posited in (11), (16) is still grammatical, since its quantification is not vacuous.


Likewise, returning to (6), it’s logical form is (6**) while (5)’s is (5**).

(5**)  
[Every (x): person (x)][(e](e was a failing of x)

(6**) 
[Many (y): class (y)][every (x): person (x)][(e: event (e)](e was a

             failing of x & e is in y)

Before endorsing this proposal we would need to develop it; at this stage, we are merely pointing out that an alternative to HIP exists that accounts for grammaticality without positing hidden indexicals. We turn now to further constraints on indexicality.

Thesis Two - All semantic context sensitivity is grammatically triggered

The point of the Binding Argument was to establish that UCP cannot account for intuitions surrounding uses of sentences like (4) and (5) since the data required a syntactic explanation, namely, that domain variables interact in binding relations with quantifiers. We have argued that the binding argument is unsound. But we applaud the thesis about the relationship between syntax and semantics that the argument presupposes, namely,

Second Thesis: All semantic context sensitivity must be grammatically triggered.

This means that the truth value of any sentence can change from use to use only if it contains an indexical expression – where an expression is relevant to truth conditions only if it is grammatically (i.e., syntactically or morphemically) motivated. Indexical cannot be posited on semantic grounds alone. It's important to clarify what is meant by ‘context sensitive’ and ‘grammatically motivated indexicals’. 

When the conventional meaning of an expression dictates that its semantic value (i.e., its contribution to truth conditions) varies with the context of utterance this expression is said to be context sensitive.  A sentence contains an indexical expression just in case this expression occurs in the sentence at some level of linguistic analysis, but every such level must be motivated on syntactic (or morphological) grounds. 

The point of the Second Thesis is that the data HIP advances warrants positing hidden indexicals only if such posits pass grammatical muster. Both the First and Second Theses concern the scope and role of context in semantic theory. According to the First, contextual features that cannot be accommodated within the language cannot impact on truth-value. And so any aspect of context that impacts on the truth-value of an utterance must be linguistically represented in that sentence uttered. According to the Second, any linguistically encoded information must be motivated on syntactic (or morphological) grounds. So construed, HIP does not get to posit indexicals solely on the basis of intuition.  Had the Binding Argument been successful it might have established that HIP is compatible with the Second Thesis. Since it failed we must look elsewhere.  

Constraints on Indexicality 

Any indexical expression is going to exhibit certain properties just by virtue of being an indexical. For example, on the syntactic side, every overt indexical expression can enter into anaphoric relationships; and, on the semantic/epistemological side, each generates certain kinds of a priori truths.  We discuss these constraints in turn. 

The pronouns ‘she’ and ‘he’ can be used to refer to individuals. To indicate without further elaboration which individual is being indicated their uses, a pointing gesture, a nod or some similar nonlinguistic means is needed. Such uses of pronouns are called deictic.  Another use of pronouns does not require nonlinguistic means for determining their semantic value, because they are linked to other expressions, as in ‘Mary is quite angry with herself’ and ‘Bill hopes he can come to the party tonight’.  In the former ‘herself’ is co-refers with, i.e., has the same reference as ‘Mary’.  In the second, ‘he’, unless a concomitant pointing gesture or another nonlinguistic cue indicates otherwise, would be judged by most speakers to co-refer with ‘Bill’.  These uses of pronouns are called anaphoric – their semantic values are determined by the semantic values of antecedent expressions in the same sentence.  The distinction between deictic and anaphoric uses of pronouns is exhaustive and mutually exclusive; every use of a pronoun is one or the other but not both. Now consider ‘that’ and ‘he’ in (17) and (18). 

(17)  
That’s a table.

(18)   
He is a senator.

It’s a fact about these (and all other) overt indexical expressions that they too can be anaphors. Witness that (17*) and (18*) are grammatical, where ‘it’ and ‘himself’ are anaphoric pronouns whose anaphors are ‘that’ and ‘he’ respectively. 

(17*)
That’s a table but it is not a book.


(18*) 
He’s a senator who likes himself.

HIP, by positing indexicals in logical form, incurs syntactic costs. For even if covert it’s still the case that an honest-to-goodness indexical expression must respect appropriate distributional reflexes. Since hidden indexicals are indexicals, they too should be capable of entering into the anaphoric relationships that their overt counterparts do.  If (5) harbors a hidden reference to a domain, (5’) should be intelligible, assuming ‘it’ is anaphoric.

(5) 
Everyone failed. 

(5’)
*Everyone failed, and it is a big set. 

The fact that (5’) makes no sense (though (5+) does) is evidence against HIP. 


(5+)
 Everyone in this (set) failed, and it is a big set.

For an additional illustration, consider an HIP view that (19) has the form (19*),

(19) 
 Tigers are mammals.

(19*) 
 Tigers (i) are mammals.

where ‘i’ indexes, in a context of use, a domain (Stanley and Szabo 2000).  If this were so, then (19**) should make as much sense as (19+), where ‘it’ is alleged to be anaphoric on ‘i’. 


(19**) 
 Tigers are mammals, and it is a big set.


(19+)
 Tigers in this (set) are mammals, and it is a big set. 

The impossibility of ‘it’ being anaphoric in (19**) tells against HIP.
 

The evidence adduced to support Davidson’s event approach was indirect: if the adicity of an event verb is increased by one, then semantic relations among sentences using these verbs can be explained.  And in addition increasing the adicity of these verbs accounts for the capacity of English speakers to comprehend a potential infinitude of well-formed meaningful non-synonymous sentences that include them.  There is, however, more direct syntactic evidence in support of the event approach. 

The pronoun ‘it’ in ‘John buttered his toast and he did it after midnight’ is about something, presumably, an action. Since the sentence can be used intelligibly without a pointing gesture or any sort of demonstration, this use of ‘it’ must be anaphoric.  The candidate antecedents explicit in this sentence are ‘John’, ‘his toast’, ‘he’ and ‘midnight’. Since none is an action, none can be the antecedent.  On the event approach ‘butter’ has a covert place for quantifying over events, and so the sentence is in effect elliptic for ‘Some event was a buttering of the toast by John and it (i.e., the event) occurred after midnight’. But now we can see that this paraphrase explains why the original sentence is intelligible: its anaphoric pronoun has ‘some event’ as its antecedent.  Unlike HIP, the event approach respects the syntactic costs it incurs: it posits an implicit position in verbs and the linguistic behavior of ‘it’ provides the right evidence for this posited place.  

Data of this sort reminds us that part of what English speakers learn in learning a verb of change (indeed, any verb) is its adicity and what sorts of entities the expressions which fill these places are true of.  Verbs of change, it turns out, have an event place. This anaphora test can be applied to every alleged instance of a hidden noun phrase, including indexicals; we leave it to the reader to work it out for his or her favorite examples of hidden indexicals.  We turn now to a second constraint on indexicals; one generated not by the syntactic but by the semantics/epistemology.

A Priori Truths

According to Kaplan, an ‘essential’ feature of indexicals is that their meaning underwrites certain a priori truths. 

Here we have missed something essential to our understanding of indexicals.  Intuitively, (6) [‘I'm here now’] is deeply, and in some sense, which we will shortly make precise, universally true.  One need only understand the meaning of (6) to know that it cannot be uttered false. No such guarantees apply to (7) [‘D.K. is in Portland on 3/26/1977’]. A Logic of Indexicals which does not reflect this intuitive difference between (6) and (7) has bypassed something essential to the logic of indexicals. (Kaplan, 1989, p.509, our emphasis) 

The 'universal' truths are generated as follows: Kaplan identifies the linguistic meaning of an expression with its character – a function that delivers the expression’s content at each context. The character of the first person indexical ‘I’ is a function whose value, for each context, is the speaker or agent of that context. The character of ‘now’ is a function whose value, for each context, is the time of that context. Suppose the character of an indexical specifies that the referent of an indexical, D, in a context, U, is the object satisfying conditions C in U.  Then an a priori truth will be expressed by an utterance of a sentence of the form – D satisfies conditions C. This sort of sentence cannot be uttered falsely. Kaplan says: 

In fact, this is one of those cases in which – to use Kripke's excellent idiom – the rule simply tells us how to fix the referent but does not supply a synonym. (Kaplan, 1989, p.518)

Consider the proposition I express with the utterance ‘He [Delta] is the male at whom I am now pointing’. Call that proposition ‘Sean’. Now Sean is certainly true. We know from the rules of the language that any utterance of that form must express a true proposition. In fact we would be justified in calling the sentence  


He is the male to whom I am now pointing. 

almost analytic (‘Almost’ because of the hypothesis that the demonstrative is proper–that I am pointing at a unique male – is needed.)…But is Sean necessary? Certainly not, I might have pointed at someone else. (Kaplan, 1989, p. 518) 

Kaplan’s theory extends to all other (overt) indexicals, including demonstratives, by adding suitable features to contexts. For instance, if each context has an associated day, we can say that the content of ‘today’ in a context is the day of the context. The content of ‘you’ with respect to a context is the addressee of the context. The content of ‘that’ in a context is the demonstratum of the context. And so on.

According to Kaplan, just in virtue of the meaning (i.e., character) of an indexical, certain sentences are such that no utterance of them is false, even though these truths are contingent.  At the level of character it makes sense to talk of  ‘I am here now’ as a truth in the logic of indexicals, because, given its character, this sentence will have a true content at each context. The content will be contingent, and can be expressed by a sentence that is not a logical truth. (20) and (21) are such that no utterance of either is false; and anyone who understands I’ and ‘you’ will recognize this, i.e., that it constitutes a priori knowledge. 

(20) 
I am the person who utters this sentence.

(21)  
You are the person addressed by this utterance.

However, no utterance of (20) or (21) is necessarily true; the proposition an utterance of (21) expresses is false in any context, say, where the utterer does not exist. Since any speaker could fail to exist, the proposition expressed is contingent.

If (20) is a ‘logical truth’, it’s reasonable to think that whoever utters it knows a priori the proposition he thereby expresses. If he does, then this speaker has a priori knowledge of a contingent proposition. Kaplan thus claims his semantics for indexical expressions provides examples of the contingent a priori. 

We are now positioned to state an additional worry with HIP.  Neither of these essential features is manifested by hidden indexicals. 

According to HIP, (5) properly construed means the same as (5*).  Since ‘i’ is an expression it must have a character, i.e., a linguistic meaning.  Given what HIP proponents say about quantifier domain restriction (REF: Stanley/Szabo, Westerstahl) we assume they intend the character of ‘i’ to be something like ‘the contextually salient domain’.  We (or they) might be wrong about this.  But this indexical must, says Kaplan, have some character or other; let’s call it F.  Then sentence (22) (or (22*)) ought to be such that its every utterance is true and this is knowable a priori.

(22)     Everyone is in the contextually salient domain.

(22*) 
Everyone is in F.

Competent speakers should also know a priori that utterances of (23) and (24) are false.

(23)  
Some ducks are only in non-salient domains.

(24)  
At least one little duck is not in a salient domain.  

But not every utterance of (22) is true, and not every utterance of (23) or (24) is false. (We suspect no utterance of (23) or (24) is false.) No one has such a priori knowledge. 

If we are right, the analogy between hidden indexicals referring to contextually salient domains and the use of indexicals in sentences like (20) and (21) breaks down.  But if Kaplan is right about the semantics and epistemology of indexicals, it follows that HIP is wrong.  Minimally, its proponents need to defend their departure.

It's our working hypothesis that all hidden indexicals frustrate these two constraints. As a final illustration, consider comparative adjectives. It is commonly supposed sentences with comparative adjectives contain hidden indexicals referring to comparison classes (and that for each context it is a contextually salient comparison classes that's referenced).  It should, first, be possible to refer back anaphorically to these classes, as in (25) and, second, to generate certain a priori truths or falsehoods, as in (26). 

(25)  
She's tall, and it has many five year-old members. 

(26)  
She's tall, but not compared to a salient class. 

We can't get ‘it’ in (25) to refer to a class and (26) doesn't seem a priori false.

Non-Existent Interpretations 

We have so far considered a syntactic argument and an epistemological/semantic argument against HIP. We want now to consider a semantic one. We will argue HIP permits us to express propositions with utterances of sentences ordinary speakers don’t think they can be so used to express. 

Take any sentence, S, that's alleged to harbor a hidden indexical. Now let SE, be just like S except that its hidden indexical is made explicit (note that what ‘made explicit’ means differs from case to case). So, if S is (27), SE can be (27*).


(27)
If it's raining, then it’s raining in NJ.

      (27*)  
If it's raining in p, then it’s raining in NJ.

Our semantic objection, in its most general form, is this: (27*) can be used to express a necessary truth or falsehood, but no one thinks (27) can be so used. Here are other examples: 

(28)  
It’s raining, but it’s not raining in NJ. 

(29)  
Everyone is in logic class.

 (28)-(29) can’t be used to express a necessary truth or falsehood. They look like paradigmatic sentences used to express contingent truths. But their transformed versions can be so used and so HIP must be wrong.  We will now consider this objection in more detail, using quantifier domain restrictions, though the details apply with simple modifications across the board to any sentence in which a ‘hidden’ indexical is posited. 

According to HIP, (5) can be used to express a truth – even though it’s very unlikely that every person in the universe failed – because a context of use of (5) can restrict the range of its quantifier ‘every’. 

(5) 
Everyone failed. 

Suppose in using (5) a speaker restricts its quantifier domain to people in a salient course, say, in logic and thereby, expresses what she would have had she instead uttered (5’). 

(5’)  
Everyone in logic failed. 

What, then, shall we say about (29)? It is no less likely to be used to express a truth as (5) is.  But since (5) can express what (5’) can in a context, what stops (29) from being used to express what (29*) would? 

(29*) 
Everyone in logic is in logic.

Clearly, (29) cannot be so used; and so the challenge for HIP is to establish that it cannot (29. We do not see how to effect this restriction. 
In much the same way, HIP predicts necessarily false propositions where none are forthcoming.  Just as it is impossible to get a reading of any utterance of (29) where it expresses a necessary truth, it is equally unlikely that (29) can be used to express a necessary falsehood.  But suppose the hidden ‘i’ in (29) picks out objects that are not in logic as its restricting class. This would have an utterance of (29) expressing what would ordinarily be expressed by an unrestricted use of ‘Every one not in logic is in logic.’ The same applies to (28), for it, according to HIP, can express what (28*) does.

(28*) 
It’s raining in NJ, but it’s not raining in NJ.

Since (28*) is self-contradictory, it follows from HIP that some utterances of (28) also express necessarily falsehoods. If you think this is impossible, you must reject HIP.

By promiscuously forcing the semantics to acknowledge contextual aspects not explicitly represented as determinants of what is expressed on an occasion of use, HIP compromises a pragmatic, but semantically independent, alliance between context and meaning.  No one can deny that speakers and hearers exploit contextual salience in their effort to converge on some point or other. But most of us thought we were being subtle and creative in so doing, not that we were obliged to as a matter of meaning alone.

Based on these various problems surveyed, we doubt the viability of HIP.  Inasmuch as the Binding Argument is unsound, and HIP has been demonstrated to disregard essential features of indexicals, have we in effect defended UCP? We hardly think so, since its problems are worse. We turn to these now.

Unarticulated Constituents

UCP, to say the least, is trendy.  Philosophers invoke it in epistemology and ethics to account for diverging intuitions about knowledge claims and moral claims; in semantics to solve puzzles about rigidity and belief attribution, diverging intuitions about modal and subjunctive claims, and in metaphysics to avoid apparent paradoxes surrounding our use of vague expression; in the philosophy of mind to defend a view about the self as represented in thought – not to mention linguists and linguistically oriented philosophers who have elicited UCP to account for a rather wide range of linguistic intuitions that had gone hitherto neglected in the literature.  In short, UCP is all the rage in philosophical and linguistic circles. Its principle claim is to deny the First Thesis; to repeat, some sentences lack truth-conditions; only their individual utterances have them. In addition to (4)-(5), other representative sample sentences include (30)-(35).
 

(30) 
I’ve eaten breakfast. 

(31) 
You are not going to die.

(32)  
Steel isn’t strong enough.

(33)  
Tipper is ready.

(34)  
Peter’s book is gray.

(35)      They are serving drinks at the local bar.

Each of these is a sentence whose utterances cannot be semantically evaluated, according to UCP, without adding a constituent to their interpretations – a constituent that is not syntactically represented. Any utterance of these sentences naturally raises questions: raining where? who failed? eaten when? die from what? strong enough for what? ready for what? what’s the relationships between Peter and the book? and local to where?  Different answers correspond to different contexts of utterances.  A contextual provision is semantically mandatory even if not triggered by any (overt or covert) constituent in them. Without an unarticulated constituent, the sentence, though syntactically complete, is such that none of its utterances express a complete proposition. 

I call the case of unarticulated constituents ‘post-semantic’. The task of identifying the unarticulated constituents of the propositions expressed by an utterance remains after all of the relevant semantic rules have been understood and applied (Perry 1998, p.10).

UCP is incompatible with the First Thesis: for some English sentences, (a)-(d) (from the First Thesis) fail to generate a complete proposition (or, in an alternative terminology, fail to determine truth conditions, or what’s said).  UCP proponents infer that for utterances of sentences like (4)-(5) and (30)-(35), through some sort of non-linguistic process of completion (Bach, 2000, p. 263) or free enrichment (Recanati, 1993, ch.14), conceptual materials (‘background facts’ (Perry, 1986, p. 210)) get added to their meanings and only then does it make sense to speak of truth conditions, propositions or what’s said being determined.  Processes like free enrichment are intended to cover different sorts of determinations. For example, according to Sperber and Wilson (1986), it includes determining the relation between Peer and the book in (34) – what Recanati calls ‘saturation’; it also includes the location (as in (4) and (35)), quantifier domain restrictions (as in (5)), a time (as in (30)), and so on. What are the arguments for UCP? 

Incompleteness and Context Shifting 

UCP proponents inundate readers with examples that are supposed to establish the claim that certain sentences lack truth conditions. As far as we can tell, all of these examples are in the business of either advancing an incompleteness charge or in establishing a context-shifting claim. We will look at each in turn. 

UCP aims to establish that no meaning theory can determine truth conditions for, e.g., sentences (4)-(5), and (30)-(35) and, in particular, any theory which issues in, or entails, (4*)-(5*) and (30*)-(35*) fails to do so. 

(4*)  
‘It’s raining’ is true iff it’s raining.

(5*)
‘Everyone failed’ is true iff everyone failed.

(30*) 
‘I’ve eaten breakfast’ is true iff I’ve eaten breakfast.

(31*) 
‘You are not going to die’ is true iff you are not going to die.
(32*)  
‘Steel isn’t strong enough’ is true iff steel isn’t strong enough.

(33*)  
‘Tipper is ready’ is true iff Tipper is ready.

            (34*)   ‘Peter’s book is gray’ is true iff Peter’s book is gray.

            (35*)   ‘They are serving drinks at the local bar’ is true iff they are serving 

                         drinks at the local bar.
According to the incompleteness charge, (4*) fails to specify truth conditions for (4) because fails to ascribe truth conditions to (4) because it doesn’t tell us where it’s raining. (32*) fails to ascribe truth conditions to (32) because it doesn’t answer questions such as, strong enough for what? (33*) fails to ascribe truth conditions to (33) because it doesn’t tell us what Tipper is ready for; and (34*) fails to ascribe truth conditions to (34) because it doesn’t tell us what the relevant relationship is between Peter and the book.  Ditto for the rest. Had these sentences truth conditions, answers to these questions would be forthcoming and these answers would supply part of these sentences’ truth conditions.


Since (4*) doesn’t tell us whether (4) is true when it’s raining, e.g., in Palo Alto, UCP concludes it fails to specify (‘settle’, ‘decide’ ‘determine’) conditions under which (4) is true.  Since (32*) is likewise mute on the relevant question, UCP concludes it fails to specify truth conditions for (32).  And so on.  

Incompleteness is supposed to establish that what determines truth conditions for a given utterance of a relevant sentence is a combination of what the sentence means and a collection of ‘non-semantic’ features surrounding its context of utterance (where ‘non-semantic features’ are those not employed in settling (a)-(d)).  But if facts about context do suffice to determine truth conditions for utterances of (4*) and (32*), why don’t also determine truth conditions for (4) and (32) themselves?  Let the truth conditions for their utterances be their truth conditions as well. Here’s where context shifting kicks in. 

It's supposed to be obvious, according UCP that distinct utterances of sentences like (4) and (32) can have different truth conditions. Though in some contexts truth conditions for utterances of (4) and (32) are given by expansions (4b) and (32b) (Perry 1986, p.206; Bach, pp.128ff; Carston, p.167; Sperber/Wilson, p.188; Recanati, p.235; Crimmins 1992, p.17), 

(4b)  
It’s raining in Palo Alto. 
(32b)  
Steel isn’t strong enough to support the roof.

in other contexts, (4) can be used to say it’s raining elsewhere,
 and (32) can be used to say that there's something else that steel is strong enough for.

Change the context sufficiently and simultaneous utterances of an unambiguous sentence, with referring terms assigned the same referents can differ in truth conditions due to ‘non-semantic’ differences surrounding their contexts of utterance.  It is supposed to follow that truth conditions are generated in individual contexts of utterance, where the truth of an utterance depends on non-linguistic aspects like the non-linguistic interests of speakers, their shared non-linguistic background knowledge, etc.  Since meaning is not in the business of tracking and revealing these sorts of interests and shared background information, for the sentences in question it fails to determine these truth conditions. 

In summary, disquotational claims like (4*) are alleged to be incomplete. And the articulation of truth conditions for a particular utterance of a sentence s cannot be converted into truth conditions for s itself since conditions that determine whether utterances of s are true can shift from context to context, and so singling out any one truth condition would fail to provide a sufficient condition for the truth of s. 

UCP claims that incompleteness and context shifting are not about ambiguity, vagueness, or linguistic ellipsis.  Nor are they about, contra HIP, a failure to locate and relativize (overt or covert) contextually sensitive items to a place, time, speaker, etc.  Grant UCP all of this for the purposes of discussion. (We argued above HIP fails.)  Still, we believe that the phenomena invoked to establish incompleteness and context shifting are irrelevant to the concerns of semantics – we will argue as much below.  Before so doing we want to expose the instability of UCP.  

The Instability of UCP 

Since according to UCP some sentences are semantically complete and others are incomplete, what is needed is a principled criterion for distinguishing between these two categories. Our first objection to UCP is that we've been provided with no such criterion. This renders UCP unstable in two respects.  First, the reasons UCP offers for singling out sentences as incomplete makes it hard to see that any sentence is complete, and hence, UCP collapses into the unattractive position that no sentence has truth conditions. On the other hand, whatever reason is provided for declaring certain sentences complete seems to render all sentences complete.  In what follows we will focus on the first problem, i.e., the collapse of UCP into the fanatical position that every sentence lacks truth conditions. 

It seems that UCP holds that (4b*), and (32b*) succeed in specifying truth conditions for (4b) and (35b), where (4*) and (32*) failed to do so for (4) and (32). 

(4b*)   ‘It’s raining in Palo Alto’ is true iff it’s raining in Palo Alto.

(32b*)  ‘Steel isn’t strong enough to support the roof’ is true iff steel isn’t

             strong enough to support the roof.

But why don’t the arguments against the shortcomings of (4*) and (32*) extend to (4b*) and (32b*)? Why aren’t they subject to incompleteness and context shifting?  Why can't we say that (32b*) fails to specify truth conditions for (32b) (we leave (4) as an exercise) because it fails to settle for how long the support is supposed to last?  Do a few seconds suffice? More than three days? Many years?  Suppose we are sitting around wondering whether this room will last for another two weeks; if it doesn’t we’re all doomed, and someone asserts in that context (32b). Why shouldn’t we conclude, based on UCP, that what was expressed by this utterance of (32b) is that steel isn’t strong enough to support the roof for two more weeks.  And why stop with duration? Why mustn’t (32b*) also settle whether (32b) is false if steel fails to support the roof when placed in temperatures over 390°? We see the building go up in flames and wonder whether the steel will melt and in that context decide to affirm (32b).  Why shouldn’t we be taken to be saying that steel isn’t strong enough to hold up the roof in temperatures over 390°? There obviously is no end here. There is, for example, the question of why the amount of steel needed to support the roof mustn’t be decided in order to settle whether (32b) is true? Would (32b) be false if 1/10 of a square inch of steel wouldn’t suffice to support the roof?  

Nothing in the meanings of the words in (32b) (or their composition) answers these questions, certainly nothing in (32b*).  If the reasons that led UCP to conclude (32*) is incomplete are sound, why don’t they extend to (32b*)?  UCP has provided no reason to believe (32b*) gets it just right.  If (32*) is incomplete because it fails to answer the question ‘isn’t strong enough for what?’ then why isn’t (32b*) also incomplete because it fails to answer, inter alia, the question ‘isn’t strong enough for how long? 

So, if the reason why sentences like (4)-(5) and (30)-(35) are incomplete is because they fail to answer these kinds of ‘would it be true if…’-questions, then why should we hold that this alleged incompleteness is limited to some (more or less) circumscribed subset of English sentences?  In other words, if these sentences lack complete truth conditions, because it only makes sense to speak of their utterances as having truth conditions, why aren’t all truth conditions generated in contexts of utterance (regardless of whether a sentence has context sensitive elements or not)?

A number of commentators have suggested that they can cite a principled reason for blocking our slippery slope, and for why we can stop at expansions (4b) and (32b).
 Their attempt to block the slide invokes the intentions that accompany utterances (or, at least those intentions that typically accompany utterances). They say something like this: 

If C is not something usually communicated by utterances of S, then it's no argument against S's completeness that it fails to explicitly specify (or determine a value for) C.  

Put somewhat differently, if C is not intended by the speaker to be communicated C is not a required expansion. 

Our reply is that UCP, as we presented it, is the view that certain sentences are intrinsically incomplete, by which is meant that they lack truth-conditions, or that they fail to express 'complete' propositions; viz., UCP is a view according to which (4*) 

(4*)  
‘It's raining’ is true iff it's raining.

is either false or lacks a truth-value (in proposition talk, (4) can't  express the proposition that it's raining – because there is no such proposition). Notice that according to the current rebuttal nothing prevents (4) (without any additions) from expressing a proposition.  All that would be required is that (4) usually (or on a specific occasion) be uttered without the intention of communicating a location. Rather than defend UCP, this rejoinder undermines it. This strategy is essentially a defense of the First Thesis, i.e., it's raining is a perfectly good proposition; just add, something we agree with, that typically speakers try to communicate a location in addition. 

Recanati, we think, has a similar gripe. For Bach, if someone utters (36), then what John is too short for must be identified in order to assign a truth-value to the utterance.  

(36)
John is short.

(Most authors deny that the utterance expresses the proposition that John is too short for something or other.)  Yet that constituent of the proposition is not syntactically articulated, as it would be if the speaker had said (36*).

(36*)  
John is too short to be a basketball player. 

(36) is not syntactically elliptical, Bach insists, but is semantically incomplete, much like Perry’s (4).  Without the unarticulated constituent provided through ‘completion’, (36) expresses only what Bach calls a ‘propositional radical’ (Bach 1994a: 268-269).    


Recanati, however, affirms that the contextual provision of the relevant propositional constituent in the cases of comparative adjectives is linguistically controlled in this sense: the sentence itself sets up a slot to be contextually filled. The idea is that it’s part of one’s linguistic competence that certain expressions – attributive adjectives, words like ‘enough’ and ‘ready’ – require completion.  So even though there is a difference between explicitly articulating an expression and not, in many of the latter cases our linguistic competence, says Recanati, guides completion (Recanati – XXX).  


Frankly, we don’t see why this isn’t as an endorsement of the First Thesis rather than its rejection. What’s being recommended is to put a linguistic item or (syntactic/morphological) marker in underlying syntax/morphology that forces a certain sort of linguistic interpretation.   Here’s another way of thinking about what’s worrying us. There's supposed to be a difference between (32) and (32b).

(32)  
Steel is strong enough. 

(32b)  
Steel is strong enough to hold up the roof.

(32b) is supposed to have meaning determined truth conditions and (32) not. We assume that this means something like following: the meaning of ‘strong enough’ in (32b) contributes to the over all meaning of (32b) in such a way that (32b) issues in a proposition or what's said, or truth conditions, appropriately contextually situated.  But in (32) ‘strong enough’ fails to do this. Frankly, we think this position is not entirely consistent – unless one gives up on semantic innocence. 

The meaning of ‘strong enough’ should be the same in both cases – we took that to be essential to UCP. But then in both (32) and (32b) its meaning must determine a satisfaction clause about what satisfies ‘strong enough’; otherwise, we don't see how (32b) can have meaning determined truth conditions. But then why isn't that the same in for (32); so then if (32) lacks meaning determined truth conditions, that can only because there is something semantically flawed with (32), and not that it's ‘incomplete’, for example, one of its required satisfiers is missing.  But why isn't that an argument for (32) being semantically anomalous, not for it being ‘incomplete’. As we understood incompleteness, (32) is supposed to have a coherent meaning, just no truth conditions; it expresses, if you like, a ‘propositional radical’. But it looks like a better story is that (32), given the facts about (32b), is flawed much as *’John devoured’ is – which is just plain wrong.  There is no argument of ‘strong enough’ missing in (32) nor for ‘local’ in (35), and so on.  

In sum, UCP is unstable since no one has yet provided a principled reason for how to stop expansions, e.g., at (4b) and (32b), and frankly, it’s not easy to see how such non-linguistic expansions could stop anywhere. We concluded this looks like a no win situation for UCP. For, to the extent that a principled delimitation of the mandatory parameters whose values must be settled before truth conditions can be assigned (or propositions expressed) can be provided, lexically semantically relevant argument structure will have been identified. And, thus, the First Thesis that sentences appropriately contextually relativized have truth conditions will be sustained after all. So, for example, suppose UCP says it’s enough to establish completion that a place be added to ‘raining’ in (4). This could be taken to mean that (4) is best represented as (4’):

(4’)  
It’s raining in i.

And so that the truth conditions for (4) are (4’’):


(4’’) 
For any place i, ‘It’s raining’ is true at a place i iff it’s raining at i

An utterance of (4) is true iff for the relevant (demonstrated? contextually salient?) place it’s raining there. This is all part of the meaning (and argument structure of ‘raining’ in (4).  A similar story can be advanced for the other sentences.
  

Incompleteness, Context Shifting, and UCP

We have been urging that UCP unavoidably slips into the position that all sentences lack truth conditions.  Though we think this suffices to condemn UCP, it is useful to speak directly to the proposal.  But before turning to arguments directed against it, we want to look more closely at its alleged skeptical consequences. We believe and are prepared to defend that nothing UCP argues shows, e.g., that (34*) is not true.

(34*) 'Peter’s book is grey' is true iff Peter’s book is grey.

First, consider whether alleged context shifting shows that (34*) is not true. (34*) is not true just in case it is either false or lacks a truth-value.  With regards to falsity, context shifting doesn't establish that for any utterance of (34*), its LHS and RHS can disagree in truth-value.  If Peter’s book is gray, (34) is true; and if it isn’t, (34) is false. If your intuition is that (34) is false, your intuition will also be that Peter’s book is not gray.  It's exceedingly hard to see how to pull these intuitions apart. 

Suppose the context shifting argument worked. Then it should be possible to explicitly describe a scenario in which Peter’s book isn’t gray, and still elicit the intuition that a literal utterance (in the context of this scenario) of (34) is true.  If there are no such cases, context shifting fails to establish that (34*) is false.  As far as we know, no such cases exist. (We have the same intuitions about all of the other alleged examples.)  

Incompleteness has seemed to many to be a powerful case for UCP, especially for sentences like (34).  UCP proponents get close to saying that unless the RHS of (34*) answers the questions they insist must be answered – e.g., what is the relationship between Peter and the book in question – (34) lacks a truth-value altogether, and if it does, so does (34*).  It is urgent for UCP proponents to reveal why (34*) is supposed to settle answers to their questions. No semanticist ever said (34*) could (or should) answers these questions. Our claim is that whatever intuitions we harbor about (34*) being incomplete are irrelevant to truth conditional semantics. Why might someone think otherwise? We can only speculate on why anyone would think otherwise; so, in what follows we will present concerns UCP might appeal to in faulting truth conditional semantics, in particular, in faulting the likes of (34*). 

An Epistemic Concern

How, someone might wonder, can someone figure out (settle, decide, determine) the truth-value of the RHS of (34*) unless he is told what the relevant/intended relation is between Peter and the relevant book? Is it authorship, possession, proximity, current choice or what?  But it's impossible to figure out what the relevant/intended relation is between Peter and the relevant book without learning more about the intentions of someone who uses it. Without knowing answers to these questions, we cannot figure out whether the conditions specified on the RHS of (34*) obtaining suffice to establish the truth of (34).  But we cannot answer this and other questions unless we know why a speaker is interested in Peter and this book in the first place. When looking at the RHS of (34*) alone we’re at a loss as to how to ascertain its truth-value because we don't know what to look for. We require more non-linguistic contextual information. 

The same is alleged to go for (4).  According to Perry:

Fred hears Mary say [4]; he doesn’t know whether she is talking about the location where they are, or some other location—perhaps the location of the person to whom she is talking on the phone. So, in a sense, he doesn’t know what she has said...Fred has a task to perform once he understands the meaning of the sentence he hears. He has to figure out what location Mary was talking about. In performing this task, the semantics of the words of [4] do not provide a guide. Fred will be guided, in figuring out what location Mary is talking about, by his knowledge of the particular situation. Who is Mary talking to? What is she likely to be trying to say? And so forth’ (Perry 1998, pp. 10-11; our emphasis).

Reply to Epistemic Concern
Our reply is twofold. First, whether ordinary speakers are at a loss when looking at the RHS of (34*) is irrelevant to whether it lacks a truth-value. Verificationism might explain why UCP holds that without answers to its questions there’s a truth-value gap.  But UCP proponents nowhere state that their arguments rest on verificationism. Of course, to be told that meaning doesn’t determine truth conditions is a lot less exciting if we have to assume verificationism (especially since verificationism is false). And so the charge that (34*) does not specify verification conditions for its LHS is irrelevant. This reply to the epistemic concern is fundamental. 

Second, suppose we give you the following non-linguistically motivated 'expansion', ‘enrichment’, or 'completion' for a particular utterance of (34): 

(34E)  
The book that Peter has authored is gray. 

Does (34E) suffice to meet the epistemic concern?  We've already shown that it doesn’t. It doesn't, e.g., reveal how Peter must have authored the book. Would (34E) be true if he ghostwrote it for someone (and this person’s name appears on its cover)? What if, what if, what if… In other words, if (34) isn't enough, we're not sure what would be in order to satisfy the epistemic concern.  Recall, we are here speaking on behalf of the UCP, for whom completion is supposed to be possible. But if the demand is epistemological, until we are told why and how much, it’s not clear that there are any epistemologically satisfying completions, or at least it’s not clear why it’s permissible to stop with the likes of (34E).  UCP seeks a middle ground where there just doesn’t appear to be one.

Context Dependency Concern

Maybe we're missing the point: maybe there's supposed to be the following intimate connection between context shifting and incompleteness. We are supposed to know from the context shifting claim that truth conditions change from context to context, so that the only way to know which truth conditions are expressed by the RHS of (34*) is to 'say more', i.e., provide answers to the relevant sorts of questions mentioned in backing up the incompleteness charge. What the correct answers are, of course, are contingent upon the particular details of the context of utterance in question.

Reply Context Dependency Concern: 

This way of putting things mischaracterizes the scenarios used in trying to establish context shifting. None shows, so we argued, that the truth conditions change from context to context. Every context in which an utterance of (34) is true is one where Peter’s book is gray. We made this point and will pursue it again below. 

Co-opting Charge

At this point UCP proponents might with a certain irritation say that all of our responses succeed only because we are smuggling their position into our replies. They claim that (4)-(5) and (30)-(35) can get completed (expanded, enriched) only in contexts of utterance: only utterances produced by flesh and blood speakers have truth conditions. We, in our reply, could be charged with exploiting this very aspect of their position: we ask the reader to take a context of utterance C and suppose, e.g., that (34) is true in C.  Aren’t we thereby merely pointing out that it would be true to describe context C by saying that in it Peter’s book is gray.  But according to UCP, (34) gets completed in C to something we might approximately describe with (34b).  So, when we describe C, our utterance of (34*) (used in describing C) takes on the same completion, because our discussion of C has rendered this completion contextually salient.  So, UCP proponents would predict our response (and explain why we can give it). 

Reply Co-opting Charge:

This reply has gotten the dialectic backwards.  Recall, that at this stage in the dialectic we are not trying to refute UCP. (We will do that next.) Instead, what we are trying to do is to show that none of the proposed data support UCP.  So, suppose, for the sake of argument, that UCP can explain why any circumstance in which an utterance of (34) is true can be described as one in which Peter’s book is gray.  Then so much the worse for their argument to the effect that the truth conditions for (34) can change across contexts of utterance.  It shows that even from the perspective of RP UCP, there's no consistent way to express the claim that the truth conditions change between contexts.

***********

We tentatively conclude, conditional on someone coming up with a concern we’ve missed, that neither incompleteness nor context shifting establish that UCP is true.

Refutation of UCP


So far we've argued incompleteness and context shifting fail to show that meaning does not determine truth conditions. None of this, however, establishes that meaning does determine truth conditions, and we won’t attempt to do that here. However, our reply to the context shifting argument, if correct, does provide a direct refutation of UCP. 

Recall, that in response to context shifting we asked, what could make any utterance of, say, (33) true except Tipper’s being ready?  If nothing else can, it’s hard to see what UCP is complaining about.  But UCP does offer an alternative answer, namely, that it's Tipper’s being ready for some contextually salient event. But this response is inconsistent with UCP. We will show this with two different arguments.
First Inconsistency Charge
What other than Tipper’s being ready could make an utterance of (33) true? On the current UCP answer: it suffices that Tipper is ready for some contextually salient event. But notice that as soon as UCP provides this answer (more generally, any answer) it has in effect specified (generalized) truth conditions for (33). The UCP position now seems to be that (33) is true in C just in case Tipper is ready in C.  No argument has been provided for thinking that this doesn’t follow from the meaning of (33) alone. So, the correct T-sentence for (33), on UCP, as determined by its meaning, is not (33*), but rather something like (33UCP): 

(33UCP) ‘Tipper is ready’ is true in a context C iff Tipper is ready in C. 

Notice that some version of (33UCP) is available for whatever answer UCP provides to the question, ‘What can make an utterance of (33) true except Tipper’s being ready?’ But this position is internally inconsistent. For as soon as UCP tells us what would suffice for the truth of (33) in C other than Tipper’s being ready (and its proponents must tell us that in order to answer our challenge that nothing else would), a T-sentence has been provided.

To repeat, this constitutes an objection to UCP only if what fills in the RHS of (33UCP) is determined by the meaning of its words (and their mode of combination).  We don't see how UCP could deny that the RHS of (33UCP) is so determined. We are supposed to be able to figure out what the truth conditions of an utterance are from what sentence is uttered and the context. Presumably, we don't go on nothing and different people figure out pretty much the same thing. But if that's true, some sort of tacit rule must be guiding interpretation. Something like: Look for the relevant information (where this presumably has something to do with intentions and social practices) that actually determines the truth conditions.  If UCP were right about the practice, then this is a routine feature of interpretation of sentences, and everyone recognizes that everyone else follows the rule when we use sentences. Thus, that we follow these rules for looking for the relevant information looks like a convention associated with the use of sentences, and if we always (or almost always) use it, there's no reason not to say that it attaches to the use of the words as a matter of convention, and hence of their conventional meaning. 
Second Inconsistency Charge

The second inconsistency charge also arises from UCP’s answer to the question: ‘What other than Tipper’s being ready could make an utterance of (33) true?’ Note that any answer must be provided in a particular context. The answers we are encountering occur in various journals and books, let’s arbitrarily pick one of them, say, Perry’s (1986” paper ‘Thought without Representation’, and let’s call this context TWR. According to Perry, some of the sentences in his paper have their truth conditions determined in TWR. In particular, (4) in TWR, must, according to UCP, have the kind of context sensitive truth conditions UCP claims it has. So the truth conditions for (37)
(37)  What could make the given words ‘It’s raining’ true, other than the presumed fact that it’s raining, is the fact that the HERMAN I DON’T SEE HOW TO EXTEND THIS – DO YOUR MAGIC.
are determined (in part) by what counts as raining in TWR, i.e., the semantic contribution of the expression ‘raining’ as it occurs in an utterance of (37) in TWR depends on…... Let's say that …. But if so, (37) should be read as (37twr)

   (37twr)  ….
 This clearly is not what Perry intends. He doesn't mean to suggest that it’s rainingtwr is what would make an utterance of (4) true in contexts other than TWR (and (37) is clearly about contexts other than TWR). He seems to be trying to use ‘raining’ as it occurs in (37) in a context insensitive way. According to Perry, such context insensitive uses are not possible. So (37) either says something false (i.e., that rainingtwr is what makes utterances of (4) true in contexts other than TWR) or he uses the expression in a way inconsistent with UCP. 
A Simple, Underlying Argument? 

It has been suggested to us by several philosophers (including Stephen Schiffer and Zoltan Szabo) that our discussion misses the ‘fundamental’ or ‘underlying’ argument or intuition in favor of UCP.  To get at this intuition, go back to the context shifting argument. Why isn’t its proper interpretation that since utterances of (4) have distinct truth-values across scenarios, it can’t be sentence (4) which has a truth-value, and so it lacks truth conditions.  On this interpretation, (4*) fails to ascribe truth conditions to (4), since it’s everyone’s intuition that at any given time not every utterance of (4) is true.  Suppose, e.g., on Tuesday, April 10, 2001, you utter (4) while looking out the window from your apartment in NY, watching rain fall gently from the sky, while I, at the exact same time, utter (4) looking out my window in NJ, mistaking droplets produced on my window from a sprinkler for raindrops.  Isn’t everyone’s intuition that what you said is true and what I said is false. Yet according to (4*) the English sentence (4) is true just in case there is a raining event, and so, we both said something true.  

Properly understood, then, context shifting does not aim to show that truth conditions can shift from context to context, but rather that sentence-types cannot be bearers of truth and falsity, only their utterances can.  Your utterance of (4) is true because it is about a particular location, namely, NY, where it is raining; and mine is false, because it is about a different location, namely, NJ, where it is not raining.  (4*) fails to capture these facts about our respective utterances. 

We agree with Schiffer (and Perry and Crimmins) that when you produced your utterance of (4), you said something about NY; and when I produced mine I said something about NJ.  And indeed anyone who utters (4) in the contexts so described can be correctly reported as having said that it’s raining in NY and that it’s raining in NJ respectively. Yet if the arguments above are sound, we can appeal neither to HIP nor to UCP to explain these intuitions since the latter is internally inconsistent, and the former is just wrong. So, how then are we to explain them? As far as we can tell, we have one choice remaining.  In what follows we will briefly and dogmatically present a framework within which intuitions about typical utterances of (4) can be accommodated without compromising a semantic theory according to which (4*) provides correct truth conditions for (4). We will then provide some motivation for this framework.  

To begin with, we want to agree with UCP that the meaning of (4) (or any other sentence) need not determine what’s said by utterances of (4) or what these utterances are about. To this extent, our position seems rather concessive: for we are agreeing with UCP that the meaning of a sentence needn’t determine what’s said by its utterances. 

Where we part company is that we want to deny that there is any close relationship between correct reports of what others have said with their utterances of sentences and what the truth conditions of the sentences uttered are. Accordingly, we don’t think it follows from the fact that a particular utterance of (4) can say something about NY that (4*) fails to specify correct truth conditions for (4). Nor does it show that the meaning of (4) doesn’t determine (4*) as its correct truth conditions.

To give a sense of why we believe this, we need to say a bit about what’s said.

On What’s Said

Briefly, here’s how we see the relationship between sentences and their utterances: Sentences have truth conditions, as determined by their meaning. Utterances are used to make statements (i.e., to say things), ask questions, and perform other kinds of speech acts. Utterances typically (but not always) are of sentences, but what’s said, what's asked, etc., by an utterance can depend not only on the truth conditions of the sentence uttered, but also upon a number of other 'non-semantic' features of the context of utterance. In short: 

a) The truth conditions of a sentence S need not correspond to what’s said or stated by an utterance of S. 

b) What’s said by an utterance of S can be true, even though the truth conditions for S aren't satisfied (and vice versa). 

c) What’s said by an utterance of S can be ‘about’ something (e.g., NYC), even though the truth conditions for S makes no reference (to that thing).

d) Because of (a)-(c), intuitions about utterances of sentences can in no simple and direct way be used as guides to the truth conditions for those sentences. 

Here we will briefly show how to support this general framework. 

In Cappelen and Lepore, 1997 and 1998, we pointed out that reports of the form ‘A said/asserted/stated that p’ can be true even if A never uttered a sentence, appropriately contextualized, that is true just in case p. Since intuitions about what’s said by an utterance are fixed by acceptable indirect reports, it follows that (a)-(d) are correct.  We’ll rehearse some data and arguments starting with rather obvious and trivial cases where there’s a distinction between the truth conditions of the sentences uttered and what is said by that utterance. Consider sentence (38). 

(38) 
Stephen lives in NY and Ernie in NJ.

Even if we assume that (38*) correctly specifies the truth conditions for (38), 

(38*)  ‘Stephen lives in NY and Ernie in NJ’ is true iff Stephen lives in

           NY and Ernie in NJ.

no one would deny that someone who utters (38) can be correctly reported as having said that Stephen lives in NY.

Even if the truth conditions for (39) are (39*),

(39) 
John is a good friend.

(39*)  ‘John is a good friend’ is true iff John is a good friend.

if a speaker A utters (39) in a sarcastic tone of voice, it would typically not be correct to report A as having asserted, claimed, stated, or committed himself to John being a good friend.  Everyone would, however, report A as having asserted/claimed/stated and committed himself to John not being a good friend. 

Summaries provide further support. Consider an utterance of (40) by O:

(40)  Around 11 pm, I put on a white shirt, a blue suit, darks socks and my brown  Bruno Magli shoes; I then got into a waiting limousine and drove off into heavy traffic to the airport, where I just made my midnight flight to Chicago. 

We can all think of contexts in which (40r) would correctly and prudently report an utterance of (40):

(40r) O said that he dressed around 11 pm, went to the airport and took

        the midnight flight to Chicago. 

Yet no one thinks that (40r) specifies correct truth conditions for (40). 

These cases are not peculiar; they are typical.  (For further examples and critical discussion of these examples, we refer the reader to earlier work (see above references).) Should we on the bases of these sorts of cases conclude that sentence meaning does not determine truth conditions? It is true that these sorts of cases show is that what’s said by an utterance, or what an utterance is about or even whether it is true or not, can be influenced by all sorts of non-semantic aspects of the sentences being uttered.  So, to that extent don’t these cases bear out the chief claims of UCP?

Take another case: Suppose that Professor Adams utters ‘I failed no one’.  He can be correctly reported to his student Mary as having said he didn’t fail her, and so what he said is about Mary, even though his original utterance made no reference to her. On the standard picture, a speaker says that p iff he assertively utters a sentence that is true just in case p.  Accordingly, a speaker’s words make reference to an object or a domain just in case what he says with those words does as well. Therefore, on the standard picture, any true report of what’s said with an utterance according to which what a speaker makes reference to an object or a domain that neither he nor his words does must misrepresent what he said. However, what our examples establish is that determining what’s said by an utterance often requires attending to non‑interpretive, non-semantic considerations.  When we try to represent or articulate what’s said by an utterance we aim to characterize a speaker’s act (that utterance). In so doing, our interests often are not in systematicity or generality, but rather our aim is to determine something about a particular act in a particular context C in order to pass it along onto to a particular audience situated in a (perhaps a very) different (sort of) context C*.  In effect, our practice of indirectly reporting what’s said treats it as a four-place relation between a sentence and a context of utterance and a reporting sentence and its context of utterance. 

In determining what’s said we obviously draw upon information about specific intentions, knowledge, and history of the speaker in C (and, not so obviously, we can also draw upon like features of C*, the context in which we report what’s said).  Our reporting practices clarify that semantics should not a priori constrain what can and can’t be said by an utterance.  Competent speakers make such judgments all the time, often relying on information that exceeds anything about the meanings of the words used. This competence consists, in part, in a capacity to judge whether a report about what’s said is accurate or misleading. There is no reason to believe that determining what’s said will be simpler or more systematic than determining whether two items are similar.

What’s the upshot for semantics? Not, we believe, what UCP proponents would have us believe. They would have us conclude that meaning doesn’t determine truth conditions for certain sentences. But this inference is warranted only if we confuse aspects of our reporting practice with issues about the meanings of our words.  For Perry, et al, since someone who utters (4) can say that it’s raining in NY, how can a theory that insists upon (4*) as its full and explicit treatment of the semantics be correct? Our answer is that what’s said isn’t determined by meaning.  Perry agrees, but on this basis he wants to junk truth conditional semantics since he presumes that if (4*) correctly specifies the truth conditions for (4), then every utterance of (4) is true as long as it’s raining somewhere in the world at the time of utterance. However, we are challenging his assumption about the relationship between semantics and what’s said. 

According to us, (4) is true at a time t (accommodating tense) iff there is a raining event at time t. So, whenever someone utters (4) at t what he is uttering is true (at t) iff there is a raining event at t.  Given this likelihood, almost every utterance of (4) is true at its time of utterance.
 Still, when we ask whether what someone uttered is true, we might not be talking about whether the truth conditions for the sentence he uttered obtain. We might instead be asking about what he said with his utterance – something he did. And, so we have been arguing, what he said may disagree in truth-value with the very sentence he uttered.  So, in effect, whether an utterance is true or not, is ambiguous between whether the sentence uttered is true (which, according to us, is completely determined by what the sentence means) and whether what was said by that utterance is true or not (which can be determined by non-linguistic, non-semantic considerations).  

In many cases above, our interests in what was said went beyond the meanings of the speaker’s words. Once someone hears sarcasm, his interests are likely to extend beyond word meaning. If one’s interests are in particulars, he will turn a general claim like ‘Everyone passed’ into a specific one like ‘Mary passed’.  And so it goes. 

We have suggested that there are two different ways in which a proponent of the view that meaning determines truth conditions might try to explain away some intuitions behind UCP (and HIP).  But still we can imagine someone saying that it ultimately comes down to whether one finds the frameworks we are working in more or less attractive than the one that UCP proponents are working in.   But, to repeat, if the arguments of the last section are sound, then UCP is internally inconsistent, and so it is not an option.  

Conclusion

GOT TO ADD PART  HERE ABOUT THE FIRST PART OF THE PAPER
Our discussion of UCP began by presenting the incompleteness charge and the context shifting claim, which taken together are supposed to establish UCP. We argued that there is no principled line to draw between UCP and the radical position that every sentence lacks a truth condition, so that if you are impressed by the sorts of considerations advanced in favor of UCP, you must embrace the very radical position as well.  We then proceeded to argue that neither separately nor taken together do incompleteness and context shifting establish that meaning doesn’t determine truth conditions. We responded to the context shifting claim by noting that every context in which, e.g., we thought an utterance of (34) is true, we also thought that Peter’s book was gray, and vice versa.  We responded to the incompleteness charge with a challenge: why should we answer the questions UCP poses? We considered various concerns, and argued that none suffices to establish that the sentence meanings in question fail to determine truth conditions.  We then argued for two charges of inconsistency against UCP.  If right, not only does UCP fail to establish that meaning doesn’t determine truth conditions, but UCP itself has provided no coherent alternative to the standard picture.  In the end, we are left with a position, one we did not argue for here directly, that the effects of context on assigning truth conditions to an utterance are limited to fixing the values of context sensitive linguistic items, precisifying vague terms, and disambiguating ambiguous strings in the sentence uttered.  In short, in determining truth conditions for utterances of sentences, context interacts with meaning only when triggered by the grammar of the sentence.  
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� Unless otherwise noted we’ll ignore issues about tense and context sensitivity here; see Lepore and Ludwig (2003).


�‘[a]fter the language, words and meaning are all known; the meaning directs us to certain aspects of context’ (Perry 1994, p.593).


� Like Perry we treat utterances as intentional acts. The term ‘utterance’ often connotes spoken language, but as we use it can also be involve speech, writing, typing, gestures or any other sort of linguistic activity (Perry 1994, p.592.


� Indexical expressions most thoroughly investigated include, in addition to ‘that’ and ‘I’, pronouns like ‘he’, ‘she’, ‘you’, including plural ones, like ‘we’, ‘they’; other demonstratives – singular and plural – like ‘this’, ‘those’, ‘these’; adverbs like ‘here’, ‘now’, ‘actually’, ‘presently’, ‘today’, ‘yesterday’, and ‘tomorrow’; and adjectives like ‘actual’ and ‘present’ (Kaplan 1989a); ‘local’ (Perry 1998).


� 'hidden' because they are unpronounced, even though they are alleged to be real linguistic components.


�Farkas (1997) denies the data require a syntactic treatment but are best accounted for semantically. 


� S&S conclude there is syntactic evidence in support of HIP. To accommodate this example, however, their theory must be modified.  We need not concern ourselves with the details of their modification. 


� Substituting (4) for ‘It is sunny’ in the original.


�  Everywhere I go I go there to buy something.


   Everyone thinks that he is eligible.


* Everyone thinks that I eligible. 


* Everywhere I go I go here to buy something.


� There is a way around this objection, by having each restriction extend only as far as the next embedded quantifier. However, some ‘readings’, including the one we want, resist this treatment.


� Bach (2000), pp.279-282, also suggests that appeal to the Davidson event account might thwart the Binding Argument. Another possibility is that speakers exploit a kind of pragmatic mechanism that enables them to add a variable to sentences that lack one. See Bach (2000), Carston (2002) and Stanley (2002). 


� The argument place for events is independently motivated (cf., Parsons 1990, Schein 1993).


� Paul Pietroski has pointed out to us it is not clear every alleged covert element goes our way. For example, it is not easy to make reference to the covert subject of 'please' in 'John is easy to please'.  But even if it's hard/impossible to get anaphora on controlled 'PRO', because the potential constructions have their own 'PRO' controlled by a matrix subject, that itself might be good reason to treat controlled 'PRO' as a special case.  Our point is that either you do get anaphora, or there is an independent explanation for why not; and Stanley/Szabo have no independent explanation.  


� HIP might fasten on to the differences between (22) and examples like (20) and (21).  Unlike the latter, in (22) the ‘hidden’ indexical is hidden, and it is attached to a noun, i.e., hidden indexicals do not occur solo.  However, this difference shouldn’t make any difference to Kaplan’s point or to our criticism.  For cases like (20) and (21) share this much in common with cases like (22) and (22*): it supposed to follow from what we assume about their character that their every utterance should be true.  The ‘logic of indexicals’ should apply as much in the case of a hidden indexical as in more familiar cases.


�An HIP proponent might protest that alleged troublesome interpretations are never available.  Perhaps a policy of screening off is in place, thereby excluding any contextually determined supplementation explicitly referenced. Any item referenced, or expressed, explicitly is rendered contextually irrelevant, at least for HIP purposes.  If this ploy can be made to work, then what’s expressed with (29) cannot be what would be expressed with (29*).


Whatever can be said in favor of this screening off policy surely reflects nothing more than handy wisdom about the pragmatics of sound and reasonable interpretation, and nothing at all about semantics. First of all, with uses of potentially complete quantifiers, an explicitly referenced domain is typically also the only contextually salient domain. As far as we can see, the only way for HIP to account for this is to say that indexed domain restriction is the same as the explicit domain restriction. Second, we see no reason why a speaker can't stipulate beforehand that she wants a certain domain to be the most contextually salient aspect of our conversation, and then merrily proceed with (29).  Even in such circumstances, what’s she expresses is not, in any sense, rendered necessary.  Third, even if some sort of screening off strategy could be made to work in the simple cases we have been discussing – though we don’t see how – it wouldn’t help to avoid counter-intuitive consequences for more complicated cases.  


� There are other problems with HIP, e.g., it violates established linguistic generalizations, e.g., Weak Crossover Effects and it creates more ambiguity than is linguistically tolerable.  See Lepore (2003).


� Perry includes the following cases: ‘It’s three ‘o’clock’ (where?), no contingent statement can express a proposition without reference to an unarticulated world, ‘simultaneous’ is a 3-ary relation; but we normally treat it as a 2-ary relation, ignoring the inertial frame parameter (Perry 1998, p.12).


� We’ll ignore explicated indexicals and tense for now. 


� And (33b) and (34b) for (33) and (34):


(33b)	Tipper is ready for the exam.


(34b)  	The book owned by Peter is gray.


�‘Suppose the speaker is talking on the phone with a relative who lives a number of miles away, where there has been a drought. She interrupts the conversation to utter [4] to her family, gathered near the phone. In this case the reference is to the place where the relative is, not to the place where the speaker is’ (Perry 1998, p.9; Perry 1986, p.209).


� Recanati (1993, pp. 260, 267) seems to be aware of this slippery slope but seems not to be aware of its implications for his more moderate position.


� Thanks to Robin Jeshinson and Michael Nelson for bringing this sort of reply to our attention. Taylor (2001) might be making the same move, but he’s insufficiently straightforward about his proposal for us to be sure. 


� Of course, we have already refuted this suggestion, inasmuch as it’s HIP all over again. As a matter of fact, we think the correct truth conditions for (4) are (4*). We are merely pointing out that if UCP insists upon adding a location and only a location to each proposition expressed by an utterance of (4), UCP could be taken to denying Thesis Two, not Thesis One.


� It is tempting to reply to this second concern that it all depends on context and speaker’s intentions, i.e., how much completion is required is determined in context. In some contexts (34E) suffices, and in others it does not. In those in which it suffices, questions left unanswered can be settled any way we want, and it’s irrelevant to the truth-value of the sentences. In these contexts, all that matters is whether the book Peter authored is gray. But this is not a reply UCP can make, because according to it, something is intrinsically wrong with (34*). On the current view, it is granted that (34*) can specify ‘complete’ truth conditions. 


� Of course, one might argue that the range of the quantifier ‘There is a raining event’ is restricted in some way. We don’t actually like this move, but recognize it as one way to render our position more palatable.  Notice also that on our view Perry’s sentence, ‘It’s raining in Palo Alto’, would mean that there is a raining event and it occurring in Palo Alto, so there is no need to treat ‘raining’ as relational in this sentence.  
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