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SP A T I A L  R E P R E S E N T A T I O N  I N  T H E  M I N D /B R A I N:  
DO  W E  N E E D  A  G L O B A L  T O P O G R A P H I C A L  M A P? ∗  

Zenon Pylyshyn (Rutgers Center for Cognitive Science, IJN) 

1. Introduction to the problem of spatial representation 

There are few problems in cognitive science and philosophy of mind that are as ramified and 
deeply connected to classical questions of the nature of mind than the question of how we 
represent space.  It is but a small step from how we represent space to the nature of 
consciousness itself.  In this talk I will focus on some reasons why the problem is so difficult 
and why we, as scientists, are so easily led astray in attempting to understand the psychology of 
spatial perception and reasoning and in theorizing about the mental and neural representation of 
space in general. 

I begin by trying to set some boundary conditions on this study, asking what an adequate 
theory of spatial representation might be expected to provide.  I don’t expect to propose a 
definitive answer because we are, in my view, at a stage that is the locus of much of our 
stumbling and false starts in the theory of spatial representation.  What I will do is approach the 
question of what an adequate theory ought to provide from several perspectives and examine 
what is wrong with some obvious proposals.  In the interest of sharing the blame for some of the 
missteps I begin with a position that I articulated, or at least implied, some years ago in 
discussing the nature of mental imagery – a study that is very close to the heart of questions 
concerning spatial representation, as we shall see shortly. 

In that early paper (Pylyshyn, 1973) I asked what was special about spatial representations 
by focusing on one of its most salient manifestations – mental imagery – and I claimed, in effect, 
that what was special was not their form but their content – they were about sensory perception, 
about how things looked (or how they appeared in one sensory modality or other).  I still think 
this is largely correct, but it is not the whole story.  The reason it is not the whole story is itself 
highly instructive and I would like to dwell on this issue for a moment.  

When we think about space we are engaged in thinking of the usual sort – we are drawing 
inferences, both logical and heuristic, from what we believe; we are solving problems, perhaps 
using some form of means-ends analysis.  Surely we reason about shapes and locations just the 
way we might reason about medicine or history or economics.  So why does it seem to us that 
something special is going on when we think about, say, where things are located relative to one 
another?  Part of the answer surely lies in the phenomenology of spatial perception and spatial 
reasoning.  It feels like we have access to spatial information in “bulk” or holistically.  We feel 
we see and imagine not only objects and their relations, but also unoccupied places in a scene.  I 
will not spend time on this view, which has been demonstrated to be false – both by 
psychophysical experiments showing that we have access to far less dense information than our 
impressions would suggest, and by a more general analysis of the conceptual and information-
theoretic problems raised by such a view.  But so tempting is the view that many pages have 
been spent arguing it.  I will not add to this discussion here, since I am doing so in other current 
writings.  I will instead point to the very general error that underlies the inference from 
phenomenology to a theory of representation.  The error is so general it has several names in 
different fields of scholarship.  In early introspectionist psychology, when people attempted to 
give an objective description of their experiences, an error arose that Titchener called the 
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“stimulus error” in which people mistakenly attributed certain properties of a stimulus to 
properties of their experience of the stimulus.  The same sort of error of confusing the world 
with one’s experience of it appears and is discussed more frequently in philosophy under the 
term “intentional error”.   It is almost universally committed by people working on theories of 
mental imagery (ee the discussion in Dennett, 1991; Pylyshyn, 1984; Pylyshyn, 2002).  Simply 
put, the intentional error is the mistake of attributing to a mental representation, properties of 
what is being represented.  It is the mistake of attributing color or size of an object to the 
representation of the object.  It’s a mistake we rarely make when the representation is linguistic 
(e.g., we are never tempted to assume that large things are represented by larger constructs in a 
language), yet we are always tempted to assume that our representation of greater distances or 
larger size involves bigger things in the mind/brain.  (We also almost universally assume that 
our mental representation of long-lasting events takes longer, but I will not raise this today). 

What I plan to do today to take a critical look at a view I myself have taken on the question 
of the form of representation of space (Pylyshyn, 1973) – the view that spatial information is 
represented in pretty much the way any other information is represented – i.e., as expressions in 
the Language of Thought.  In doing so I will outline a number of reasons why the way we 
represent space is special.  In talking about spatial representation I will be specifically 
addressing the role that spatial information plays in perception and in reasoning.  The 
representation of spatial properties in one’s world knowledge – in what is often referred to as 
Long Term Memory – is a different issue and I will have nothing in particular to say about it.  In 
fact I suspect that what I said in 1973 really does apply here: There is nothing special about our 
knowledge of spatial relations beyond what is special about any other topic about which we 
have some knowledge – it involves a different content and no doubt requires different concepts 
to capture that content.  Whatever format we find we need to posit to account for how this 
knowledge is represented – say a Language of Thought (as argued forcibly by Fodor, 1975) – 
will likely also apply to knowledge of space.  But when it comes to the space of our immediate 
perception and the space of our active reasoning (as for example when we use “mental images”, 
but not only then since spatial reasoning need not involve any conscious experiences at all – and 
certainly not visual ones as in the case of blind people) something special is going on that 
demands special principles of mental architecture. 

To anticipate this discussion it will center on the observation that our representations have to 
reflect certain properties that space, and not other subject matters, have.  The properties of 
spatial layouts that dictate a special form of representation include: their metrical nature, their 
configurational or relative holistic nature, their continuity or connectedness, their amodal and 
three-dimensional character, and their close connection with the motor system.  I will argue that 
these valid points have been widely misunderstood and have implicitly merged with the 
seduction of the intentional fallacy. 

Our grasp of space appears to us to be subtle, complex and extremely fine-grained.  Our 
experience of space is all-pervasive; we experience ourselves as being totally immersed in the 
space around us which remains fixed as we move through it or as objects other than ourselves 
move through it.  Our spatial abilities are remarkable.  We can orient ourselves in space rapidly 
and effortlessly and can perceive spatial layouts based on extremely partial and ambiguous cues.  
We can recall spatial relations and recreate spatial properties in our imagination.  Animals low 
on the phylogenetic scale, which may not even have any concepts, exhibit amazing powers of 
navigation that prove that they have quantitative representations of the space through which they 
travel.  Although vision science is arguably the most developed of the cognitive sciences there 
are many areas of vision science where it is far from clear that we have posed the problems 
correctly, and the problem of spatial cognition strikes me as an extremely likely candidate for 
one of those problems.  Before I look at some of the scientific problems we face, I will take a 
slight detour to examine the role that conscious experience plays in our study of perception. 
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2. The role of conscious experience in the study of perception 

Perception science, and particularly vision science, has had a deeply ambivalent relation 
with conscious experience.  On one hand, the way things appear or what they look like has 
always constituted the primary data of the science.  When one thing looks bigger in one 
condition than in another or when something looks to be moving faster under one condition than 
another, or when colors appear different under one lighting condition than another, these are 
considered primary data to which theories are expected to respond.  On the other hand, the 
content of experience has also proven to be one of the most misleading sources of evidence 
because it is not neutral with respect to what explanations appear most natural.  The way we 
describe the experience often caries with it the implication that the experience itself explains the 
data – that the experience of X is explained by adverting to the experience of Y (e.g., the reason 
it takes longer to report details from a small image is that the details are harder to see).  
Phenomenological evidence has also tempted people into accepting that vision provides a dense 
manifold of panoramic information.  It has suggested that mental images consist of pictures 
examined by an inner eye.  It also has encouraged direct perception theories which claim that we 
pick up information about aspects of the world that are prominent in our experience, such as 
whether the things we see are suitable for certain purposes – from eating to sitting on.   A theory 
that begins with these sorts of observations as the givens of perception, as they do in Gibson’s 
direct realism theory, fails to take even the first step towards a theory of the mechanisms that 
show how vision works and that might eventually make contact with neuroscience.  There is 
also no room in phenomenology-based theories for the growing evidence of vision-without-
awareness, including change blindness, visuomotor control without conscious awareness, 
blindsight and other sources of behavioral and neuroscience data.   

We have oscillated between these two extremes at different points in the history of 
perception research.  Although perceptual experience cannot be discounted in the study of 
perception, neither can one assume that the experience itself is to be taken at face value.  How 
are we to reconcile these differences (which often coexist within individual researchers). 

There is no general solution to this problem.  The question of how to interpret a particular 
type of observation can only be resolved as we build more successful theories – in particular 
when we have at least a sketch of a theory that scales up from individual laboratory experiments 
to more general phenomena.  The situation we are in is very similar to that which linguists have 
been in during the last 60 years.  Intuitions of grammatical structure led early linguistics astray 
by focusing on surface phenomena.  But as generative linguistics became better able to capture a 
wide range of generalizations, it found itself relying more, rather than less, on linguistic 
intuitions.  What changed is that the use of the intuitions was now under the control the evolving 
theories.  Even such general questions as whether a particular intuitive judgment was relevant to 
linguistics became conditioned by the theory itself.  Take Chomsky’s famous sentence 
“Colorless green ideas sleep furiously” which was introduced to show the distinction between 
grammaticality and acceptability judgments.  This example engendered considerable debate 
because what constitutes grammaticality as opposed to acceptability is not given by intuition but 
came from the nascent theory itself.  

So my view is that as theories of vision formulate general principles, the theories will direct 
us in the interpretation of evidence from conscious experience.  It will show us how to interpret 
such findings as those of (Wittreich, 1959).  Wittreich confirmed that when people walked 
across the floor of the Ames distorting room they appeared to change in size.  But he also found 
that this did not happen when the people were well-known to the observer, e.g., their spouse, 
even if they were accompanied in the walk by a stranger (show size did change!).  Even now I 
think we are in a fairly good position to be incredulous of the theoretical significance of this 
finding, given what we know about how reports of conscious experience can be cognitively 
penetrable, hypnotism being an extreme example of this.  Sometimes we can show this fairly 
directly by comparing measures from which the response bias has been mathematically factored 
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out, as we do when we use the signal detection measure d′ rather than percent correct.  But 
sometimes we make the decision on the grounds that a theory that takes certain observations at 
face value will simply miss the deeper underlying principles. 

3. The perceptual experience of space 

The experience of spatial layout is fundamental because it presents many constraints on a 
theory of early visual representation (some of which I will take up later).  But it is also 
problematic because our experience reveals a stable panoramic layout of spatial locations, some 
of which are empty while others are filled with objects, surfaces and features that stand in some 
spatial relation to one another.  This is the phenomenology that led people to postulate an inner 
replica of the perceived world that constitutes the experiential content of our perceived space – a 
panoramic display that fills the world around us (Attneave called it cycloramic since it appears 
to cover all 360 degrees, Attneave & Farrar, 1977).  If we assume that the content of experience 
must somehow arise from a representation that has that content, and that the representation is 
constructed from the information we receive through vision, then there is a problem about how 
such a representation could possibly come about, given the poverty of the incoming information.  
The incoming information consists of a small peephole view from the fovea that jumps about 
several times a second, during which we are essentially blind, and so on (the information 
available to the brain has been described in detail and is a familiar story, see e.g., O'Regan, 
1992).  So the gap between our visual experience and the available visual information requires 
some explanation.  While there are many ways to try to fill the gap (some of which appeal to 
visual indexes) the natural way, given the form of the experience, is to try to build an internal 
facsimile of the contents of the experience – the scenario – by postulating a process that takes 
account of the saccades by constructing an inner picture in synchrony with the eye movements, 
along the lines of Figure 1 below: 

 
Figure 1. The intuitive (and for a long time, scientifically accepted) view of the 
experience of seeing (from Pylyshyn, 2003) 

But as we now know, this theory is patently false – there is no inner picture of any kind in 
our head, neither literally nor in any other non-vacuous sense that could explain either our visual 
experience or how we represent spatial information in cognitive processing.  What has gone 
wrong that has led so many otherwise intelligent people to succumb to that story?  What’s gone 
wrong is that we are using a particularly natural description of phenomenological experience as 
the explanandum: we are trying to explain the content of the experience in terms of intrinsic 
properties of a representation.  But we are not entitled to assume that the content of experience 
reflects the structure or format of a representation – that’s the intentional fallacy.  Yet so long as 
we take the content of the perceptual experience as our primary data this is where it will lead us.  
Should we, then, discount the experience and start afresh from psychophysical data?  It is 
inevitable that we will eventually develop theories that are based on psychophysical evidence 
and retain only those aspects of our phenomenology as is consistent with such evidence.  But it 
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is also unlikely that we will have to shed the entire experiential infrastructure.  In what follows I 
will try to show that some of our intuitions are in fact quite prescient – it’s just when we take 
them to transparently reveal properties of mechanisms that we go astray. 

3.1 Our sense of space may derive from the indexical anchoring of objects of thought to 
concurrently perceived objects in space 

Earlier I described a theory of visual indexing (FINST Theory – see Pylyshyn, 2000, 2001) 
according to which we have a mechanism that is able to individuate and point to some 4 or 5 
‘objects’ in the world.  In the initial formulation these objects were assumed to be clusters of 
visual features, but it has become clear that they must be things in the distal environment that we 
perceive and that we are able to track as individuals, independent of their properties or locations 
(as long as we have perceptual contact with them – and in fact, as we have discovered, for short 
times after they disappear behind an occluding surface).  We have demonstrated the functioning 
of these indexes in a variety of experimental paradigms, from their use in selecting subsets of 
search items (and retaining them despite an intervening saccade) to their use in detection simple 
patterns that require picking out and marking parts (as in the “visual routines” examples 
discussed by Ullman, 1984) and perhaps most clearly in multiple-object tracking  (MOT) studies 
(these and other examples are discussed in Pylyshyn, 2003, chapter5).  In MOT subjects are able 
to select 4 or 5 briefly cued simple objects among an equal number of identical objects and then 
to keep track of them as they move with random and interpenetrating paths for up to 10 seconds 
or more.  We have shown that these objects can be tracked without encoding their properties 
(indeed, changes in their color or shape are not noticed) and even when they disappear for up to 
one second.  We have also argued that given the parameters of the experiment tracking could not 
be done by encoding and updating objects’ locations as they move, leading us to conclude that 
tracking is a primitive operation in the early visual system (Pylyshyn, 2001) which (for 
historical reasons we call the FINST indexing system) 

Given such a mechanism, which allows stable access to a few individual things in the world 
and allows attention to be switched to them, there is a natural explanation for a number of 
phenomena that have led people to postulate an internal spatial medium or display.  If we know 
(from instructions or from memory) what the relative locations are for a number of objects of 
thought, we can then link them to real perceived objects in space.  Once we are in such a relation 
to actual objects in space, we are in a position to use our perceptual system to detect previously 
unnoticed patterns among these objects or to scan our attention (or our gaze) from one to another 
or to judge relative distances between pairs whose relative locations we had not encoded, and so 
on.  Of course in the case of nonvisual modalities we must assume the equivalent object-based 
perception in, say, audition or some somatosensory sense.  
Since these do not always provide continuous information from 
individual objects we must also assume that the indexing 
system can select and index from short-term sensory memory 
as well as from the current stimulus array. 

Here is an example of an empirical phenomenon that can be 
accounted for in this way.  One experiment (which has been 
frequently cited and taken to provide a “window on the mind”, 
Denis & Kosslyn, 1999) is “mental scanning” – a phenomenon 
whereby the time to switch attention between imagined 
locations increases with the distance between the items as they 
are imagined.  Although this has been interpreted as showing 
that such mental images “have” metrical distance properties, it 
can also be seen in terms of scanning attention in real space 
between indexed objects. 

For example, if the map on the right is imagined and a 
subject is asked to scan attention from one object (say the tree) 
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to another object (say the tower), the time taken is proportional to the relative distance between 
the two imagined places.  But now suppose a subject is able to use FINST indexes to attach a 
few of the places whose locations have been memorized (in some unspecified, but non-imaginal 
way) to objects in the room (shown in Figure 2 below).  Then he or she would be able to scan 
attention (or even direction of gaze) through physical space between the two relevant objects.  In 
that case the equation time = distance/speed literally applies and the relevant time (give or take 
some factor to account for the different psychophysical properties that might come into play 
when scanning between mentally and visually selected objects) would be proportional to the 
actually distance in space. 

 
Figure 2. Binding indexes to objects in an office scene to associate these objects 
with the imagined mental objects (labels) 

4. Do we pick out spatial locations in a unitary frame of reference? 

There are reasons to resist the idea that we have a unitary representation of space in an 
allocentric frame of reference.  To begin, there is a great deal of evidence that we have a large 
number of different (often incompatible) representations of spatial locations within different 
frames of reference (Colby & Goldberg, 1999).  We know that the gaze-centered frame of 
reference plays an important role in visual-motor coordination (Crawford, Medendorp, & 
Marotta, 2004; Henriques, Klier, Smith, Lowry, & Crawford, 1998; Medendorp, Goltz, Villis, & 
Crawford, 2003; Snyder, Grieve, Brotchie, & Andersen, 1998) but even within this frame of 
reference the actual coordinates are modified extensively one-line by what are called gain fields 
(Salinas & Thier, 2000) which reflect head and body position, and even by not-yet executed 
intentions to move the eyes (Andersen, 1995; Duhamel, Colby, & Goldberg, 1992).   There is 
also the famous distinction between ventral and dorsal visual systems, illustrated most famously 
by patients such as DF studied by (Milner & Goodale, 1995).  These findings show that even 
within one modality different functions (motor control vs object recognition) may involve 
different frames of reference – with the ventral system using a relatively local frame of reference 
representing qualitative rather then metric spatial relations, as opposed  to the dorsal system 
which uses a body centered frame of reference and represents relatively precise spatial 
magnitudes (see also Bridgeman, Lewis, Heit, & Nagle, 1979).  The use of multiple frames of 
reference is also illustrated by cases of visual neglect – a deficit in attention due to damage in 
parietal cortex – in which patients fail to notice or respond to objects in half of their visual field.  
Even so clearly a spatial deficit appears to show the many different frames of reference that may 
be involved. 
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“Neglect occurs in all sensory modalities and can be expressed relative to any of several 
spatial reference frames, including retinocentric, body-centered, and environment-
centered (Abernethy, 1991) can be specific for stimuli presented at particular distances.  
Some patients tend to ignore stimuli presented near the body, in peripersonal space, 
while responding normally to distant stimuli, or vice versa…  Distance-specific neglect 
may be apparent only when the subject must produce a motor response to the stimulus, 
and not when spatial perception alone is tested” (Colby & Goldberg, 1999, p320-321). 

Properties of many of these frames of reference have been investigated, often with surprising 
results.  For example, there appear to be integrated visual-tactile representations in peripersonal 
space surrounding the hand and face.  Visual stimuli presented near the body tend to be 
processed together with tactile stimuli so that when one modality shows deficits, such as 
extinction (a deficit in processing two stimuli presented together bilaterally when neither is 
impaired when presented individually), the other tends to show similar deficits.  The visual 
deficits in these cases are in a frame of reference relative to a body part (e.g., the hand or the 
face).  The visual experience of the region around a body part appears to be tied to the 
somatosensory experience of the body part itself, so that it moves with the body part, appears 
with “phantom limb” experiences of amputees, and has even been shown to be extended with 
tool use (Làdavas, 2002).  There is other evidence of hand-based visual representations as well 
as gaze-centered and head-centered representations in normals.  For example, pointing 
performance without vision is poorer when the starting position of the hand is not visible 
(Chieffi, Allport, & Woodin, 1999) and auditory localization is poorer without visual stimulation 
by a textured surface.   Analysis of errors in pointing to previously felt locations suggests that 
the representation of the initial kinesthetically-sensed targets retains information about the 
previous movement (Baud-Bovy & Viviani, 1998) even though performance transfers readily to 
the other hand with only a slight systematic bias in the direction of the midsagittal plane (i.e. 
towards the original hand). 

The visual and motor frames of reference are very closely linked.  For example, the accuracy 
of pointing to a seen object after the eyes are closed remains high, but the accuracy of pointing 
from an different imagined location is very poor unless the subject actually moves to the new 
location even without vision during the move– a phenomenon well-known to animal 
psychologists (Gallistel, 1990) and shown for humans by (Farrell & Thomson, 1998).  It seems 
that the many coordinate systems are automatically updated when we move.   

5. The coordinate transformation function and as-needed translation 

One of the main motivation for the assumption that there is a uniform frame of reference 
available to cognition is the fact that we easily go back and forth between perceptual modalities 
and, more importantly, between perception and motor action.  Since perception begins with 
various peripheral frames of reference (e.g., vision starts with a retinal image) and motor control 
requires a world-centered frame of reference an obvious solution is to convert everything into a 
common allocentric reference frame   Such a unitary coordinate system could then serve as the 
lingua franca for representing locations accessible to all modalities and all local frames of 
reference. This also comports well with our experience of seeing things in a stable allocentric 
frame of reference.  But there are problems with this view.  Motor control is not in an allocentric 
frame of reference.  Commands must be issued in a variety of different frames, including joint-
angle frames and limb-centric frames (e.g., there is evidence for coding in hand-centered frames 
of reference).  There are also very many intermediate frames involved.  For example in vision 
there is not only two retinal frames but also a cyclopean frame and a 3D frame.  Thus the 
problem of conversion is computationally extremely complex.  There is also evidence that 
encoding in all these various frames of reference is not erased when conversion to motor control 
occurs.  Many of these intermediate representations leave their mark on ultimate motor 
performance (Baud-Bovy & Viviani, 1998).  An interesting case occurs when we reach for an 
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object after a brief exposure.  While we are able to do so even when eye movements occur 
between perceiving the object and reaching, neither the retinal location nor the motor 
representations are irrelevant to the outcome, as can be seen from errors in reaching with 
intervening eye movements.  Analysis of motor control reveals that “motor error commands 
cannot be treated independently of their frame of origin or the frame of their destined motor 
command (Crawford et al., 2004, p10)”   In that case the retinal location affects the direction of 
reach (see also, Batista, Buneo, Snyder, & Andersen, 1999).  Many other studies confirm the 
residual effect of the multiple reference frames involved in the entire process, thus suggesting 
that a single conversion to a global frame of reference, if it occurs at all, cannot be the whole 
story.  

But there is alternative account that does not require a single global frame of reference – that 
is the option that frames of reference are translated “on the go” as needed.  The plurality of 
reference frames, the speed with which we generally have to coordinate across such frames of 
reference, and the relative impermanence of the transitional coordinate representations make this 
alternative plausible.  In addition, a large number of coordinate transformations have been 
identified through neurophysiological studies (many of which are described by Gallistel, 1999) 
all point to coordinate transformation as being a basic operation in the central nervous system. 

Such transformations occur not only between modalities, but also between many distinct and 
constantly-changing forms of representation within a modality.  Thus in moving your arm to 
grasp a perceived object you not only have to coordinate between visual location-information 
and proprioceptive location-information, but also between a representation in terms of joint 
angles to a representation in terms of body-centered spatial coordinates and then from body-
centered coordinates to allocentric coordinates.  Since in reaching for something you generally 
move your eye, head and body, thus dynamically changing the body-centered coordinates), the 
coordination must occur rapidly on line.  Although one might in principal convert each of these 
frames of reference to one (e.g. allocentric) frame of reference, the evidence appears to support 
pairwise coordinate transformations among closely connected frameworks (e.g. eye-centered 
and head centered frames of reference to a body centered frame of reference or joint-angle frame 
of reference to a body-centered frame of reference).  There is evidence that the plethora of 
frames of reference is tied together by a web of coordinate transformation operations.  It makes 
sense to bypass the single allocentric framework (with its 6 degrees of freedom, including 
rotations) since the origin and coordinates of that framework are not given directly by the senses 
and there are growing reasons to think that we do not need it as an intermediary for coordinating 
spatial representations across modalities and between perception and action.1 

But an additional factor argues against the view that retinal information is converted to a 
global reference frame.  A great deal of evidence, both behavioral and neurophysiological, 
suggests that only a small portion of the information is converted and, moreover, that it is 
converted retained in modified eye-centered coordinates (Batista et al., 1999; Klier, Wang, & 
Crawford, 2001; Snyder, 2000), (and this may even be the case for auditory inputs, Stricanne, 
Andersen, & Mazzoni, 1996).  The richness of the visual input and the complexity of the 
transformations that would be involved if the entire contents of each reference frame were 
converted suggest that this would not only be computationally intractable, but that it is 
unnecessary given the selective nature of the properties that go into the sensory-motor control 
process. This conclusion was also reached in a recent review by (Colby & Goldberg, 1999) who 
argued that attention also plays an important roll in determining which objects are represented 
and converted.  For this reason (Henriques et al., 1998) proposed a “conversion-on-demand” 
paradigm in which only objects involved in a particular planned motor action are converted in 
retinal coordinates.  The same may well be true of other pairs of representation frames, such as 
cyclopean, joint-angle, and so on (perhaps even including maps of “intentional” movement goals 
Andersen & Buneo, 2002), where in each case only selected objects are converted so that no 
global allocentric coordinate system is constructed, or if one is constructed, it is highly partial 
and contains little more than references to a few objects as postulated by FINST theory. 
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If this assumption is correct, then we do not need a unitary representation of space in order 
to deal with objects that are in fact located at a fixed lacation in allocentric space, so long as we 
can coordinate among the many other frames of reference from which we do receive direct 
information through the senses.  Tolman’s “cognitive map” need be nothing more than a 
compact description of a set of skills that are exercised in the course of navigating through an 
environment.  These skills are not only remarkable, but can be shown to rest on certain kinds of 
information and computations.  For example (as argued in Gallistel, 1990) in the case of animal 
navigation it may rest on a representation of direction and distance to visible landmarks along a 
traveled path, together with the ability to compute distances by “dead reckoning” while 
traversing through the space – i.e., to determine the distance and direction of where it is from the 
starting point (a remarkable feat since it entails integrating the component of instantaneous 
velocity along the line from the start to the current location).  These are all remarkable capacities 
(especially for the desert ant which is extremely adept at it, Wehner & Menzel, 1990) and are in 
some ways equivalent to having an allocentric map.  But they do not actually entail such a map 
because they do not entail that the allocentric coordinates of each landmark is available.  If it 
were, the animal would be in a position to compute the distance and bearing of every pair of 
landmarks directly.  As far as I know there is no evidence that it can do so.  

6. What’s in a map? 

What’s even more surprising, the “map” does not seem to contain any identifying 
information for the individual landmarks other than their location in relation to other landmarks 
visible from it: It’s as if you had a map with no labels (other than “you are here”?)!  This latter 
fact means that certain systematic ambiguities necessarily come out of the representation.  For 
example if a particular goal landmark is located as in the figure below, the animal would show 
no preference between the actual location of the goal G and the mirror-image location G’ which 
bears the same local-geometry to landmarks A, B, C, and D.  In other words the animal is unable 
to take account of the intrinsic properties (including color, texture, size, shape, odor) of the 
landmarks (or even the paths AB, BD, DC, CA).  These properties don’t seem to have been 
entered into the object files corresponding to the landmarks.  The properties are, however, 
available for other purposes, such as choosing between two targets located side-by-side. 

 
Figure 3 Mirror image indeterminacy in the navigation module (Cheng, 1986; Gallistel, 
1990) 

What is needed is a careful analysis of the alternative forms of representation compatible 
with what is generally referred to as a “map.”  In fact there is a general problem with 
representations of space: Many different forms of representation are equivalent with respect to 
their spatial information content, even though they make different assumptions about the 
cognitive architecture.  Talk of “maps” typically assumes either a literal topographical display 
(as in the figure) or an analog form of it, in which all the metrical properties are encoded by 
metrical properties in a representation in such a way that whatever can be read off the literal 
map could (with the appropriate read operations) be read off the analog.  This sort of proposal is 
not excluded a priori by any principle, but nobody has been able to propose an analog 
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representation of spatial layout that itself does not use spatial magnitudes to represent spatial 
magnitudes. 

What some people have proposed is that the engineer’s (or roboticist’s) approach to this 
problem may be the correct (or “psychologically real”) one.  Scientists and engineers invariably 
represent spatial locations in terms of Cartesian coordinates and operate on them with vector 
operations (using matrix multiplication) – the way that all CAD systems do.  What would it 
mean for a mind to use this form of representation?  This question is a bit tricky since there is 
temptation here to confuse levels.  There are two distinct questions implied in the claim that 
people use coordinates and vector operations.  One is the question of what information is being 
used and what functions are being computed.  This is Marr’s notion of the “level of 
computation", as opposed to the level of algorithm.  The other is an algorithm and format 
question.  It asks what form of representation is used and what algorithms operate over 
representations in that form.  The first question – concerning what information the process is 
sensitive to is the least contentious.  It is an empirical question and the answer seems to be that 
from insects on up, the process is sensitive to locations of the sort that are encoded when we use 
a Cartesian coordinate system and it computes transformations of the sort that are described by 
the vector manipulations.  There is ample evidence for this assumption from the navigational 
capacities of animals and insects, which show an uncanny ability to do dead reckoning that 
demonstrably requires not only representing magnitudes, but also being able to do sophisticated 
numerical operations over them.  Answering the second question, concerning the form of 
representation as opposed to informational content, is more difficult.  We don’t want to answer it 
by saying that people use numeral representations and perform sequences of numeral 
transformations the way that computers do it.  The reason we don’t want to say that is that this 
entails a certain sort of architecture that we have good reason to doubt characterizes the human 
processing of magnitudes (except when it is engaged in doing longhand arithmetic in school!).  
Yet magnitudes are undoubtedly represented and processed, by means that neither cognitive 
science nor neuroscience has yet laid bare, except for certain special cases (the coordinate 
transformation operations). 

So where does that leave us on the matter of spatial representation (or, as Hume calls such 
nonconceptual representations, spatial impressions)?  I have said very little about the conscious 
experience of space – the phenomenology of seeing a spatial layout.  I believe that a description 
such as Peacocke’s scenario content is probably correct – our experience of space is very fine 
grained, richly textured and wholly fills our conscious vista.  But this is not true of our 
conceptualization of it.  This, as many experiments have shown, is surprisingly sparse and 
partial.  Studies have suggested that only a few things are retained between visual fixations or 
between glimpses.  But our results seem to show that among the information that is retained is 
information that allows us to move attention back to salient objects in the scene that have not 
been fully encoded; that’s what FINST indexes allow one to do; this is implied by results of 
(Ballard, Hayhoe, Pook, & Rao, 1997; Burkell & Pylyshyn, 1997; Henderson & Hollingworth, 
1999).  What happens to the rest of the details in the spatial experience, what function they play, 
and what underlies and supports their presence (e.g., what form does their representation take 
and why does it fail to make a discernable mark on observed behavior) are questions that we can 
only speculate on for the present time.   

Some years ago (Sperling, 1960) suggested that the information implied by the experiential 
content was actually represented in a usable form, but that it faded very quickly (in a fraction of 
a second).  Several investigators have suggested rapid fading or overwriting by new information 
as a possible answer to why most of scenario content fails to have an enduring effect on 
information processing.  Be that as it may, we are for the moment left with only a very small 
fraction of what we experience being available to cognition.  On the other hand, we know that a 
great deal of what is not available to cognition is available to motor control.  That’s a very 
important (and fairly recent) finding. But it still leaves us with the puzzle of why our conscious 
content plays so small a role in the mental life that falls under cognitive science.  Both the 
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question of why so much of what we are conscious of is not available and also the question why 
so much of what we are not conscious of is available are puzzles.  They raise questions about 
what conscious content is, why it appears under some circumstances and not others and whether 
to treat it as part of one’s psychology or as mere epiphenomena.  I confess it would be a pity if 
something as intimate as one’s phenomenal experience of the world turned out to be 
epiphenomenal!  On the other hand, as I will show next time, the evidence that our phenomenal 
conscious experience not only fails to tell us what is going on but may in fact have led us astray 
on the heartland of cognition – in thought, problem-solving, and imagination – is also 
impressive.  It just reinforces what I tell my undergraduate cognitive science students: That 
cognitive science is a delicate balance between the prosaic and the incredible, between what 
your grandmother knew and which is true and what the scientific community thinks it knows 
and which is false! 
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1 Note that the impressive work by (O'Keefe & Nadel, 1978), which argues for an allocentric representation of space on the grounds 
of the existence of “place cells” in the rat that respond selectively to unique places in a room, need not be in conflict with the present 
view.  Place cells are not cells that fire when the animal thinks about a certain place, but only when it gets there.  Getting there may 
be a matter of coordinate transformations from the various sensed inputs and motor actions.  It is not known whether the animal 
can consider or plan in terms of the relative direction of A and B in a room when it is situated at some place C different from A or B.   
What the work on the hippocampus has shown is the remarkable capacity of the navigation module to compute the equivalence of 
different movements in reaching a particular allocentric place. 


