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Chapter 4  
 
FOCAL ATTENTION: HOW COGNITION INFLUENCES 

V ISION 

4.1 Focal attention in visual perception 

The last two chapters defended the view that a significant part of the visual system, referred to as early 
vision, is encapsulated so that its operation is unaffected by cognitive processes, such as inference from 
general knowledge.   But clearly early vision does not function passively for the organism but rather it exists 
in the service of other activities, including cognition and motor action.  Even though cognition may not affect 
how early vision operates, it does exert some control over what it operates on and it also makes judgments 
about what in fact might have caused certain perceptual experiences.  Chapter 2 suggested that focal attention 
provides one of the two primary means by which the cognitive system can influence vision (post-perceptual 
recognition and decision processes is the other), and that it does so by selectively directing the visual process 
to certain aspects of the perceptual world.  Clearly it is important to constrain what can serve as the object of 
attentional focus.  If anything could count as a possible focus of attention, then the idea of attention would be 
devoid of explanatory value since we could always explain why two people (or the same person on different 
occasions) see things differently by claiming that they were “attending” to different aspects of the world, 
which comes to pretty much the same claim as that vision is cognitively penetrable.   The following sections 
will elaborate on the role that a suitably constrained notion of attention can play in allowing cognition to have 
certain specific sorts of effects on visual perception.   Then in the next chapter will develop these ideas 
further and show that certain mechanisms involved in visual attention also serve a quite different and in many 
ways a more fundamental role, that of linking parts of the percept to the things in the world to which they 
refer.  

One of the ways in which the cognitive system can influence perception is by choosing where or to what 
to direct the visual process.  We obviously affect what we see when we choose where to look.   Indeed 
changing our direction of gaze by moving our eyes is one of the principle ways in which we selectively 
sample the visual world.  But there is much more to the notion of selectively attending than directing one’s 
gaze.  For example, it is known that we can also direct our attention without moving our eyes (using what is 
referred to as “covert” attentional allocation – see section 4.3).  In addition, attention can also be directed to 
certain properties rather than particular places in a scene.  Indeed, there is reason to believe that at least some 
forms of attention can only be directed to certain kinds of visible objects and not to unoccupied places in a 
visual scene, and that it may also be directed to several distinct objects.  In what follows I will examine some 
of this evidence and its implications.  Whatever the detailed properties of attention, and whatever kinds of 
mechanisms it presupposes, we will see that what is called selective or focal attention represents the primary 
locus of cognitive intervention between our perception and the physical world we perceive. 

There are a number of far reaching implications of this way of understanding attention.   It suggests that 
focal attention determines what we “notice” and therefore ultimately what we see.  We take it for granted that 
there is always more that could have been noticed than actually was noticed.  And that, in turn, is an informal 
expression of the view that visual processing is limited in some way and therefore has to make choices about 
how to allocate its limited resources.  This is indeed the basic idea behind the last 50 years of study of focal 
attention (but see, Kahneman & Treisman, 1984, for an early recognition that this is a limited perspective).  In 
addition to determining which aspects of the world will get processed, the allocation of focal attention also 
determines the way in which visual perception carves up the world into distinct things – how the world is 
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“parsed”.  As suggested in chapter 2, because of its key role as a gatekeeper between vision and the world, 
the allocation of attention is also one of the main loci of perceptual learning.  Moreover, as we will see in 
chapter 5, certain mechanisms of early vision that are closely related to attention may also determine the way 
our percepts and our concepts are connected to the world.  And because it provides the principle interface 
between cognition and vision, focal attention also plays an important role in mental imagery, since the 
generation and processing of visual mental images appears to share properties of both vision and cognition.  
This will be the topic of Chapters 6 and 7.  First some background on visual focal attention. 

4.2 Focal attention as selective filtering 

Attention is an ancient and ubiquitous concept.  The term has been used to refer to a wide range of 
phenomena, from simply having an interest and motivation towards some task (as in “paying attention”), to 
the filtering function that was widely studied in the 1950s, due in no small measure to the seminal work by 
Colin Cherry (Cherry, 1957) and Donald Broadbent (Broadbent, 1958).  These different senses of attention 
share, at least by implication, the assumption that the cognitive system cannot carry out an unlimited number 
of tasks at the same time, and therefore must choose or select the tasks to which it will direct its limited 
resources.  Beyond this general idea, the notion of attention has been treated in very different ways by 
different researchers and by different schools of psychology.  Regardless of the approach and the emphasis 
placed on different aspects of attention, the centrality of its role in visual perception has always been 
recognized.  In the early 20th century the main concern was with the question of how attention increases the 
awareness or clarity of attended aspects of the perceptual world.  Later the emphasis turned to the selectivity 
of perception and on the properties that enabled certain information to be passed while others (the unattended 
aspects of the world) were filtered out.  Broadbent’s “filter theory” played a major role in these discussions 
(which are summarized in Broadbent, 1958;  as well as in Norman, 1969). 

The importance of filtering rests on the assumption of limited processing resources.  One of the most 
fundamental and widely accepted assumptions about human information processing is that, however it works 
in detail, its resources are limited.  For example, there are limits on its working memory capacity, on the speed 
and reliability with which it can carry out operations, on the number of operations it can carry out at one time, 
and so on.  The assumption of limited processing resources leads immediately to several important questions:  

1. If information-processing is limited, along what dimensions is it limited?  How does one measure its 
limits?   

This is a deeper and more fundamental problem than might appear at first glance.  In the 1950’s the 
dimension of limitation was sometimes referred to as the “range of cues utilized” (Easterbrook, 1959).  But 
under the widespread influence of information theory in psychology, it was common to look for limitations in 
terms of bandwidth, or entropy measures (i.e., in terms of number of bits per second).  In a classical paper, 
George Miller (Miller, 1956) argued, however, that the limit of short-term memory (now often called 
“working memory”) was not in the amount of information it could hold, as measured in information-theoretic 
terms (such as in the number of “bits” of information), but in the number of discrete units of encoding or 
what Miller termed “chunks”.  This was a very important idea and had an enormous influence on the field, 
despite the fact that what constitutes a “chunk” was never fully spelled out and this lack of specificity has 
always remained a weak point in the theory.  Another proposal (Newell, 1972), similar to the working-
memory limit idea but differing in details, is that there are limits on how many arguments could be bound in 
evaluating cognitive functions or subroutines.  A variant of this proposed, introduced later by (Newell, 1980), 
is that rather than assuming a fixed limit on the number of arguments allowed, one might hypothesize that 
there are certain costs associated with each variable that is bound to a chunk, which leads to the well-known 
speed-accuracy tradeoff in performance.  

While the notion of resource limits is well entrenched, there is no general agreement on the nature of the 
information processing “bottleneck” in visual information processing.  The theoretical position that will be 



4-4 

describe in Chapter 5 provides one view of where the bottleneck resides: It attributes it to a limitation on the 
number of arguments in a perceptual function or predicate that can be bound to visual objects. 

2. Limited capacity information processing implies that a decision has to be made about where (or to what 
elements, properties, or more generally “channels”) to allocate the limited capacity.  How and on what 
basis is this decision made? 

The first part of the question asks which properties (or perhaps what entities) can be the target of 
selective attention.  This question cannot be given a simple univocal answer.  In Chapter 2 I discussed some 
evidence that attention may be directed to certain properties or range of properties of a stimulus.  For 
example, it has been shown that people can focus their attention on various frequency bands in both the 
auditory domain (Dai, Scharf, & Buss, 1991) and in the visual spatial domain (Julesz & Papathomas, 1984; 
Shulman & Wilson, 1987), and also under certain conditions, on such features as color (Friedman-Hill & 
Wolfe, 1995; Green & Anderson, 1956), local shape (Egeth, Virzi, & Garbart, 1984), motion (McLeod, 
Driver, Dienes, & Crisp, 1991), or stereo-defined depth (Nakayama & Silverman, 1986).  There must, 
however, be some principled restrictions on what can serve as the basis for selective attention, otherwise the 
notion would be of no use as an explanatory construct: We could (vacuously) explain why some people (e.g., 
Bernard Berenson) are experts in identifying paintings by Leonardo DaVinci by saying that they had tuned their 
visual system to attend to the particular visual properties that are characteristic of DaVinci paintings.  This 
issue is closely related to the reason why such properties as those that James Gibson (Gibson, 1979) called 
“affordances” (which includes properties such as being edible or graspable or sit-on-able) cannot be the 
subject of attending, at least not in any explanatorily useful sense of this term.  In (Fodor & Pylyshyn, 1981) 
we noted that if properties such as being a particular recognizable object (such as a shoe), or being a 
particular “affordance,” could be the basis of primitive selection or, as Gibson put it, could be directly picked 
up, then there could not be misperception of such properties – which is patently false since it is easy enough 
to make something look like it had a certain affordance even though it doesn’t (it could, for example, be a 
hologram).  For this and other reasons we concluded that only a highly constrained set of properties can be 
selected by early vision, or can be directly “picked up.”  Roughly these are what I have elsewhere referred to 
as “transducable” properties (Pylyshyn, 1984, chapter 9).  These are the properties whose detection does not 
require accessing memory and drawing inferences.  Roughly speaking, visually transducable properties are 
either optical properties or are defined in terms of such properties without reference to the perceiver’s 
knowledge or beliefs; they are functions of the architecture of the visual system, in the sense discussed earlier 
in several places in this book (especially Chapter 3, section 6.3.1) as well as in (Pylyshyn, 1984).  Detection 
of such properties is sometimes referred to as being data-driven.  These properties clearly exclude being 
edible or being a genuine Da Vinci painting since detecting these depends on what you know about the 
world, including what you learned from books.  Properties that cannot be visually transduced in this sense 
cannot serve as a basis for filtering. 

The view that attention is a selective filter whose function is to keep perceptual resources from being 
overloaded raises another serious question.  If the role of attention is to filter out certain visual information in 
order to prevent overloading, then the information filtered out in this way cannot have any influence on 
perception.  If it did, then attention would not have accomplished its goal inasmuch as the visual system 
would have had to process all the information anyway.  A great deal of research has been done on the question 
of whether unattended (i.e., filtered-out) information is completely eliminated from the perceptual system.  
Some of the earliest investigations were carried out on the auditory system by (Broadbent, 1958) and by 
(Treisman, 1969).  They generally found that the more a property could be characterized in terms of basic 
physical dimensions, the more readily it could be filtered out.  For example it is easier to filter out a speech 
stream defined by pitch or by which ear it is presented to, than by which language it is in.  And which 
language it is in is, in turn, an easier basis for filtering than is the topic of the speech.  Distinguishable 
properties of a class of signals are often referred to as “channels” and the simpler the physical specification of 
the channel, the better the filtering.  Despite the large mount of evidence accumulated that showed the 
operation of channel filters, the research also showed that even when certain information appears to have 
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been filtered out (e.g., observers are unable to report it), it nonetheless still has measurable consequences.  
(Norman, 1969; Pashler, 1998, Chapter 2) describe a large number of experiments illustrating the “leakiness” 
of such filters.  For example, a common paradigm involves presenting different information to the two ears 
(the so-called “dichotic presentation” method).  These studies showed that information that was apparently 
filtered out (and could not be reported by observers) could nonetheless be shown to have consequences.  
Information in the “rejected” channel could even affect the interpretation of signals in the attended channel. 
For example, if the attended channel contained a lexically ambiguous word (e.g., the word “bank” which can 
mean either an institution or the land bordering on a river), the rejected message affected which reading was 
more frequently given to it (e.g., Lackner & Garrett, 1972, showed that if the rejected message was on a 
financial topic the institutional sense of “bank” was reported more often in the attended channel).  Also the 
extent to which the presence of material in the rejected channel disrupted the material in the attended channel 
depends on whether the observer could understand the message in the rejected channel (e.g., if it was in a 
different language, the amount of disruption depends on whether the observer understands that language, and 
so on, see Treisman, 1964).   This presents a puzzle for a pure filter theory since the criterion of being able to 
understand the language presupposes that the rejected information was available after all.  The next section 
provides other examples from vision showing that apparently ignored information can have important and 
long-lasting effects.  

Despite a number of different ways of attempting to reconcile these findings within a pure filter theory of 
attention, the results have generally been inconclusive.1  It seems as though for each putative channel or 
filtering property P, there are experiments showing that (a) items in the rejected channel (or items which do 
not have property P) are in fact being processed, and (b) the determination as to whether an item has property 
P is often made after the stage at which filtering needs to have occurred in order to ease the processing load.  
Also it seems as though attention may have more clearly delineated consequences on what we are consciously 
aware of than it has on what is actually processed by the brain.  This relates to the observation in Chapter 1, 
that the phenomenal content of vision is an unreliable basis for concluding whether some visual information 
has been processed.  The fact that an observer may be unaware of certain “unattended” information does not 
mean that such information has not been processed and has not had an effect on the rest of the cognitive (or 
motor) system.  And, as we have also seen, the converse is also true: What we subjectively experience in 
vision may provide a misleading basis for concluding what information has been assimilated or encoded. 

4.3 Allocation of visual attention 

Since the 1980s, the study of visual attention has tended to emphasize the role of spatial location in 
determining how visual information is processed.   The major impetus for this tradition was the discovery that 
in order to shift attention in a particular direction it was not necessary to move one’s gaze in that direction.  
Such attention movement was referred to, rather enigmatically, as a “covertly” movement of attention.   Many 
investigators (e.g., Shulman, Remington, & McLean, 1979) showed that attention moved continuously 
through space under either “engogenous” or voluntary control, or under “exogenous” or involuntary event-
driven control.  Shulman et al. used the endogenous method, instructing subjects to move their attention in a 
given direction, and found that the detection of a faint stimulus was enhanced at various intermediate places 
along the direction of attention movement.  Subsequently (Posner, 1980) used exogenously controlled 
attention movement and undertook a systematic analysis of what he referred to as the orienting of attention.  
He (and many other investigators, Tsal, 1983) showed that if attention was automatically attracted towards a 
point in the periphery of the visual field then stimuli along the path were more easily discriminated at various 
intermediate times.   For example, Figure 1 shows one such experiment, using what is called a “cue-validity” 

                                                 
1 For example, it does not help to assume that the signal in the rejected channel is merely attenuated, rather than completely 
filtered out.  That just makes it the more surprising that the content of the attenuated signal has an effect on analysis of the 
attended channel. 
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procedure.  A brightening of a spot either to the right or to the left of fixation provides a cue as to where a 
target will be on 80% of the trials.  When the target does appear at the cued location, the time it takes to 
detect it is faster than when it appears in the invalid cue location.  Moreover, the time by which the cue signal 
is delayed determines how effective the cue will be.  The time delay for maximum effectiveness (shortest 
relative reaction time) provides an indication of how long it took for attention to arrive at that location.  From 
measurements such as these, various researchers estimated the rate at which attention moves across a scene 
in such automatic, gaze-independent (or “covert”) situations.  These estimates cover a wide range; 4 
msec/degree (Posner, Nissen, & Ogden, 1978), 8.5 msec/degree (Tsal, 1983), 19 msec/degree (Shulman, 
Remington, & McLean, 1979), 24-26 msec/degree (Jolicoeur, Ullman, & Mackay, 1986).  But the idea that 
attention does move through empty space was widely accepted. 

 

Figure 4-1.  An example of an experiment using a cue-validity paradigm for showing that the locus of 
attention travels without eye movements and for providing an estimate of its speed(based on Posner, 
1980) . 

The study of such covert movements of attention occupied a great deal research effort during the 1980s.  
Various mechanisms were proposed to account for this apparent movement of attention, including the widely-
cited “spotlight” metaphor (Posner, 1980), as well as mechanisms not involving a discrete moving locus, such 
as proposals involving increasing and decreasing activation at two loci that results in a spreading pattern 
which can appear as a moving maximum of attention (Hikosaka, Miyauchi, & Shimojo, 1993; McCormick & 
Klein, 1990; Schmidt, Fisher, & Pylyshyn, 1998; Sperling & Weichselgarter, 1995).   For example (Sperling & 
Weichselgarter, 1995) defend an “episodic” theory that assumes that attention decreases at the point of origin 
and both increases and spreads at the new focal point.   They showed that from this assumption one would 
predict that at various times after the occurrence of the detection target (as in the rightmost panel of Figure 
4-1) the sensitivity at intermediate locations would follow the pattern found by Posner.  Regardless of the 
underlying mechanism, a large number of experiments showed that the locus of attention appears to move 
rapidly and from place to place under either exogenous control or endogenous control.   Exogenous control 
can be accomplished by presenting certain cues that reliably capture attention – the most robust of which are 
the sudden-onset of new visual elements – whereas endogenous control is typically illustrated by providing 
cues that inform subjects in which direction to move their attention (e.g., using an arrow that appears at 
fixation).  Although both types of attention shifting cues show attentional-enhancement at the cued location, 
there are differences in both the type of enhancement and its time-course for these two sorts of attentional 
control.   For example a number of studies (e.g., Henderson, 1991; Van der Heijden, Schreuder, & Wolters, 
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1985) have shown that accuracy of discrimination is improved only by exogenous cues.  Moreover, it has 
been shown (Mueller & Findlay, 1988; Mueller & Rabbitt, 1989; Nakayama & Mackeben, 1989; Shepherd & 
Mueller, 1989) that facilitation of response to exogenous cues appears earlier and is stronger that the 
facilitation to endogenous cues.  Attentional facilitation in response to exogenous cues is maximal 
approximately 100-150 ms and fades within 300 ms after cue onset.  Moreover, when such cues actually 
identify target locations to which subjects respond, the early peak facilitation produced by exogenous (but not 
endogenous) cues is followed after about 500 ms by inhibition (so-called “inhibition-of-return”).  Despite the 
difference between exogenously and endogenously triggered attention movement, and despite different 
theoretical interpretations of the various results it is generally accepted that attention can be moved without 
eye movements.  Indeed it is widely held (Kowler, Anderson, Dosher, & Blaser, 1995) that a covert attentional 
movement precedes the overt movement of the eyes to certain locations in a scene, though such a covert 
movement may not be essential for an eye movement to take place. 

In addition to the covert control of the locus of a spatially localized attention, it has generally also been 
held that people can control the extent or breadth of the focus of attention.  For example, (Eriksen & St. 
James, 1986) have argued that observers can widen the scope of their focus at the cost of decreasing the 
level of attention allocated to certain regions.  This so-called “zoom lens” view of attention has had detractors 
as well as supporters.  In addition to the evidence that attention can be moved covertly and can be expanded 
or zoomed, there is also evidence that it can spread to certain shapes (such as bars or even letter-shaped 
templates) providing that some visible anchors for these shapes are available.  In the latter case such shaped 
attention profiles can be used to facilitate the detection of brief stimuli on those forms.  For example, (Farah, 
1989) showed subjects the matrix on the left panel of Figure 4-2, where 19 of the cells are colored a faint 
gray, and asked them to attend to either the cells corresponding to the H subfigure region or the T subfigure 
region (shown in the other two panels).  When they did this their sensitivity to detecting a dim flash of light 
within the attended region was enhanced, suggesting that they could spread their attention at will over a region 
defined by specific visible squares.   Subsequent experiments (see section 4.5.2) also showed that cuing of 
part of a shape would spread to enhance the sensitivity to the whole shape. 

 

Figure 4-2: Studies showing that people can allocate attention to certain well-defined regions(after 
Farah, 1989). 

In a related experiment, (Hayes, 1973) showed that subjects are better at recognizing a certain pattern if 
they are first shown the exact shape, size and location of pattern that they are to expect.   Such findings have 
often been taken as evidence that subjects can project an image onto a visual display.  However, these findings 
can easily be explained if one assumes that what subjects are doing is allocating attention to a regions defined 
by certain simple visible objects (including simple texture elements) on the display screen, just as they did in 
the Farah study described above.  Such an explanation also makes sense in view of other findings (e.g. the 
studies by Burkell & Pylyshyn, to be discussed in section 5.3.3) which show that a phenomenon generally 
associated with focal attention (namely priority of access) can be split across several disparate objects in a 
display.  Thus is appears that some form (or stage) of attention can be focused on larger areas and shapes and 
can be split across distinct elements.  Later I will suggest that this form of attention is actually allocated to 
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objects rather than to regions and that the multiple-object-based phenomenon is more primitive than what we 
generally understand by the term attention. 

(Rock & Gutman, 1981) showed that the patterns people attend may be distributed over a relatively large 
area and can be kept separate from distinct overlapping regions.  They showed subjects figures such as the 
ones in Figure 4-3.  Observers were asked to make aesthetic judgments about the shapes that were in a 
particular color (e.g. the green figures) while ignoring the other shapes in the display.  After viewing about 10 
such displays the subjects were given a surprise recognition test.  They were able to recall the items they had 
attended with the same level of performance as if they had been presented alone, but their recognition of the 
rejected items was nearly at chance.  (Brawn & Snowden, 2000) used a priming paradigm (see section 4.5.2) 
with overlapping figures (they used a figure like Figure 4-19, except with circles added at each vertex) and 
showed that when observers saw the figure as two distinct shapes, then attention spread over the single 
primed figure and not the unprimed one.   

 

Figure 4-3: Figures similar to those used by (Rock & Gutman, 1981) to show that attention can be 
allocated to whole figures even when the figures are intertwined among other figures. 

The Rock & Gutman study answers the question of whether an entire distributed shape can be attended 
even when it is entwined with another (often more familiar) shape.  The answer is that at least for the purpose 
of entering into memory, entire shapes can be encoded to the exclusion of equally prominent overlapping 
shapes.  But the study does not answer the question of whether the unattended shape is processed in any 
way.   This question has received opposite answers in a number of studies.  One important set of studies 
(reviewed in Mack & Rock, 1998a) found what has become known as Inattentional Blindness (IB).  These 
studies showed that shapes that are not attended receive almost no processing and are unavailable to 
conscious awareness and recall.  The demonstrations are quite dramatic.  For example (Mack & Rock, 
1998b) showed that small squares presented unexpectedly right at fixation are not noticed if the observer is 
engaged in another more peripheral visual  task and is not expecting them.  Indeed the evidence seems to 
suggest that when no new information is expected at particular marked locations, observers actually inhibit 
attention and encoding of information into memory, leaving an apparent blindness at those marked locations.  
If the location where the surprise event is to occur is not marked by the presence of a visible feature, 
however, no inhibition of such an unoccupied location is observed (Mack & Rock, 1998a, 1998b).  This 
finding is consistent with the view, to be developed below, that both attention and inattentional blindness is 
object-based since it is not regions in space that are inhibited, but entire individual objects.  The inhibition of 
non-selected shapes has also been demonstrated in search experiments by (Watson & Humphreys, 1997), so 
there appears to be some consensus on the role of object-based inhibition as well as object-based attention as 
a mechanism for shutting out information about irrelevant or unwanted objects. 

Other studies, however, appear to show that at least actively ignoring objects has a strong long-term 
effect.  A number of studies (see the review in Fox, 1995) asked subjects to identify or otherwise attend to 
certain figures – e.g., those in a given color – while ignoring other overlapping figures.  At a later stage in the 
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experiment one or more of the stimuli initially ignored (unattended) appeared as stimuli about which some 
judgment was required.  When the figure had appeared earlier as one that had to be ignored, it took longer to 
identify (or otherwise respond to).  This phenomenon, called “negative priming” has been the subject of a 
great deal of research and a number of remarkable findings have been reported.  For example (DeSchepper & 
Treisman, 1996; Treisman & DeSchepper, 1995) used random shapes similar to the Rock & Gutman shapes 
of Figure 4-3 in a discrimination task.  Two figures were presented.  The one on the left contained two 
overlapped figures, such as those on either side of Figure 4-3.  On the right was a single figure.  Subjects had 
to judge whether one of the overlapped figures on the left, say the red one, was identical to the single figure 
on the right.  The time it took to make this judgment was very sensitive to whether the test figure on the right 
had earlier appeared as the nonattended figure on the left.  If it had, the reaction time was significantly longer, 
even if the figures were totally unfamiliar and had never been seen before their first appearance in this 
experiment.  It seems that a representation of an individual shape is created even for figures that are ignored.   
(DeSchepper & Treisman, 1996) report that the negative priming effect is robust enough to last through over 
200 intervening stimuli and even to persist for as long as a month.  It is apparent that unattended shapes are 
encoded somehow and leave a lasting trace, even though, according to both the Rock & Gutman and the 
DeSchepper & Treisman studies, there is essentially zero explicit recall of them.  Both the incidental recall 
study of Rock & Gutman and the negative priming effect suggest that attention is paid to entire figures, even 
when the figure is extended and when it is intermingled with other figures that are ignored – and indeed, even 
when they appear to have been ignored as judged by explicit recall measures.  (Additional related findings on 
the tendency of attended objects to refrain from attracting attention immediately after they have been attended 
– so called Inhibition of Return – will be discussed below in section 4.5.3).  The negative priming results also 
suggest that the naïve notion of attention as a focal beam that is necessary for memory encoding may be too 
simplistic.  These findings fit well with a growing body of evidence suggesting that something like attention 
may be allocated to individual objects very early in the visual stream.  

Although I have been concentrating on attentional selection from visual displays, the notion of object-
based attention is not confined to static visual objects.  Some time ago (Neisser & Becklen, 1975) showed 
that people can sometimes selectively follow one of several complex sequences of events – for example they 
can selectively attend to one of two games superimposed on a video.   There is also evidence that objecthood 
is a much more general notion and that it applies not only to spatially defined clusters, but also to clusters 
defined by other properties, as for example in various forms of “streaming” (to be discussed in greater detail 
later, see Figure 4-14) that occurs not only in vision but also in audition, where auditory streaming (in which a 
series of superimposed notes may appear not only as single sequence of chords but also under certain 
conditions as two or more distinct overlapping melodies) are well studied phenomena (Bregman, 1990; 
Kubovy & Van Valkenburg, 2001).  

4.4 Individuation: A precursor to attentional allocation? 

4.4.1 Individuation is different from discrimination 

The surprising negative priming result discussed above raises the question of whether what we intuitively 
refer to as “attention” is really a single process, or whether there are different stages in the process 
responsible for the phenomena we class as “attention”.  In this section, as well as in chapter 5, I suggest that 
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there are a number of reasons to believe that individuation of what, for now, I will call visual objects 2 is a 
primitive operation and is distinct from discrimination and recognition and, indeed, from what we generally 
call “attention”.  Individuation appears to have its own psychophysical discriminability function. (He, 
Cavanagh, & Intriligator, 1997) showed that even at separations where objects can be visually resolved they 
may nonetheless fail to be individuated, preventing the individual objects from being picked out from among 
the others.  Without such individuation one could not count the objects or carry out a sequence of commands 
that require moving attention from one to another.  Given a 2D array of points lying closer than their threshold 
of individuation, one could not successfully follow such instructions as:  “move up one, right one, right one, 
down one, ...” and so on.  Such instructions were used by (Intriligator, 1997) to measure what he called 
“attentional resolution” and what I refer to as “individuation”.  Figure 4-4 illustrates another difference 
between individuating and recognizing.  It shows that you may be able to recognize the shape of objects and 
distinguish between a group of objects and a single (larger) object, and yet not be able to focus attention on an 
individual object within the group (in order to, say, pick out the third object from the left).  Studies reported in 
(He, Cavanagh, & Intriligator, 1997) show that the process of individuating objects is separate and distinct 
from that of recognizing or encoding the properties of the objects.  Perhaps, then, one must individuate 
objects even before one can attend to them. 

                                                 
2 In the context of attention studies such as those to which I alluded above, the elements in the visual field are typically referred 
to in the psychological literature as “objects” where the exact referent of this term is deliberately left ambiguous.  In particular it is 
left open whether what is being referred to are enduring physical objects, proximal visual patterns or some other spatially local 
properties.  The only property that appears to be entailed by the term in this context is that it endures over changes in location, 
so that when we call something an object we imply that it retains its individuality (or, as it is sometimes called, its “numerical 
identity”) as it moves about continuously or changes its properties over a wide range of alternatives.  In every case considered 
here, “object” is understood in terms of whether something is perceived as an individual.  Is it possible to have an objective 
definition of “visual object”?  We will return to this issue later, but our conclusion will be that while something like “primitive 
visual object” can be defined by reference to certain theoretical mechanisms, it will remain a viewer-dependent notion (or, as 
philosophers would say, the concept is mind-dependent).  Moreover, in our usage we confine ourselves to visual objects, not to 
real physical objects, although as we will see, the two are closely linked. 
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Figure 4-4. At a certain distance if you fixate on the cross you can easily tell which groups consist of 
similar-shaped lines, although you can only individuate lines in the bottom right group.  For example, 
you cannot count the lines or pick out the third line from the left, etc., in the other three groups. 

Studies of rapid enumeration of small numbers of objects, known as subitizing, have also thrown some 
light on the distinction between individuation and other stages in visual processing.  The phenomenon of 
subitizing has been studied for a long time and it has generally been recognized that small and large numbers 
appear to be enumerated differently: sets of 4 or fewer objects are enumerated more rapidly and more 
accurately than larger sets.  The reason for this difference, however, has remained a puzzle.  I will discuss 
some interesting findings concerning the important role that individuating plays in this process and will 
propose an explanation for the apparent difference between subitizing and counting in section 5.3.5.  For 
present purposes I simply point out that (Trick & Pylyshyn, 1994b) showed that items arranged so they could 
not be preattentively individuated couldn’t be subitized either, even when there are only a few of them.   For 
example items identified in terms of operations that must be performed serially or that require focal attention 
in order to be selectively picked out or individuated – such as “dots lying on the same curve” or elements 
specified in terms only of conjunctions of features (e.g. all elements that are both red and slanted to the left) 
cannot be subitized – i.e., the rate of enumeration does not change when the number of objects exceeds 
around 4, as shown by the fact that the graph or reaction time as a function of number of items does not have 
a “knee”.   An example of elements arranged so they can or cannot be individuated preattentively is shown in 
Figure 4-5 (other examples will be discussed in section 5.3.5).  When the squares are arranged concentrically 
(as on the left) they cannot be subitized whereas the same squares arranged side by side can easily be 
subitized.  Trick & Pylyshyn provided an explanation for this phenomenon that appeals to a theory that will be 
discussed at length in the Chapter 5.  However a critical aspects of the explanation is the assumption that 
individuation is a distinct (and automatic) stage in early vision and that when the conditions for automatic 
individuation are not met, then a number of other phenomena that depend on it, such as subitizing, are not 
observed.  Notice that the individual squares are clearly visible and distinguishable in both versions of Figure 
4-5, yet in the figure on the left they are not automatically individuated and therefore not easily counted or 
subitized. 
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Figure 4-5. Squares arranged so they cannot be preattentively individuated (on the left) cannot be 
subitized, whereas the ones on the right are easily subitized (based on Trick & Pylyshyn, 1994b). 

4.4.2 Individuating an object is distinct from encoding its location or visual properties 

It appears that under certain conditions there is dissociation between the detection of certain properties 
and the perception of where those properties are located.  For example, Anne Treisman and her colleagues 
showed that when focal attention was directed at a particular item in a display, certain properties of other 
(unattended) items in the display could still be reported, but in that case combinations of those properties were 
frequently assigned to the wrong items in what are called “conjunction illusions”.   For example, (Treisman & 
Gelade, 1980;  and Treisman & Schmidt, 1982) found that if attention was distracted by a subsidiary visual 
task (such as reading digits aloud) subjects frequently reported seeing the correct shape and color of items in 
a display like the one shown in Figure 4-6 below, but with false combinations or conjunctions of color and 
shape (e.g., they reported that the display contained a red X and a green O when in fact it had contained a 
green X and a red O).  Moreover, when subjects were required to search for a particular target in a display 
they were faster at scanning the display when they were looking for disjunctions of properties (e.g., find 
either an X or a red figure in a field that consists of both red and green Xs and Os) than when they were 
looking for conjunctions of properties (e.g. find the single red X in a field of both red and green X’s and Os).  
A large number of studies established a variety of further properties of such rapid search and led to what is 
known as Feature Integration Theory, which claims that a major role of focal attention is to allow distinct 
features to be bound to the same item, solving what is called the binding problem for properties.  This 
attention-as-glue hypothesis helps to explain a variety of findings and has played an important role in the 
development of current views of attention.   

 

Figure 4-6: Displays leading to conjunction illusions.  In the experiments, subjects read the numbers at 
the center of the display then, after the display is extinguished, report the letters and their colors.  Try 
reading the numbers, then close your eyes and report letters and colors (the solid black letters are meant 
to indicate red letters while open shapes indicate green letters). 

Illusory conjunctions appear with a large variety of properties including shape features, so that a display 
with \-shaped (left oblique) lines, L-shaped figures and S-shaped figures led to the misperception of triangles 
and dollar signs.  It seems as though attention is required in order to bind properties together.  Such findings 
have typically been interpreted as suggesting that when features are detected, their location remains uncertain 
until the feature is attended.  There is considerable evidence that some properties of a visual object may be 
detected while its location is either misidentified or unknown.  Thus you might see that a display contains the 
letter X but fail to correctly detect where it was located, or “see” it to be at the wrong location (Chastain, 
1995).  There have been a number of discussions in the literature of the role played by the location (of objects 
or features) in the initial encoding of a visual scene.   The idea that the location of features is subject to 
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uncertainty serves as an assumption of several models that have been developed to explain certain aspects of 
the conjunction illusion, mentioned in the last paragraph.  For example, contrary to the original claim made by 
(Treisman & Schmidt, 1982), it now appears that the frequency of conjunction illusions may depend on the 
distance between objects whose properties are erroneously conjoined, as well as on the similarities among the 
particular properties themselves.   (Ashby, Prinzmetal, Ivry, & Maddox, 1996) have argued that it is the 
inherent uncertainties in both the features and their location, combined with various response selection 
strategies, that explains both the distance and the similarity effect in the occurrence of conjunction illusions.  
Ashby et al. present a detailed mathematical model that is able to sort out various types of response biases and 
noise sources in detection experiments.   

The Ashby et al. model, like all other theoretical discussions of the conjunction illusion, does not 
distinguish between individuation of a visual object (or recognizing something in the visual field as a 
particular individual object) and encoding its location.  Thus, for example, the only sources of uncertainty that 
are consider are the uncertainty of the location and the features involved in the conjunction error.  Yet even 
after one has encoded such properties as location, shape and color, there is still the question of whether one 
has assigned these properties to a particular individual object, and if so, which one.  This distinction is 
particularly cogent when all dimensions – including location – are changing.  The question then is whether we 
make conjunction errors by misassigning properties to an individual object as it moves about, or whether we 
assign the detected properties to the location occupied by that property at some particular time, but do so with 
a certain degree of error.  Other alternatives are also possible.  For example, it might be that there is no 
uncertainty about assigning properties to objects, but under certain conditions there is uncertainty in deciding 
when what appear to be two objects that have been assigned certain properties, are actually two instances of 
the same object (e.g., the same object at two different times).  I will return to these possibilities later when I 
discuss what is known as the correspondence problem in Chapter 5.  There I make the assumption that when 
an instance of a property is detected, it is detected as the property of an individual object.  Distinguishing 
which object it is is typically done by a preattentive and preconceptual mechanism that will be described in the 
next chapter.  

In contrast with the object-based view of property encoding presented above, many investigators have 
claimed that detecting the location of an object precedes detecting its other properties and is the basis for 
conjoining or binding different properties together.  This is the assumption made by Treisman in her Feature 
Integration Theory (FIT) (Treisman & Gelade, 1980).   There have also been a number of studies (reviewed 
in Pashler, 1998) showing that in most cases where an object is correctly identified, its location can also be 
reported correctly, from which it is usually concluded (e.g., Pashler, 1998, p97-99) that location is the basic 
property used for recovering other feature properties.  What all these studies actually show, however, is that 
when the some property of an object (e.g., shape or color) is correctly reported, its location is usually also 
correctly reported.  This does show that there is a priority ranking among the various properties that are 
recorded and reported, and that location may be higher on the ranking than other properties.  What it does not 
show is that in order to detect the presence of a feature one must first detect its location.  

In an attempt to provide a more direct test of this hypothesis, (Nissen, 1985) used a conjunction detection 
task and compared the probability of correctly reporting individual stimulus properties (say shape or color), 
the location of those properties, and the joint probabilities of the correct report of properties and location.  She 
found that accuracy in reporting shape and color were statistically independent, but accuracy in reporting 
shape and location, or color and location, were not statistically independent.  In fact the conditional 
probabilities conformed to what would be expected if the decisions were sequential – i.e., if the way 
observers detected the presence of a particular conjunction of color and shape is by using the detected (or 
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cued) color to determine a location for that color and then using that location to access the shape.3  From this 
Nissen concluded that detection of location underlies the detection of the conjunction of the two other 
features, or, to put it slightly differently, that in reporting the conjunction of two stimulus features, observers 
must first find the location that has both features.   This way of interpreting the results is also compatible with 
how Treisman interpreted the slower search times for detecting conjunction targets.   There it was assumed 
that in searching for conjunction targets the location of one of the conjuncts had to be established first and 
then the location used to find the corresponding second conjunct which had to be done by moving focal 
attention serially through the display (or at least to all items having the first conjunct property). 

But notice that in all studies that examine the mislocation of properties, as for example in the case of 
conjunction illusions, location and object identity (i.e., which object it is) are confounded since the objects 
have fixed locations: in this case being a particular object O is indistinguishable from being at location X.  
Because of this, the findings are equally compatible with the view that individual objects as such are detected 
first, before any of their properties (including their location) are encoded, although among the first properties 
to be encoded may be the location of the object in some frame of reference.   The studies described in 
Chapter 5 (dealing with multiple object tracking) suggest ways to separate the question of whether an object’s 
individuality, or its identity as the same object, as opposed to the location of a feature, serves as the basis for 
property judgments.  Such a distinction requires that we have a more precise sense of what mean by an 
object, as such, being detected – which I will attempt to do in terms of what I call “indexing” which I will 
explicate in terms of the correspondence problem and will relate it to the multiple-object tracking paradigm.  
The notion of indexing is close in spirit to what others have called “marking” or “tagging”.   Indexing an 
object in this sense is independent of whether any of its properties have been detected and encoded.  The 
theoretical position developed in Chapter 5 entails that one can detect, or obtain access to, or index an object 
without encoding any of its properties, including its location.   The general position I will defend is that the 
early visual system possesses a mechanism for detecting and tracking what I will refer to as “primitive visual 
objects.”   It does so by keeping track of them as individuals rather than as “whatever is at location X” or 
“whatever has property Y”.  Indeed, we will see that there is evidence that people fail to notice properties or 
changes in properties of items which they are able to track, thus showing that keeping track of individuality of 
an object is independent of encoding their properties.  Before taking up the idea of indexing and of tracking 
objects as individuals, we will consider some relevant evidence that bears on the question of whether attention 
might be directed to individuals or objects as such, rather than to whatever occupies particular locations.  
This issue has received considerable attention in recent research under the label of object-based attention. 

4.5 Visual attention is directed at Objects 

The original understanding of focal attention assumed that it shares a number of critical properties with 
direction of gaze.  For example, it was generally assumed that although attention may be allocated overtly or 
covertly, may be allocated in a narrow or diffuse manner, or may be allocated to regions of some particular 
shape, it is always allocated in a spatially unitary manner.  In other words, it is not divided among disparate 
noncontiguous regions.  Moreover, it was also assumed that, like direction of gaze, focal attention is directed 
in a certain direction, or to a certain region of the visual field.  In addition it was generally assumed that when 
attention is focused it means that processing resources (or at least preferential access to such resources) is 
made available to the region on which attention happens to be focused.  Many of these widely-held 
assumptions will be challenged in what follows.  In particular the following claims will be discussed: (a) the 
claim that the evidence (some of which has already been discussed) suggests that the focus of attention is in 
general on certain primitive objects in the visual field rather than on unfilled places, and (b) the claim that there 

                                                 
3 For example, the probability of correctly reporting both the location and the shape of a target, given its color as cue, was equal 
(within statistical sampling error) to the product of the probability of reporting its location, given its color, and of reporting its 
shape, given its location – i.e., P(shape & Location | color) = P(location | color) x P(shape | location). 
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is a mechanism (which I call a visual index) that is assigned prior to focal attention being allocated, and that 
individuates objects and allows them to be addressed even before any of their properties have been detected.  
Claim (b) is the subject of Chapter 5.  In what follows discussion will be confined to the first of these claims: 
the view that focal attention is typically directed to objects rather than to places and therefore that the earliest 
stages of vision are concerned with individuating objects and that when visual properties are encoded they are 
encoded as properties of individual objects. 

4.5.1 The capacity of the “visual buffer” 

It has been known for a long time that even for very short periods of time (less than a second) the 
amount of information that can be retained is not unlimited.  This idea of short-term memory had been 
investigated for many years (and led to the famous paper on the “Magic number seven…” alluded to in 
section 4.2) and in general the consensus is that it is limited in the number of units or “chunks” that it can 
store.  However, the application of this idea to visual information had not been investigated in detail.  Recently 
(Luck & Vogel, 1997) took up the question of what corresponds to a “chunk” in vision.  They showed that 
visual short-term memory holds about 4 colors or shapes or orientations or other features of this sort over a 
brief period of time.  Then they asked what would happen if the features to be recalled were associated with a 
single individual object.  They found, rather surprisingly, that a large number of features could be retained so 
long as the number of individual objects was not more than 4.  In fact, it seems that one can retain the 
conjunction of at least four features when they are associated with four different individual objects – or 16 
distinct features in all.  The fact that visual information appears to be chunked according to individual visual 
objects suggests that encoding of visual information proceeds by objects, not by feature.  This, in turn, 
suggests that the attentional bottleneck operates over individual objects and that what happens early on in the 
visual pathway is that objects are individuated or selected.  This is an idea that has received considerable and 
varied support in recent years and I shall examine the evidence in the following sections. 

4.5.2 Extracting visual information from within and between objects 

The notion that objects are detected as such and then visual properties are bound to them at a very early 
stage in visual perception has also received support from many studies showing that it is faster to report 
several features or properties if they are associated with the same object.  Also features that are part of 
different objects interfere less in a search task.  For example, (Duncan, 1984) and later (Baylis & Driver, 
1993) showed that access to relational properties of two features (such as “larger than”) is faster when the 
features in question belong to the same perceptual object than when they are parts of different objects, even 
when they are the same distance apart.    

The original study (Duncan, 1984) sought to control for location as the basis for attention-focusing by 
superimposing figures at the same location.  Using overlapping figures such as those in Figure 4-7, Duncan 
asked observers to make concurrent judgments about pairs of properties.  These properties could both 
concern one object or they could concern each of two objects.  He found an advantage for pairs of judgments 
made concerning one object compared to two objects. This has become known as the single-object 
superiority effect, or the two-object cost. 
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Figure 4-7.  Figures used in (Duncan, 1984) to compare the time it takes to report pairs of concurrent 
judgments based on one object and the time it takes to report pairs of concurrent judgments concerned 
with two objects.  The judgments were: solid vs dashed line, left vs right-leaning, small vs large rectangle 
and left- vs right-side gap. 

The choice of these figures was not ideal in a number of respects.  In particular, since the features do not 
cover precisely the same region in space, judgments might involve spatially-focused attention.  To counter this 
sort of criticism, (Baylis & Driver, 1993) used figures in which the stimuli for the one-object and two-object 
conditions were physically identical and the difference was in how the observer viewed or parsed the figures 
in the two cases.  Examples of the figures Baylis & Driver used are shown in Figure 4-8. 

 

Figure 4-8.  The above stimuli were used to show that access to relational (two-feature) information is 
faster when both features are part of one object than of two different objects.  The two figure show are 
identical shapes which can be parsed as one or two objects depending on whether observers are 
instructed to attend to red or green regions (shown here as dark or light gray, respectively).  The task is 
to say whether the left vertex is lower or higher than the right vertex.  When the vertexes are seen as part 
of a single figure the judgment is faster. (Based on Baylis & Driver, 1993). 

When observers are asked to attend to the inner (or red) figure their judgment of the relative heights of 
the concave vertices is a within-object judgment, whereas when they are asked to attend to the outer (or 
green) figure their judgment of the relative heights of the two vertices is a between-object judgment.  As 
predicted, Baylis and Driver found a faster reaction time when the elements of the judgment belonged to the 
same object.  But as usual, there are refinements and qualifications to such experiments.  For example, the 
“figure” in the two cases investigated by Baylis et al. differ in that the one involved in the single-figure case is 
convex whereas the ones involved in the two-object case are concave.  Is that what makes the difference 
between the single-object and the two-object conditions?  (Gibson, 1994) argued that it does, but (Baylis, 
1994) showed that the longer two-object reaction time remains even with equal convexity (row 2 of Figure 
4-9).  But there are other possible confounds.  For example, (Davis, Driver, Pavani, & Shepherd, 2000) 
showed that many cases of dual-object feature-report decrements are due to the increased area that has to be 
examined in the two-object case.  The bottom row of Figure 4-9 shows an alternative displays designed to 
counter this particular alternative explanation for the single-object superiority effect.  But it is also worth 
noting that many alternative ways of explaining the effect tacitly assume that the visual system has already 
parsed the scene into objects.  So, for example, when one speaks of the “area” that has to be examined, one 
tacitly assumes that it is the area of the relevant object, not any area, that matters.  The same is true of other 
alternative ways of looking at what the visual system may be responding to (e.g., that vision responds to the 
trajectory of an objects’ motion rather than to the object’s identity).   At the present time the object-based 
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nature of attention allocation remains generally accepted, even if other factors (e.g., location) may also 
contribute.   

 

Figure 4-9:  Additional figures designed to control for some possible confounds in the original study 
(Baylis, 1994).  The first row shows that observers are able to selectively attend to the single figure in the 
original study by showing that the same results are obtained with these separated figures.  The second 
row controls for concavity/convexity and the third row controls for overall area. 

Another approach to investigating the connection between access to information and objecthood is to 
examine the spread of attention using a priming method.  Attention appears to spread through a region, and 
when that happens, it spreads more readily within an object rather than between two objects.  For example 
(Egly, Driver, & Rafal, 1994) showed that priming a location increases the detection speed at nearby places 
and does so more when the places lie inside one object than when they fall across two objects, even when 
their relative distances are held constant (as shown in the two top illustrations in Figure 4-10).  Moreover, 
(Moore, Yantis, & Vaughan, 1998) showed that this is true even when one of the objects is partially occluded 
– so that the spread follows perceived rather than geometrically-defined regions, as shown in the bottom 
figures in Figure 4-10. 
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Figure 4-10: The top pair of figures illustrate that when a region such as that marked “A” is primed (by 
briefly brightening the contour in that region), detection is enhanced in regions within the same object, 
relative to equidistant regions that lie on another object (based on  Egly, Driver, & Rafal, 1994).  The 
bottom pair of figures (from Moore, Yantis, & Vaughan, 1998) illustrates that this holds true even when 
there is an occluding bar breaking up the region. 

The basic idea that attention priming spreads more readily within objects appears to hold even when an 
“object” is not confined to a particular contiguous region.  For example,  (Brawn & Snowden, 2000) found 
that priming (measured in both detection and discrimination tasks) occurs within each of two overlapping 
objects (two triangles superimposed to form a “star of David” shape, similar to that illustrated in Figure 4-19).  
Moreover they found that the effect disappeared when the figure was not perceived as two distinct objects. 

4.5.3 Endurance of object-based attention despite changes in the object’s location 

A number of different of studies appear to point to the conclusion that the once individuated, the identity 
of an object – its status as the same object – is maintained despite changes in its location or other properties, 
and that it is this enduring object that remains the focus of attention.  One of the first demonstrations of this 
more robust location-invariant notion of objecthood is a series of studies we carried on multiple-object 
tracking.  Because I now view these studies in a somewhat different light, I will reserve discussion of these 
studies until chapter 5.  I will, however, describe a series of studies by (Kahneman, Treisman, & Gibbs, 
1992) that appear to show that both attention and access to the memory record of a visual scene (called an 
object file) is organized in terms of individual objects..   Figure 4-11 provides a sketch of a typical object file 
study, which shows that the priming of letter-reading task follows the object in which the letter occurs rather 
than the location of the priming letter.  Observers were shown two squares or  “boxes” (panel 1).   A different 
letter was briefly flashed in each box.  Then the boxes moved on the screen until each was in a position that 
was equidistant to the two original box positions (panel 3).  A letter then appeared in one of the boxes (panel 
4) and subjects had to report the letter as quickly as possible.  Although either of the original letters was 
equally likely to occur in either box, subjects were faster in reporting the letter if it reappeared in the same box 
in which it was originally presented.   But “same box” has to be understood in terms of the continuity or 
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endurance of the box over time, since the boxes were identical in appearance and their locations changed.  In 
some conditions, a box in which a different letter had been displayed ended up at the same location as the one 
in which the prime letter had been initially displayed.  Yet it was the identical-box condition and not the 
identical-location condition that resulted in faster naming.  The obvious conclusion in this case is that it was 
being in the same box that constituted the priming stimulus that speeded up recognition. This finding led to the 
theory that the presence of an object in the visual field (in this case each of the boxes) is associated with an 
Object File in which properties of that object are stored (in this case this includes the identity of the letter that 
was displayed in that box).  This study can be viewed as extending the (Baylis & Driver, 1993) demonstration 
of object-based access to visual information, though now we see that when the object changes location while 
its identity remains the same, it is the object-identity that enhances report of one of the constituents of the 
object.  Another way of viewing this finding is that objecthood endures certain kinds of location-changes and 
when it does, it carries object-based effects along with it. 

 

Figure 4-11: Studies showing facilitation of naming of a letter when the letter is in the same box as it was 
at the start of the trial, even though this was not predictive of which letter it was. 

There are now many experiments showing that object-based effects travel with moving objects, including 
ones that use the phenomenon known as Inhibition of Return (IOR) (described in Klein, 2000).  Inhibition of 
Return refers to the phenomenon whereby it is more difficult for focal attention to be reassigned to a place 
that had been attended approximately 600 – 900 ms earlier, than to be assigned to a new location.  Recent 
studies have shown what is inhibited is not primarily the location that had been earlier attended, but the object 
that was at that location.  It seems that the inhibition travels with the object as the latter moves (Tipper, 
Driver, & Weaver, 1991).   Figure 4-12 Illustrates this experiment: It appears to be the individual cued box, 
rather than its location, that is the locus of inhibition (though both can be factors, as was shown in Tipper, 
Weaver, Jerreat, & Burak, 1994). 
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Figure 4-12.  Illustration of a display similar to that used by (Tipper, Driver, & Weaver, 1991) to show that 
Inhibition of Return (IOR) is object-based.  When the target-cue interval is around 600-900 ms it takes 
longer to detect a small stimulus that occurs on the object that had been cued – even if that object has 
moved to a different location. 

Infants as young as 8 months of age also show object-based effects.  (Johnson & Gilmore, 1998) 
showed that when part of an object was primed and stimuli were presented equidistant from the prime, the 
infant looked significantly less often at the stimulus that was inside the same object as the prime than at the 
stimulus inside the other object.  These results suggest that even for 8 month old infants, entire objects were 
subject to an inhibitory or satiation effect. 

4.5.4 Endurance of object-based attention despite temporal interruption 

Another illustration of the endurance of objecthood is provided by (Yantis, 1995; Yantis, 1998; Yantis & 
Gibson, 1994).  These studies showed that object-based effects can withstand not only changes in the 
object’s location, but under certain conditions could also endure despite a brief but total disappearance of the 
object from view.  Yantis & Gibson argued that an object that suddenly disappears and then is followed by an 
object that suddenly appears in the same location can be seen as either the same object or as a new object, 
depending on certain conditions.   For example if there is a very short time between the disappearance and 
reappearance, the visual system treats them as the same object.  If the time delay is increased they may be 
treated as different objects.  The first two panels of Figure 4-13 illustrate this point.  They show a pair of dots 
displayed in sequence in an ambiguous display known as the Ternus configuration.  The leftmost object in the 
bottom pair is located in the same place as the rightmost object of the top pair, but separated by some time 
delay.  When the delay is about 50 ms or less the middle dot is seen as remaining in place while the end one 
jumps over it: This is called the single-element motion condition.  When the delay is 100 ms or longer the pair 
of dots are perceived as moving from left to right: This the group-motion condition.  Yantis and Gibson 
argued that the difference is that for short time intervals the middle dot is perceived to remain in place 
continuously so does not take part in the apparent motion. But when the interval is longer this dot is seen as 
disappearing and reappearing and hence is perceptually a different object in the two displays, which then 
favors the perception of group motion.  But even at relatively long delays the center pair of dots may, under 
certain conditions, be treated as the same object.  Yantis and Gibson showed that if an apparent occluding 
surface is inserted during the interval (as shown in the rightmost panel of Figure 4-13) then even at the longer 
time interval (an interval that normally leads to group-motion) single-element motion is perceived.  Their 
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explanation is that when an occluding surface is perceived as hiding the middle object, then the object is 
perceived as persisting throughout the interval, even though briefly hidden by the occluding box.  Under those 
conditions the display acts like the short-duration display since the middle dot is not seen as disappearing and 
being replaced by a new object, but rather as being briefly hidden by an opaque surface. 

 

Figure 4-13: The Ternus display.  When the delay is short (inter-stimulus interval less than about 50 ms) 
the middle dot is seen as remaining in place and the outside dots are seen to jump over it (single element 
motion).  When the delay is long the middle dot is seen to disappear and a new one appears in its place, 
resulting in “group motion” (where the two dots are seen as moving together). On the right is the display 
described in (Yantis & Gibson, 1994).  Here the durations are the same as in the center figure, but the 
appearance of a “virtual opaque rectangle” during the interval “explains” the apparent disappearance 
of the middle dot, so the percept is that of element motion as in the left figure. 

In chapter 5 we will see other examples of the persistence of object-identity through changes in other 
properties and also through longer periods of disappearance from view – though the latter only occurs under 
conditions which, like the Yantis and Gibson example discussed here, provide cues to the presence of an 
occluding surface.  These cases involve the multiple object tracking studies that will be discussed at length in 
Chapter 5. 

4.5.5 Object-based attention when “object” is not defined spatially 

The most direct test of the idea that the single-object superiority effect does not require spatially 
distinguishable objects was reported by (Blaser, Pylyshyn, & Holcombe, 2000a; Blaser, Pylyshyn, & 
Holcombe, 2000b).  Blaser et al. used two superimposed disks of bars called Gabors.  Gabors are patches of 
sign-wave modulated color or intensity stripes that fade off at the edges according to a Normal or Gausian 
distribution.  Each of the two superimposed Gabor patches changed continuously and independently over time 
along the dimensions of spatial frequency, orientation and color.  By rapidly alternating two continuously-
changing Gabor patterns (at 240 Hz), a display was created in which the pairs of figures are perceived as two 
overlapping transparent layers that change individually rather than as a single changing plaid texture.  Figure 
4-14 shows a sequence of such Gabor patches, rendered in black and white instead of the original color.   
Blaser et al. showed that such “objects” could be individually tracked over time even though they do not move 
in spatial coordinates but “travel” through a three-dimensional “property space” as shown in Figure 4-15.   
Blaser et al. also showed that performance in detecting discontinuities in pairs of properties (e.g., sudden 
small jumps in orientation and color) was better when the discontinuities occurred on the same “object” than 
when they occurred on different objects, even though in this case the “objects” are perceptually defined in 
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terms of their continuous motion through the property-space.  This demonstrates that whenever some set of 
properties is perceived as a unitary whole the resulting whole has many of the properties of a perceptual 
“object” insofar as it can be tracked through continuous changes (in properties, not in space) and shows 
single-object superiority effects.  It appears, therefore, that “objecthood” need not be defined in terms of 
spatial coherence or spatiotemporal continuity.  This lends further support to the notion that in general the 
detection of objecthood need not proceed by the prior detection of location, or by the detection of something 
like property-P-at-location-X, where the property P and the location X are part of the initial encoding of the 
display. 

    

Figure 4-14.  This figure shows a sequence of snapshots, taken every 250 ms, of overlapping, slowly 
changing pairs of Gabor patches, (they are shown here side-by-side and in monochrome gray, rather than 
in the original two color presentations varying in time).   The superimposed transparent pairs are tracked 
as two slowly changing individual “objects”.   Observers were able to indicate which of the two 
overlapping Gabors patches had initially been designated as “target” (based on Blaser, Pylyshyn, & 
Holcombe, 2000b). 

 

Figure 4-15.  Graph of the above sequence showing it as moving through a three-dimensional “property 
space,” while remaining fixed in spatial coordinates. 

4.6 Neural bases and neuropsychological evidence for object-based 
information access 

4.6.1 How do the ventral and dorsal visual systems coordinate information? 

There has also been considerable interest in recent years in what have been called “two visual systems”.  
(Ungerleider & Mishkin, 1982) claimed that there are two streams of visual processing in the brain: A dorsal 
stream, which encodes where a thing is, and a ventral stream, which encodes what it is (its identity, in terms 
of some category stored in memory).   Although it now appears doubtful that “where” and “what” are the 
proper way to characterize these two systems (for example, Milner & Goodale, 1995, have made a strong 
case that the ventral system is best characterized as concerned with recognition while the dorsal system is 
concerned with the visual control of action), it remains generally accepted that the location in space of various 
features is computed relatively independently of their configuration or what they are recognized as.  But if this 
is true, then the question immediately arises: What does the dorsal system compute the spatial location of , if it 
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does not know what is at that location?   A reasonable answer is that it computes the location of whatever it is 
attending to.   Since there is reason to think that what the visual system attends to are objects, we might 
expect that both systems share an interest in properties of objects. 

However one characterizes the two visual systems it is clear that they must interact.  In fact (Duncan, 
1993) has shown that this interaction can result in interference between judgments based on where and those 
based on what.  Duncan showed observers displays, such as those shown in Figure 4-16, each of which had 
two “objects” that are briefly displayed in unpredictable locations (an “object” consisted of 4 dots and a grid 
of parallel lines) and asked them to make two concurrent judgments.  The two judgments could concern 
either the same object or different objects, and could either involve the same visual system or different visual 
systems (i.e., they might both concern location – such as which is to the left or above – or both concern 
some visual feature – such as the spacing, orientation, or length of the gridlines).  Results showed that pairs 
of concurrent judgments made across different objects experienced strong interference, whether they 
involved the same or different visual systems.  No interference between the two visual systems was 
observed, however, when both judgments concerned the same visual object.  Duncan concluded that “the 
separate outputs of ‘what?’ and ‘where?’ processes can be used concurrently without cost, but only when 
they concern the same object. (p 1269).”  This suggests that coordination of “what” and “where” occurs at a 
stage after objects have been individuated and attended. 

 

Figure 4-16.  Two displays such as those used by (Duncan, 1993) to examine availability of “what” and 
“where” information from within one object and across two objects.  Here “objects” are clusters of 4 dots 
and one grid, location information is assessed by a judgment of whether the grid is left or right or above 
or below the center of the object, and feature information is assessed by a judgment of high vs low spacing, 
long vs short grids and horizontal vs vertical orientation. 

Neuropsychological evidence for the importance of the object-individuation stage in vision comes from a 
number of characteristic dysfunctions of attention, chief of which is hemispatial neglect and the Balint 
syndrome, discussed below. 

4.6.2 Visual Neglect 

Visual neglect or hemispatial neglect is a disorder which often went undetected in the past, but which has 
received a great deal of attention in recent neurological studies (see the review in Rafal, 1998).  So-called 
“visual neglect” patients, who usually have lateralized parietal lesions, appear to neglect information on the side 
of their visual field contralateral to their lesion.  For example they exhibit such symptoms as failing to eat food 
on half of their plate, failing to draw details of half of a scene, and even failing to dress half their body.  
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Recent evidence has suggested that rather than neglecting half of their visual field such patients may neglect 
half of visual objects, regardless of the visual field in which the objects are presented – in other words neglect 
may often be object-based.  For example, (Behrmann & Tipper, 1994) tested left-neglect patients on a task 
that required that they detect targets in ‘dumbbells’ consisting of two circles connected by a line. These 
patients were slower to detect targets presented on the left side of the dumbbell, as expected.  But when they 
saw the dumbbell rotate through 180 degrees, they were then slower to respond to targets presented on the 
right side of the dumbbell.  (Tipper & Behrmann, 1996) also showed that this reversal only occurred with 
connected pairs of circles (i.e., dumbbells), which were treated as a single object.  When the line connecting 
the two circles was removed, subjects were always slower to respond to targets on the left side of the 
display, regardless of how they moved about. This suggests that these patients do not neglect half of their 
visual field (i.e., half of egocentric space), but rather half of individual objects.  In other words it appears that 
in this case the frame of reference that characterizes their neglect is object-based, so that when the object is 
rotated by 180 degrees the basis of their neglect rotates with it, resulting in the right side of the visual field 
(which now contains what was initially the left side of the object) becoming the neglected side.  (Behrmann & 
Tipper, 1999) also showed that object-centered and body-centered neglect could occur at the same time.  
When stationary squares were added to the dumbbell display, as in Figure 4-17, patients simultaneously 
neglected the stationary square on the left side of the display, and the rotated dumbbell on the right side.  This 
suggests that neglect can simultaneously operate in multiple reference frames.  Body-centered neglect and 
object-based neglect may also interact.  Thus, for example, the primary axis of an off-vertical object may 
serve to define egocentric left and right for an observer, such that neglect might still be considered as a 
primarily egocentric disorder, but with object-based contributions to the egocentric axis (e.g. Driver, 1998; 
Driver & Halligan, 1991).  Other findings of object-based effects in visual neglect (and related disorders) are 
reported by (Driver, 1998; Driver, Baylis, Goodrich, & Rafal, 1994; Driver & Halligan, 1991; Rafal, 1998; 
Ward, Goodrich, & Driver, 1994).  (Egly, Driver, & Rafal, 1994; Humphreys & Riddoch, 1994; Humphreys 
& Riddoch, 1995) have also used neglect patients to explore attentional selection within and between objects.  
These studies have generally provided support for the notion that attention is directed to objects and therefore 
that deficits of attention show up in an object-centered frame of reference. 

 

Figure 4-17: Left visual neglect patients respond more quickly when detecting a brightening of the 
objects on the right of their visual field.  But if dumbbell-shaped object-pairs are used and are rotated 
while being observed, these patients will respond faster to the circle on the left – the one that had 
previously been on the right.  If an unconnected pair of squares is also present the one on the right of this 
pair continues to receive preferential responding (as shown by the dots around the figures), thus 
illustrating simultaneous object-based and egocentric-based neglect (based on Behrmann & Tipper, 
1999). 

4.6.3 Balint Syndrome 

Additional neuropsychological evidence for the object-based nature of visual attention comes from the 
study of Balint Syndrome patients, in which patients with parietal lesions (usually bilateral) exhibit surprising 
object-based deficits (see the review in Rafal, 1997).  Balint Syndrome patients exhibit many different types of 
deficits, which may not all share a common cause.  These deficits include near-complete spatial disorientation 
(including the inability to indicate an object by pointing or even by verbal description), abnormal eye 
movements, optic ataxia (a disorder of visually-guided reaching), and impaired depth perception.  One of the 
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most remarkable components of Balint Syndrome, however, referred to as simultanagnosia, is the inability to 
perceive more than one object at a time, despite otherwise normal visual processing, including normal acuity, 
stereopsis, motion detection, and even object recognition.  Patients with this type of deficit fail even the 
simplest of tasks that requires them to judge a relation between two separate objects (Coslett & Saffran, 
1991; Holmes & Horax, 1919; Humphreys & Riddoch, 1993; Luria, 1959; Rafal, 1997). The object-based 
nature of the Balint syndrome (and especially of simultagnosia) was noted many years ago.  Studying brain 
injuries after the first world war, (Holmes & Horax, 1919) noted that although Balint patients were unable to 
determine if two parallel lines were of equal lengths (as on the left of Figure 4-18), they could tell whether a 
simple shape was a rectangle or a trapezoid (as on the right of Figure 4-18), even though in the latter case the 
same two lines were simply connected to form a single shape.   What seemed to matter was whether the 
judgment involved what the person saw as one or as two visual objects. 

  

Figure 4-18: Simultagnosic patients have trouble judging whether the pair lines on the left are equal, but 
find it easy to judge that the figure on the right is a trapezoid and not a rectangle.  Although both involve 
judging the same pair of lines, in the case on the right they are part of a single object  (from Holmes & 
Horax, 1919). 

In classical simultanagnosia, patients are typically unable to see two separate items, such as two circles, 
simultaneously, yet they are able to see a single dumbbell made up of the same two circles (Humphreys & 
Riddoch, 1993; Luria, 1959).  It was even noted (Luria, 1959) that object-based percepts did not have to be 
localized, so that if the two overlapping triangles, composing a ‘Star of David,’ were drawn in different 
colors, so they could be distinguished and attended individually, simultanagnosic patients would often perceive 
only one of them.  The existence of simultanagnosia as a syndrome confirms once again that vision and visual 
attention operate over units that I have informally referred to as objects. 

 

 

Figure 4-19.  A two-colored star.  Some simultanagnosic patients only see one triangle – though which 
one they see may switch over time as they move their attention about. 

4.7 What is selected in visual attention? 

It appears, then, that a variety of sources of evidence strongly suggest that attention operates – at least in 
part – on whole objects, rather than on places or regions or any other spatially-defined aspects.    Such visual 
attention may be allocated voluntarily by an observer who wishes to devote extra processing capacity to the 
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object, or it may be attracted exogenously and automatically by events in the visual scene.  Among the deeper 
puzzles that remain is: What happens to the information that is not selected?  Some evidence suggests that 
after a brief delay it is simply lost.  But other evidence suggests that it may have a lasting effect even though it 
cannot be explicitly recalled.  This effect can be either positive (as when recognition of the unattended 
information improves or “primes” subsequent recognition of related stimuli) or negative (as when unattended 
stimuli are inhibited so it subsequently takes longer to respond to them or to similar patterns).  The exact 
conditions under which one observes positive priming, negative priming or simply neglect of unattended 
information, are not well established.  Nonetheless there appears to be converging evidence that whatever 
focal attention does, it appears to deal with entire objects (or sometimes with distinct parts of a larger object). 

Because focal attention can be allocated voluntarily, based on what the perceiver is trying to detect or to 
recognize, it provides one of the few mechanisms by which cognition can influence visual perception, as we 
saw in Chapter 2.  When perceptual learning occurs it is almost always the case that what is learned can be 
formulated in terms of what aspects of a scene the person learns to attend to (an extreme case of which is 
when people learn where to look – as in the chicken-sexing example discussed in section 2.5.3.2).  

In the next chapter we will see that the idea that attention is object-based has far-reaching implications for 
how the visual system makes contact with the perceived world.  That’s because object-based attention is 
fundamentally directed to objects in the world, so it depends on being able to determine when two distinct 
visual elements arise from the same individual object in the world.  The fact that visual attention is object-
based and the objects it focuses on are enduring distal objects means that visual attention must compute 
same-objecthood.  Computing when two proximal image-features arise from the same distal object requires 
solving a recurrent problem in vision called the correspondence problem.  To put it another way, the object-
individuation mechanism discussed earlier is indifferent to the location or other visual properties of the objects 
and thereby tracks individuals qua individuals.  Solving the correspondence problem, tracking individual 
objects as individuals (as opposed to features that happen to occupy a particular location), and parsing the 
world into objects are three aspects of the same problem.  It is to this fundamental, and largely overlooked 
problem that we now turn. 
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Chapter 5  
 
THE L INK BETWEEN V ISION AND THE WORLD:  
V ISUAL INDEXES  

In this chapter I describe a theory of a mechanism in early vision that is related to focal attention but is 
more primitive and operates earlier in the information-processing stream.  The theoretical idea, which I have 
developed over the past 15 or more years, is called Visual Index Theory.  It postulates a mechanism, called a 
visual index (sometimes referred to as a FINST – see Note 3), that precedes the allocation of focal attention 
and allows the cognitive system to pick out a small number of what I will call primitive visual objects or 
proto-objects, in order subsequently to determine certain of their properties (i.e., to evaluate certain visual 
predicates over them, perhaps by probing them).  The theory is based on the recognition that in order to 
allocate focal attention, or to do many other visual operations over objects in a visual scene (e.g., encode their 
spatial relations, allocate focal attention to them, perform an eye movement to them), it is first necessary to 
have a way to bind parts of representations to these objects.  A less technical way to put this is to say that if 
the visual system is to do something about some visual object, it must in some sense know which object it is 
doing it to.  This applies equally whether the activity is detecting a property, making a judgment, or 
recognizing a pattern among certain objects in the field of view.  Detecting a property may be of little use 
unless that property can be assigned to something in particular in the perceived world: Properties are 
predicated of things, and relational properties (like the property of being “collinear”) are predicated of several 
things.  So there must be a way, independent of the process of deciding which property obtains, of specifying 
which objects are being referred to (i.e., which objects have that property).  

The usual assumption about how objects can be referred to is that they are referred to by some unique 
property that they have – in the most general case by their location.  But there are empirical reasons to reject 
this view, some of which have already been discussed in the previous chapter, in connection with the 
evidence that attention is allocated to objects, and that the location of an object is independently detected, like 
any other property of the object.  I take the view that objects are indexed directly, rather than via their 
properties or their locations.4 The mechanism for binding visual objects to their representations is called a 
visual index.  We will see later that this approach finds unexpected support in several disparate areas, 
including research into the cognitive capacity of infants as well as philosophical writings concerned with 
special ways of referring called indexicals or demonstratives.  I will return to these issues when I examine the 
wider theoretical and philosophical implications of our approach.  For now I will concentrate on the empirical 
arguments that derive from the study of visual attention, and which lead us to postulate the FINST binding 
mechanism.  I begin by offering a description of the indexing idea and the motivation behind it. 

                                                 
4 Note that this is independent of the question (discussed in the last chapter) of whether or not attention can be directed to 
locations as well as to objects.  It is possible that attention can be moved through empty space, and therefore to fall on 
unoccupied regions of the visual field, and yet for location to play no special role in the individuation and detection of objects.  
Indeed, it is even possible (and very likely) for the relational property “being at a different location” to play a central role in 
individuating objects without the actual locations playing a role in determining their identity or having a special role relative to 
other properties that are encoded for particular objects.  See section 5.5 for an example of different properties being used for 
individuating and for identifying.  
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5.1 Background: The need to keep track of individual distal objects 

As a matter of history, the original context in which the present ideas developed was that of designing a 
computer system that could reason about geometry by drawing diagrams and “noticing” properties in these 
diagrams (some of this work is described in Pylyshyn, Elcock, Marmor, & Sander, 1978).  It soon became 
clear that it was unreasonable to assume that the entire fully detailed diagram was available in the visual 
representation, for reasons such as those discussed in Chapter 1.  So it seemed that the actual diagrams 
would have to be scanned by moving the fovea, or focal attention, to different parts of the diagram.   
Consider a diagram such as shown in Figure 5-1, which may be drawn while proving some theorem or 
merely looking for some interesting properties of a construction. 

 

Figure 5-1. An example of a figure that might be drawn in the course of a geometrical reasoning task. 

 

Figure 5-2.  An example of the kinds of partial glimpses one might get in the course of examining Figure 
5-1. 

If the figure is explored over successive glances, or even just over a stretch of time while various 
properties are noticed, there immediately arises the problem of maintaining a correspondence between objects 
seen on successive glances (as in Figure 5-2) as well as between parts of the diagram and an evolving 
representation of the figure.  The latter representation might even contain such non-geometrical information as 
what the person had intended to draw (diagrams have to be viewed in terms of idealizing concepts like “line”, 
“side of a triangle” or “bisecting angle” and so on, irrespective of exactly how accurately the diagram was 
drawn) as well as the interpretations already placed on the diagram by earlier perceptual analyses.  In addition 
there is the problem of recognizing parts of the diagram visited earlier in the scanning – i.e., cross-visit 
correspondences would have to be maintained in some way.    

We have already come across the correspondence problem in earlier discussions (e.g., section 3.1.1.3).  
It arises because vision must build a representation of the distal 3D world from proximal (e.g., retinal) 
information.  Because distinct token features in the proximal image may arise from a single individual object in 
the distal world, the visual system must treat some proximal elements as the same object in its representation 
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– i.e., it must solve a correspondence problem for proximal features.  The correspondence problem arises in 
many different situations:  It arises when objects move (whether the motion is smooth or apparent), when the 
eyes move, when elements on the two retinas are fused into a 3D stereo percept, and in many other 
situations.  These various instances of the correspondence problem have been studied extensively.  The 
version raised in the above discussion is a particularly important one because it arises in every case of visual 
perception.  This is because a visual representation are not constructed all at once, but are built up over time 
as various properties are noticed.  Such discrete “noticings” may arise due to eye movements, to attentional 
scanning, to the movement of objects in the scene, or simply from the way that the visual representation is 
constructed over time (as we saw in the discussion of the microgenesis of vision in section 3.3.1).   The 
incremental nature of visual processing always raises the correspondence problem, since the stages of 
construction of the representation have to be coordinated so different token instances or times-slices of the 
same object are not treated as distinct distal objects.5  How does the visual system manage this?  How can it 
put distinct proximal tokens into correspondence to reveal the single distal object that is their source? 

Most theories, both in cognitive science and artificial intelligence, treat representations as a type of 
description.  As we saw in chapter 1, this makes sense because representations are conceptual in nature, and 
because the argument for this form of representation as the basis for thought are very persuasive (Fodor, 
1975).  However this form of representation creates difficulties in solving the correspondence problem that 
arises from the incremental nature of the constructing a visual representation.  With this form of 
representation the obvious way to maintain correspondences is to assign a unique description to individual 
objects as they are encoded, and then to match descriptions each time a potentially new object is perceived.  
When a property F of some particular individual (token) object O is noticed or encoded, the visual system 
checks whether object O is already represented.  If it is, the new property is associated with the existing 
representation of O.  But if the only way to identify a particular individual object O is by its unique 
description, then the way to solve this correspondence problem is to find an object in memory with a 
particular description (one that had been unique at the time).  But which description?   If objects can change 
their properties, we don’t know under what description the object was last stored.  Even if the objects don’t 
change properties (e.g., in a static scene), the description under which it was stored may be different from 
the under which it is currently encoded.  Finding the match with past descriptions is non-trivial.  Perhaps we 
look for an object with a description that overlaps the present one, or perhaps we construct and record a 
description each time that somehow incorporates time, such as some space-time trajectory.   

Even if it were otherwise feasible to solve the correspondence problem by searching for a unique past 
description, this would in general be computationally intractable (technically, matching descriptions is an NP-
hard problem).   In any case it is unlikely that this is what our visual system does, for many reasons – e.g., 
we do not in general find it more difficult to construct a representation of a scene that has many identical 
parts, as would be predicted from this technique (since it would then be more difficult to find a unique 
descriptor for each object and the correspondence problem would quickly grow in complexity). 

At minimum this way of solving the correspondence problem would require keeping a rich and detailed 
representation of the scene (or at least of the relevant objects in it) – an unrealistic assumption for the human 
visual system (for reasons discussed in Chapter 1 and below).  Problems such as these led to the postulation 

                                                 
5 It has sometimes been suggested that when the distal object moves slowly and continuously, no correspondence problem arises 
since one can “see” that it continues to be the same object.  But the reason one can see that it is the same object is the same as the 
reason one sees the “same” object in cases of apparent motion, such as illustrated in  Figure 3-10, namely that the visual system 
puts time-slices in correspondence to yield a single object-representation.  No matter how fine the time slices may be, the option 
still exists to parse the world differently into objects.  
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of the original idea of FINSTs as a type of index or virtual finger6 that keeps track of particular objects in the 
diagram currently in view and binds them to objects in the partial description already constructed from 
previous visits. This indexing mechanism does not compute correspondences by making use of information 
stored in memory, it maintains a reference to individual objects in a primitive causal manner by tracking 
individuals qua individuals, and not as things that have the same or even similar representation.  The visual 
indexing mechanism provides a link between objects and representations, but it does not maintain the link by 
consulting the contents of the representation.  This notion is one that is familiar to philosophers since it 
corresponds to a particular kind of reference known as a demonstrative or an indexical.  It also has strong 
similarities to recent work on the use of deictic reference in vision (Ballard, Hayhoe, Pook, & Rao, 1997) and 
in robotics (Lespérance & Levesque, 1995).  Before discussing the broader ramifications of this idea, I will 
examine a variety of empirical studies that point to the need for such a mechanism. 

The more general need for a mechanism such as an index became clearer as we considered what was 
involved in recognizing certain relational properties that held between different elements in a scene.  It seemed 
clear that in such cases the visual system must have some mechanism for picking out and referring to 
particular elements in a display in order to decide whether two or more such elements form a pattern, such as 
being collinear, or such as an element being inside, on, or part of another element, and so on.   Shimon 
Ullman (Ullman, 1984) has argued that detecting certain of these relational properties requires, by the very 
nature of these patterns, that a serial process be deployed which accesses or scans the display in certain 
ways, visiting the elements in question in a serial fashion.  These processes, constructed from such 
elementary operations, are called “visual routines.”  Now the question that immediately arises is how the visual 
system designates or picks out the objects over which the visual routines compute properties.  The problem is 
even deeper than merely finding a unique way to specify which items the visual routine must visit, for 
suppose the visual system succeeds in detecting the patterns inside or same-contour in Figure 5-3.  How does 
it specify which particular things these relations are true of?  Clearly it will not do to simply assert that the 
relation holds in the figure – if it holds at all it must hold of particular individual elements in the figure.  
Asserting that it holds of elements meeting a particular unique description also will not do in general, as we 
will see in detail later in section 5.4.  What the visual system needs is a way to refer to individual elements qua 
token individuals.  Ullman, as well as a large number of other investigators (e.g., Ballard, Hayhoe, Pook, & 
Rao, 1997; Olivers, Watson, & Humphreys, 1999; Theeuwes, Kramer, & Atchley, 1998; Watson & 
Humphreys, 1997, 1998; Yantis & Jones, 1991) talk of the objects in question as being “tagged” (indeed, 
“tagging” is one of the basic operations in Ullman’s theory of visual routines).   Informally, the notion of a tag 
is intuitively appealing since it suggests a way of placing a unique mark on individual objects for reference 
purposes.  A tag provides a means for referring to objects, somewhat like giving them a name, except that it 
suggests two important additional properties.  A tag suggests that: (a) unlike a name, the reference is only 
available while the object is in view, and (b) maintaining the reference link is externalized – the link is there 
because of the external tag and not because of some top-down conceptual process that depends on the 
perceiver remembering the unique properties of the objects in question, such as where they were located in 
the visual field.   

                                                 
6 This (perhaps unfortunate) name, originated as an acronym for “FINgers of INSTantiation,”  It arose because we initially viewed 
this mechanism in terms of the metaphor of keeping “fingers” on certain objects, so as to be able to refer to them, direct inquiries 
to them, or to move attention to them.  If you imagine the cartoon character “Plastic Man” sticking long flexible fingers on a 
number of objects, and imagine that the fingers themselves cannot sense any properties of these objects directly but allows the 
individuated objects to be queried by attending to them, this captures the basic idea behind visual indexes.  The term 
“instantiation” connotes the use of the indexes to bind mental particulars (or symbols) to objects, which then “instantiates” the 
variables.  But all that is (mere) historical footnote; the notion has since gained its own independent foundation in the context of 
investigating multiple foci of attention and access. 
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Figure 5-3. Examples of properties that (Ullman, 1984) suggests require serially applied “visual 
routines” for their detection.  On the left the property to be detected is whether a dot (either x1 or x2) has 
the property of being INSIDE a closed contour.  On the right the property in question is whether the pair 
of dots y1 - y2 or y1 - y3 have the property of being on the SAME-CONTOUR. 

However, the notion of a tag is also misleading for several reasons that help us understand why something 
like our hypothetical FINST index is needed.   One of the purposes of a tag was to allow the visual system to 
revisit the tagged object in order to encode some new property (as is explicitly assumed in the Hayhoe, 
Bensinger, & Ballard, 1997, theory).  Thus it does no good to place the tag on an item in the representation of 
the scene since revisiting the representation does not, in general, allow new visual properties to be discovered 
since the representation is unlikely to already have the properties being sought.  Such an exhaustive 
representation is implausible on information-theoretic grounds and also, as we saw in Chapter 1, on empirical 
grounds.  But the problem would arise even if the representation were pictorially exhaustive.  The tags are 
supposed to also serve as a reference for commands such as those resulting in moving focal attention or 
one’s gaze to particular features in the display.  But one does not move one’s attention or one’s gaze to a 
representation of an object but to the real object in the world, so the reference that is needed is a reference to 
objects in the distal world.  The visual indexing proposal is intended to fulfill this function.  A visual index is a 
reference to an individual object in the world.  The reference to a particular individual depends only on certain 
conditions having been met for the initial assignment of the index, not on the object continuing to have 
particular properties that are encoded by the perceiver and used in the course of maintaining the reference to 
that object.  In other words one does not refer to an object as something that has a particular property – e.g., 
as the thing that is located at certain coordinates – but as the individual one has selected for certain reasons 
(such reasons to be discussed later). 

Our indexing proposal is a hypothesis concerning a possible mechanism for “picking out,” or 
“individuating,” distal objects in order to allow further visual properties of those objects to be detected or to 
allow motor actions (such as eye movements) to be directed to them.  Thus it is more like the proposal that 
objects in the world are “tagged” in some way.  Of course unless we can write on the real objects in the 
world, this cannot be literally what happens.7  But something close to a functional tagging can be 
accomplished by a mechanism related to focal attention.  In what follows I will describe this proposal and 
show that this type of mechanism not only has ramifications for how cognition is connected to the perceived 
world, but it also has considerable empirical support in a wide variety of experimental contexts. 

                                                 
7 Even a literal labeling of distal objects would not help, since we would then need to search the scene for a particular label or else remember which object had which label, which would 

again require us to be able to refer to distal objects.  For example if you needed to move your eyes back to a certain vertex in Figure 5-1 that you remember as being labeled, say “A,” you 

could not directly move your eyes there but would first have to search the entire figure to find the label, which does not appear to be what actually happens – e.g., (Hayhoe, 
Bensinger, & Ballard, 1997). 
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5.2 Visual Index (or FINST) Theory 

The Visual Index idea is closely related to Kahneman  & Treisman’s Object Files (Kahneman, Treisman, 
& Gibbs, 1992), described briefly in section 4.5.3, except that visual index or FINST theory emphasizes the 
mechanism that connects the representation with the objects in question.8  Despite the simplicity of the 
indexing idea, it sometimes gets complicated in the explaining because it requires making a number of 
distinctions that are conflated in such everyday terms as “tracking”, “recognizing”, “identifying”, “locating” 
and so on.  I will try to develop the relevant distinctions by sometimes introducing narrower technical terms 
and by trying to make the same points in a number of different ways.   

The assumptions that form part of the theory are listed in Table 5-1 for easy reference.  This list 
emphasizes, in outline, how the mechanism might work, rather than the function it computes.  This (as well 
as the further discussion in Section 5.6 and the Appendix) is laid out here to ward off concerns that a 
mechanism whose essential purpose is to refer to individual distal object tokens, leaves us in the dark about 
how such a function could possibly be implemented.  In much of what follows I will concentrate on the role 
that this indexing mechanism plays in providing a causally mediated referential connection between mental 
entities (i.e., concepts) and things in the world.   

                                                 
8 The relation between Visual Index Theory  and Object File Theory  is not entirely transparent due to the fact that the two theories arose in somewhat different contexts.  Although they 

deal with similar phenomena, Object File theory has emphasized memory organization and its relation to the objects from which the information originated.  In that respect it is similar to 

Morton’s “Headed Records” theory of memory organization (Morton, Hammersley, & Bekerian, 1985).  Indexing theory, on the other hand, arose from the need for a 

mechanism to keep track of pre-conceptual (or unanalyzed) visual elements in order to keep them distinct and to attach information to them as such information becomes available.  

Consequently, Indexing Theory emphasizes the mechanism required for establishing and maintaining the connection between objects in the visual field and mental constructs 

(representations) of them. The discussion of the difference between individuation and recognition later in this chapter, as well as the experiments to be described in Sections 0 and 5.5 below 

should help make this difference in emphasis clearer. 
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Table 5-1: Some Provisional Assumptions of Visual Indexing (FINST) Theory 

(1) Primitive visual processes of early vision segment the visual field into something like feature-
clusters automatically and in parallel.  The ensuing clusters are ones that tend to be reliably 
associated with distinct token individuals in the distal scene.  The distal counterparts of these 
clusters are referred to as primitive visual objects (or sometimes just as visual objects), 
indicating our provisional assumption that the clusters are, in general, proximal (i.e., retinal) 
projections of physical objects in the world. 

(2) These clusters are activated (also in parallel) to a degree that depends on such properties as 
their distinctiveness within a local neighborhood, including their temporal (e.g., onset) 
properties. 

(3) Based on their degree of activation, these clusters compete for a finite pool of Visual Indexes 
(or FINSTs).  These indexes are assigned in parallel and primarily in a stimulus-driven 
manner.  Since the supply of Indexes is limited (to about 4 or 5), this is a resource-limited 
process. 

(4) Although assignment of indexes is primarily stimulus-driven, there are certain restricted ways 
in which cognition can influence this process through voluntarily allocation of attention.  For 
example, attention might be serially allocated to items with certain discriminable properties, 
and an index may get assigned to objects selected in this way. (I will return to this question in 
section 5.3.2). 

(5) An Index keeps being bound to the same visual object as the object changes its properties, 
including its location on the retina (within certain limits).  In fact this is what makes it the 
“same” visual object.  On the assumption that proximal clusters are reliably associated with 
real distal objects (objects in the world), the indexes can then functionally "point to" objects 
in a scene without identifying what is being pointed to. 

(6) It is an empirical question what kinds of patterns can be bound by indexes.  Patterns need 
not be spatially local and punctate, although patterns larger than the fovea are unlikely to 
indexable.  Current evidence also favors the view that the onset of a new visual object is an 
important index-grabbing event.  Perhaps the appearance of a new object within focal 
attention is another type of event that results in the binding of an Index (as in assumption 4). 

(7) Only indexed tokens can enter into subsequent cognitive processing:  e.g., relational 
properties like INSIDE(x,y), PART-OF(x,y), ABOVE(x,y), COLLINEAR(x,y,z),... can 
only be encoded if tokens corresponding to x, y, z,... are indexed. 

(8) Only indexed tokens can be the target of an action, such as the action of moving gaze or 
focal attention to it.  

One major motivation for our initial postulation of indexes is related to assumption (7) above.   Before any 
visual object can be identified, it must first get picked out from the rest of the visual field and its identity as an 
individual maintained or tracked over movements of the pattern across the visual field.  Our proposal claims 
that this is done directly by binding some of individual objects through indexes, not by identifying the object in 
terms of a description (including one that refers to its location).  What distinguishes the object as an 
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individual, separate from the other features in the scene, is a purely causal sequence of events beginning with 
some property or combination of properties of the scene and eventuating in an index being grabbed from a 
pool of potential indexes.  Until some piece of the visual field gets segregated and “picked out” or made 
accessible in this way, no visual operation can be applied to it since it does not exist as something distinct 
from the entire field.  Thus in order to recognize or otherwise analyze a visible object in the world it must first 
be distinguish as a primitive individual thing, separate from the other clutter in the visual field.  Without that 
we would not be able to attribute any properties we had discerned to the thing that had those properties.  
There would be no “x” to which we could predicate some visual property P(x). 

According to the theory, this particular sort of  “picking out” and indexing is essentially a causal rather 
than cognitive or conceptually-driven process.  This means that assignment of an index is not mediated by a 
description or by the prior encoding of the properties of the things indexed in this way, and that keeping track 
of the indexed objects happens without continually updating the object’s properties and matching them to 
elements in the visual field.   Recall that in a geometrical reasoning task, the fovea moves around over the 
diagram, requiring that we keep track of elements that had been seen before (as illustrated in Figure 5-1 and 
Figure 5-2).  The idea is to do so without having to re-recognize features using a stored description.  But how 
can we keep track something without re-recognizing it as the same thing at distinct periods of time, and how 
can we do that unless we know what properties it has (i.e., unless we have a description of it)?  This is 
where the idea of tracking as a primitive operation arose.  Just as the separation of figure from ground is a 
primitive function of the visual architecture, so also is tracking.  What I propose is not a full-blooded sense of 
identity-maintenance, but a sense that is relativized to the basic character of the early visual system.  In 
general we cannot re-recognize objects as being the same individuals without some descriptive apparatus.  
But I claim that under certain conditions the visual system can track visual objects in a more primitive sense, 
by treating what is picked out as the same token primitive object.   This what I earlier claimed about how the 
correspondence problem was solved.  Whatever the basis for the solution to the correspondence problem in 
particular cases, the solution defines what counts as a primitive visual object for the visual system.  We know 
that certain conditions favor a solution to the correspondence problem (see, for example, the Dawson & 
Pylyshyn, 1988, theory of apparent motion correspondence that I sketched in section 3.1.1.3).  For example, 
if visual elements follow certain kinds of (perhaps smooth) space-time trajectories, they are more likely to be 
treated as the movement of a single individual object.  Exactly what the conditions are for optimal identity-
maintenance remains to be discovered by experimental investigation.  It is also quite plausible that these 
properties do not form a natural physical class – that in terms of the physical properties involved there may 
well constitute a large disjunction of properties with no overarching general property except for their effect on 
the visual system.  This is, after all, quite general of properties that the visual system treats as equivalent.  
Consider the variety of physical-optical properties that correspond to any percept (e.g., a shoe).  As we saw 
in chapter 1 (especially in discussing Figure 1-7 and Figure 1-8), such property-sets may be impossible to 
circumscribe in a closed physical description since they are mechanism-dependent; they are defined in terms 
of their common effect on the human visual system.  Of course there must be some properties that cause 
index assignment and that make it possible to keep track of certain objects visually, they just may constitute a 
very heterogeneous set and may differ from case to case.  In Section 5.3.1 I will have more to say about 
some constraints on tracking primitive individual objects.  

The idea that indexes pick out and keep track of objects without first encoding their properties is 
consistent with findings of studies that explicitly ask what information is stored with an object (i.e., that is 
stored in what Kahneman, Treisman, & Gibbs, 1992, called an “object file”) (see the discussion in section 
4.5.3).  For example, (Gordon & Irwin, 1996) used a priming paradigm to explore whether a moving object 
carried with it information about the shape, location, semantic feature or category membership of the token 
object.  They presented words and examined whether a second word that occurred at the same location or 
associated with the same moving object was detected more rapidly. They found a priming effect for same-
location and same-object but little or no priming for items that had similar physical features or similar 
meanings (as indicated by common semantic features or similar category membership).  From this they 
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concluded that object files contained “abstract identity information,” but no physical form nor semantic 
information about the object.  This is precisely what I have been claiming about bare indexes, although in 
other contexts, other kind of information may be stored in memory and associated with indexed objects.  The 
priming methodology, it seems, was able to isolate the object-based information stored when the task did not 
require other information to be stored about the indexed objects. 

Notice a certain similarity in the motivation behind the above assumptions about visual indexes and the 
assumptions of various “natural constraints” operating in early vision (as discussed section 3.1.1).  In the 
cases where we appealed to natural constraints we were able to give a non-inferential account of certain 
phenomena of visual interpretation (such as the perception of structure from motion) that might appear to 
require inference from world knowledge.  In these cases we found that on closer examination the phenomena 
could be explained more simply by assuming that the visual system had become wired (presumably through 
evolution) in such a way that, even though it was unable to use relevant knowledge concerning a particular 
scene, its operation was restricted in certain ways that ensured that representations of 3D layouts it computed 
were generally veridical in our sort of world.  Similarly, in the present case we hypothesize a tracking 
mechanism that appears to maintain individual identity – a task that in general would require appeal to 
concepts, descriptions, and inference – yet it does so without involving the conceptual system.  As in the case 
of the natural constraints examples, this task is accomplished by what one might call an evolutionary heuristic: 
We have evolved a basic mechanism whose function, within its domain of application (or its “ecological 
niche”), is close enough to that of identity-maintenance that it can serve as a surrogate for full individuation 
and identity-maintenance.  Such a mechanism maintains the correct identity-correspondences in most 
circumstances of importance to us, in situations that are typical in our kind of world.  Because such a 
mechanism operates without regard to knowledge and expectation, it is able to operate quickly.  Given 
additional time we can always superceded it by imposing rational cognitive processes – we can decide that 
two things perceived as the same are not the same distal object.  We can decide that what we saw moving in 
a continuous trajectory was first a rocket, then a person, then a person with a parachute.  What we cannot do 
is decide to see three different things as opposed to a single thing that changed along the way. 

What this means is that in our theory neither picking out nor tracking need be based on top-down 
conceptual descriptions, but may be given pre-conceptually by the early visual system, and in particular by the 
FINST indexing mechanism.  Moreover, the visual system treats the object so picked-out as distinct from 
other individuals, independent of what properties this object might have.  If two different objects are 
individuated in this way they remain distinct as far as the visual system is concerned.  They remain distinct 
despite changes in their properties, particularly changes in their location.  Yet the visual system need not know 
(i.e., need not have detected or encoded) any of their properties in order to implicitly treat them as though 
they were distinct and enduring visual tokens.  The theoretical claim is that in order to bind an object x, in this 
primitive sensory sense, there need not be any concept, description or sortal that picks out each token instance 
of an x by type.  The individuals picked out in this way by the early visual system (by a mechanism described 
in table 1 and illustrated in Figure 5-4) I refer to here as primitive visual objects.  I use this technical 
terminology to distinguish these primitive visual objects from the more general sense of object, which might 
include invisible things, abstract things (like ideas) and other more usual notions of object, such as tables and 
chairs and people.  This sense of object, as philosophers like (Hirsch, 1982; Wiggins, 1979) and others have 
argued, does require sortal concepts to establish criteria of identity.   But our concern here will be with objects 
that are in the first instance defined in terms of the special sort of primitive nonconceptual category of 
objecthood induced by the early visual system.  We don’t know in any detail what properties define this sort 
of primitive objecthood, nor even whether it can be characterized in any way except in terms of the structure 
of our perceptual system.   Thus, what we have so far is the claim that the early visual system must be able 
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to individuate and keep track of certain primitively detected and primitively segregated visual objects over 
time.9 

The basic idea of the FINST indexing and binding mechanism is illustrated in Figure 5-4 below.  A series 
of optically mediated events lead from certain kinds of primitive visual objects, via fundamental mechanisms 
of the visual system (including retinotopic grouping processes), to the establishment of a link with certain 
conceptual structures (which we may think of as symbol structures in Long Term Memory).  This allows 
certain sorts of objects to grab or seize one of the small number of available indexes and thereby provides a 
means whereby certain conceptual entities (i.e., the active nodes or the items in working memory) can refer 
to these visible objects in the world.  The important thing here is that the inward arrows are purely causal and 
are instantiated by the nonconceptual apparatus of early vision.  This apparatus guarantees that under certain 
conditions of change (some of which will be discussed later), the primitive objects that caused the link will 
maintain it in unbroken continuity, thus resulting in its counting as the same link.  By virtue of this causal 
connection, the conceptual system can refer to the primitive visible objects.  It can, for example, interrogate 
them to determine some of their properties, it can evaluate visual predicates (such as Collinear) over them, it 
can move focal attention to them, and so on.  The way in which this can be done is illustrated in Appendix 
5A, though merely to show that nothing mysterious is being assumed here.  It is a straightforward problem of 
how to use a causally established link to send signals back to the original cause. 

 

Figure 5-4: Sketch of the types of connections established by FINST indexes between primitive visual 
objects x, o, z and parts of conceptual (descriptive) structures. 

5.2.1 Some fine points about the properties involved in indexing 

Before I turn to a discussion of the empirical support for the indexing hypothesis, two points of possible 
misunderstanding need to be cleared up.  First, the reader may have noticed that there is a sometimes an 
ambiguity in the above discussion (e.g., in Figure 5-4) as to whether the cause of the index assignment – the 

                                                 
9 I have confined this discussion to the visual system as an interim measure, because the empirical data that we have are primarily concerned with the visual system.  But it seems clear 

that this notion will have to be extended beyond vision to include other sense modalities.  For example, there is considerable evidence that under certain circumstances we can pre-

conceptually track distinct melodies embedded in other melodies or sequences of chords (Bregman, 1990) and that we can track the movement of several sound sources in a 

dark room.  As we will see, we can also visually track objects of a more general nature, such as the spatially coextensive patterns 
described in section 4.5.5.   Although these are all relevant to the notion of individuation, tracking and indexing, an examination of non-visual phenomena is beyond the scope of 

the present discussion. 
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primitive visual object – is a proximal pattern on the retina, or whether it is the distal object in the world.  Of 
course both are involved since they are links in the same causal chain from distal object to mental index.  But 
it matters a great deal whether the index is taken (both by the theory and by the cognitive system being 
modeled) as pointing to a proximal or a distal object.  There is typically no interest in pointing to a proximal 
(e.g., retinal) cluster, although it is a logical possibility.  The essential function of indexes is to pick out and 
refer to distal objects.  It is only when elaborating on the nature of the links in the causal chain that we may 
need to go into detail about the steps that intervene between the distal object and the visual index (as I do in 
Table 5-1).  We do this when we give a theory of how indexes are implemented in the brain or in a computer, 
or perhaps when we wish to explain certain deviations of the mechanism’s behavior from pure cases of 
demonstrative reference.  Of course when the objects being indexed are marks on a computer screen the 
situation remains ambiguous: The observer may be indexing clusters on the screen or, more likely, the 
observer is indexing a virtual distal object where only the part of the chain from the display to the observer is 
real.  This is like asking what a person sees when looking at a picture; is it a pattern on a 2D surface, or a 
(possible) 3D scene in the world.  Although some ambiguity remains (since the observer likely sees the scene 
as being pictured on a 2D surface and can decide to focus on the pixels or the pen strokes) the usual case is 
that the percept is of a (possible) 3D scene. 

The second point of potential misunderstanding concerns what I mean when I claim that no concepts or 
encodings of properties of the objects are involved in assigning or in maintaining indexes.  A reader might 
wonder how an index could be assigned – could be the outcome of a causal chain – if not by virtue of some 
property.  My claim is not that no property is involved, but that no represented (or encoded) property is used 
in making the assignment of an index.  But does not some part of the nervous system encode the property that 
causes the index to be assigned (or that causes the index to remain bound to the object)?   

This discussion requires that we make a distinction between whether a property is encoded or is merely 
involved causally.  The distinction between a property being represented, as opposed to being causally 
involved, may seem arcane, but in fact it is made routinely, especially in computational systems.  Not every 
physical property impinging on a computer or on our nervous system results in a representation of that 
property.  Some years ago (Uttal, 1967) drew a distinction between codes and signs for just this reason.  Uttal 
pointed out that the nervous system, qua physical system, may react to certain forms of energy arriving at its 
surface, yet the reaction may nonetheless fail to encode or to represent anything, in the sense that the change 
in the system’s state may not be computationally relevant.  Striking a computer with a hammer may change 
some things (e.g., its appearance, its position, the relative location of its parts – perhaps even some electrical 
properties) without the changes being computationally relevant.   By contrast, events that are processed as 
data – even analog inputs such as the movements caused by very same hammer blow – are said to be 
encoded if they take part in a computational process.  Such processes, though they still depend upon some 
causal sequence, are different from non-computational physical changes, because in order to explain them in 
terms of more general principles one would have to describe the computational process (the algorithm) 
involved.   Similarly a sudden onset of a visual object may cause an index to be assigned without the 
assignment either being based on an encoding of the event as an onset or itself carrying the information that 
there was an onset event.  

5.2.1.1 Properties responsible for indexing: a technical aside  

This discussion requires that we distinguish between a property being encoded and a property causing 
some operation to occur.  Readers who take this distinction for granted or whose interest stops short of 
philosophical issues may skip this section.   

The distinction between a property affecting a system by virtue of being encoded as opposed to affecting 
it in a purely causal manner may seem arcane, but in fact it is made routinely, especially in computational 
systems.   Not every physical property impinging on a computer or on our nervous system is associated with 
or results in a representation of that property.  Some years ago (Uttal, 1967) drew a distinction between codes 
and signs for just this reason.  Uttal pointed out that the nervous system, qua physical system, may react to 
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certain forms of energy arriving at its surface, yet the reaction may nonetheless fail to encode or to represent 
anything, in the sense that the change in the system’s state may not be computationally relevant.  Striking a 
computer with a hammer may change some things (e.g., its appearance, its position, the relative location of its 
parts – perhaps even the relative temperature or electrical properties of various parts) without the changes 
being computationally relevant.   By contrast, events that are processed as data – even analog inputs such as 
the movements caused by very same hammer blow – are said to be encoded if they take part in a 
computational process.  Such processes, though they still depend upon some causal sequence, are different 
from non-computational physical changes, because in order to explain them in terms of more general 
principles one would have to describe the computational process (the algorithm) involved.   Similarly a sudden 
onset of a visual object may cause an index to be assigned without the assignment either being based on the 
prior encoding of the event as an onset or itself carrying the information that an onset occurred.  

There are two issues here: (1) Can a non-encoded property be the cause an index assignment or be 
responsible for tracking a moving object, and (2) can an index assignment fail to carry the information about 
the nature of the property that caused it to be assigned?   It is frequently the case that some property affects a 
system without being represented – either before or after the causal event.  The occurrence of a loud noise or 
a flashing light may result in a person orienting their attention to the noise or light, even though the person 
need not have encoded the noise or light flash as such, either before or after it occurred.  This is similar to 
what are called “interrupts” in computers (see the discussion of such issues in Pylyshyn, 1981).  Unlike 
inquiries or tests, interrupts do not occur as a result of matching a description against an event, but as a result 
of the causal structure of the architecture itself.  Moreover, an interrupt in and of itself need not carry any 
information about what caused the interrupt (in a computer, an interrupt usually leads to the execution of a 
routine that checks to see what caused the interrupt).   

Similarly, the assignment of an index acts like an interrupt: it happens because of the causal structure of 
the architecture of the visual system and the occurrence of a triggering event in the environment.  As in the 
case of an interrupt, the assignment itself does not carry the information that a certain type of event occurred, 
in part because an unlimited number of different events or properties could have caused the index to be 
assigned.10  The particular property that caused the assignment would typically not be encoded.  This also 
applies to the claim that objects are indexed without appeal to their location.  The objects are, of course, at 
some location, and have particular properties, and perhaps if they had not been at a particular location or had 
had the particular properties they had, they would not have been indexed.  But that does not mean that a 

                                                 
10 The issue here is actually more complex than appears, because “representing” or “encoding” involves a special kind of relation 
between the representation and what it represents.  Not only is there a many-one mapping between a representation and what it 
represents, but also there is a conceptual link between the two that has been the source of considerable philosophical concern.  A 
code does not just represent some particular object, but it represents it as having some property, or under a particular description.  
A term such as “chair” does not just refer to a chair, but it refers to it qua chair, or as a member of the category chair.  One might 
say that it refers to its “chairhood” and not to its color, size, shape or any of an indefinite number of properties that the particular 
chair, qua object, might have.  Reference is a “transparent” relation whereas encoding (or representing) is not.  If codes referred, 
then if X were a code that referred to something in the world, and Y were a code that referred to a different thing, then X and Y 
would have to be different – they could not be the same codes.  If codes referred to things, you could not have two distinct 
encodings of the same objective thing and conversely if two codes referred to non-identical things then the codes would have to be 
different, and codes cannot refer to things that do not exist.  But this is plainly not true of codes: One can encode the same thing 
as a dog, as an animal, as Mary’s pet, as a fuzzy brown thing, and so on and on, there can be two different things with the same 
code (as in the morning star and the evening star), and there can be codes for nonfactual things, such as a unicorn or the object of 
a desire.  The fact that encoding is a semantic relation means that what something is encoded as cannot be simply the result of a 
causal event; it is also a conceptual act.  But I have claimed that index assignment is a purely causal event, consequently it differs 
from an encoding (thus, from this perspective, it is technically incorrect to call an index a deictic code as Ballard, Hayhoe, Pook, & 
Rao, 1997 do).  Indexes, unlike codes, do refer.  So they pick out things in the world to which they are related by a causal event; 
they do not encode these things as something or other; indeed they do not encode them at all. 
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property like location is encoded, or that indexing or tracking is carried out by means of detecting locations or 
trajectories. 

But this leaves an apparent puzzle: How can a person or a robot carry out an action like pointing to or 
moving attention to a particular individual object, as I claimed in item (8) of Table 5-1, unless it knows where 
the object is?  This apparent puzzle rests on a misleading way in which the question is asked since it assumes 
that “knowing where the object is” or “pointing to” or “picking out” requires knowing the coordinates or 
some location code for the object.  But in order to “find” or “pick out” a particular object, what you need is 
(a) an unambiguous way of referring to (or indexing) the object in question and (b) a way of using this index 
or this form of reference in a visual predicate or motor command.  You need nothing more.   In a computer 
you need the address of an object in order to operate on it, and the address is often (misleadingly) viewed as a 
location code.  But the address is nothing more than a symbol that allows the computer to retrieve the 
contents associated with the symbol.   Such a symbol is more like a name than a location.  It works because 
there is a primitive operation in the architecture of all modern computers which, given the “address” or name 
of some item in memory, retrieves the item associated with that name.  To be sure, the individual bits of the 
stored item have a physical location, and that location is used by the electronics in retrieving the contents, but 
the location is not available outside the electronic  level – it is not available as a location code at the level of the 
program.  This sort of “location” is a property of the implementation and may be quite different in different 
implementations – in fact in some possible implementations (e.g., holographic storage) there is no such thing 
as “the location of item X” since every part of the stored item is distributed throughout memory. 

To see that you can uniquely specify an object without specifying its location (or any other property of 
the object), and that this way of specifying the object can be used in an argument to a motor command, 
consider the specification “what I am now looking at” or even simply “that.” This is an exemplary deictic 
reference (sometimes called a demonstrative): It specifies something in a way that can only be interpreted 
within the context in which the reference is made.11  Moreover, it does not provide an encoding of the 
location (or of time or of any intrinsic property of the object in question), yet it can be used to control the 
motion of a limb.  (Ballard, Hayhoe, Pook, & Rao, 1997) have shown that such a deictic reference provides a 
particularly efficient way of indicating (or referring to) the target of an intended action.  As for the second 
requirement (that the form of reference be capable of serving as an argument in a motor command), 
specifying where to move a limb is best done by providing a deictic reference that binds the argument of a 
command such as MOVE(x) to an object.  A command like MOVE(27, 408) cannot be executed without also 
knowing exactly where the agent is located, and that will keep changing as the agent moves.  Notice that 
“what I am looking at” does not pick out an individual by its location, since its location is nowhere specified; 
it picks it out demonstratively or directly without reference to any of the individual’s properties. 

The point of this example was simply to show that there is nothing mysterious about specifying objects 
using a deictic or indexical form of reference and in using this form of reference in a motor command.  A 
robot that was simply told to move to the object of its gaze could just continue moving in a way that kept its 
gaze centered on the target, without ever knowing where the target was in terms of some allocentric frame of 
reference (nor, for that matter, need it know any properties of the target except that it was in its cross-hairs).  
It could do so because of the causal structure of the connections between head position and wheels and the 

                                                 
11 This is reminiscent of the way that variable binding occurs in programming languages like LISP, which allow dynamic scope 
bindings. In such systems a particular variable binding exists only while the function within which it was defined remains active 
and may disappear (or change) when that function is completed, just as index binding does when the indexed object disappears 
from view. 
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head position could be controlled by a simple feedback mechanism such as occurs in a servomechanism.12   
In such a mechanism one often controls a property that is not directly measured or encoded, simply by 
relying on some easily detectable correlates of the property.  For example in order to catch a fly ball, a 
baseball fielder apparently moves in such a way as to nullify the apparent curvature of the ball’s flight, so it 
looks like it is descending in a continuous straight line (McBeath, Shaffer, & Kaiser, 1995).  Thus the property 
that the player wishes to control (the player’s location at the time the ball is about to hit the ground) is 
nowhere represented, nor is any other magnitude of the ball’s motion.  The player simply monitors the 
deviation of the ball’s trajectory from a straight path. 

There are many examples where a physical magnitude has a causal effect on a process, yet is not 
encoded or represented.  A car speedometer measures speed, defined as the rate of change of distance with 
respect to time, yet it typically does not represent either distance or time.  GPS satellite navigation systems, on 
the other hand, typically do measure (and represent) location, distance and time in order to compute speed.  
Another example of the direct (causal) action of a property that is not encoded is the autofocus feature of 
many cameras.  Autofocus does the equivalent of setting the focus ring on the camera to the appropriate 
distance.  Yet insofar as the camera’s mechanism can be considered to involve a computation, such autofocus 
mechanisms typically never actually measure distance directly, and consequently no distance measure is ever 
encoded.  What the mechanisms measure may be time delay (sonar method), angle (triangulation method), 
intensity (infra-red method), spatial spectrum (contrast method), or the phase difference between two sensors 
(phase matching method).  The measured quantities could be used to compute (and represent) distance, but 
they typically do not.  The measurements usually enter into physical connections to the motor system for 
moving the lens; but the implied distance value need not be available as a distinct code in the camera’s 
computer.  Although the function that is computed may be properly characterized in terms of distance 
between camera and subject, no representation of distance need be involved in the process (even as an analog 
encoding) if the lens is moved as a function of other measured magnitudes.   

Such examples show that there is nothing unusual about the claim that in order to move towards (or point 
to) an object, no location encoding is required, only a way of individuating and indexing the object, along with 
relevant motor commands to whose arguments such an index can be bound.  Everything else is part of the 
implementation and can take many possible forms, depending on the available technology. (For more on the 
relevance of deictic pointers to robot control, see section 5.4.2) 

The idea of a visual index as a deictic reference can be made more concrete in the context of the 
experimental phenomena to which they have been applied.  For this reason I now turn to the elucidation of the 
idea of a visual index by describing a number of experiments we have performed over the past 15 or so years 
motivated by this theory.  These studies (many of which are summarized in Pylyshyn, 1998, 2001a, 2001b; 
Pylyshyn, Burkell, Fisher, Sears, Schmidt, & Tric k, 1994) provide a wide range of support for the basic ideas 
introduced above and have the further virtue of making the nature of the indexing claim concrete and 
operational. 

5.3 Empirical Support for Visual Index Theory 

5.3.1 The multiple object tracking (MOT) tas k 

Perhaps the clearest way to see what it being claimed in the above discussion is to consider the first set 
of experiments to which these theoretical ideas were applied.  The task involved is called the Multiple Object 

                                                 
12 The point here is not that one need not use coordinates or other magnitudes in specifying objects upon which some action is to 
be performed.  There may be good reasons why in certain cases you might use magnitudes such as distance, direction, time, etc as 
the basis for implementing the executing the MOVE(x) command.   But these are details concerning the implementation level, not 
the “intentional level” at which objects are selected and at which they become the subject of intended actions.  This has 
sometimes been referred to as the “subpersonal” level. 
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Tracking task and helps to make clear what is at issue.   For this reason I will not only describe the basic 
experiments, but will also spend some time discussing what they mean in terms of plausible psychological 
mechanisms. 

In a typical experiment (illustrated in Figure 5-5), observers are shown a screen containing 8 simple 
identical figures (e.g., points, circles, squares, plus-signs, figure ‘eights’), which move in unpredictable ways, 
sometimes without colliding (because of a simulated barrier or “force field” between them) and sometimes (in 
more recent studies) allowing objects freely to cross over and occlude one another.  At the start of each trial, 
a subset of these objects is briefly rendered distinct (usually by flashing them on and off a few times).  The 
observer’s task is to keep track of this subset of objects.  At some later time in the tracking trial (say 5 to 10 
seconds into the trial) all the objects stop moving and the subject has to indicate (using a mouse pointing 
device) which objects were the targets.  A large number of experiments (beginning with studies by Pylyshyn 
& Storm, 1988) have shown clearly that observers can indeed track up to 5 independently moving identical 
objects (i.e., objects that are indistinguishable by any property other than their historical continuity with the 
initially distinct objects).  The question to be answered is: How do people do it? 

 

Figure 5-5. Illustration of a typical Multiple Object Tracking experiment.  A display of eight identical 
objects is shown (t=1) and a subset of 4 are briefly flashed to make them distinctive (t=2).  Following this 
the objects stop flashing so the “target” set becomes indistinguishable from the other objects.  All objects 
then move in a random fashion for about 10 seconds (t=3).  Then the motion stops (t=4) and one of the 
objects is flashed.  The observer’s task is to say whether the flashed object was one of the objects that had 
been initially flashed.  In other experiments the observer has to indicate all the tracked objects by 
clicking on each one using a computer mouse. 

If there had only been one object to track the answer would be relatively straighforward: Observers could 
simply track it with their eyes, or perhaps they could track the moving object using attention scanning (such 
error-driven tracking systems have been common since the development of feedback control theory and 
servo-mechanisms).  But how do observers do this task with 4 objects moving along independent random 
trajectories, interspersed among 4 other randomly-moving identical “distractor” objects that must be ignored.  
One possibility is that observers record and use the locations of each target object and visit them serially.  
After the initial recording of target locations they simply go to the location in the list that they have stored and 
look around for the nearest object, taking that to be the target they are tracking and updating its location code 
in the list using the following algorithm: 

 
1. While the targets are visually distinct, scan attention to each target and encode its location 

on a list.  Then, when targets begin to move; 

2. For n=1 to 4;  Check the n’th position in the list and retrieve the location Loc(n) listed 
there. 



5-42 

3. Scan attention to location Loc(n).  Find the closest object to Loc(n). 
4. Update the n’th position on the list with the actual location of the object found in #3.  

This becomes the new value of Loc(n). 

5. Move attention to the location encoded in the next list position, Loc(n+1). 

6. Repeat from #2 until elements stop moving.  

7. Go to each Loc(n) in turn and report elements located there. 

So long as attention moves fast enough from one object to another in relation to the speed of the objects 
themselves, and so long as targets are sufficiently far from nontargets to prevent frequent mistakes, such a 
strategy of serial attending and updating a list of locations could explain how observers could track multiple 
objects.  In (Pylyshyn & Storm, 1988), however, we were able to show that the motion and dispersion 
parameters of our original experiments were such that tracking could not have been accomplished using such 
a serial strategy.   The performance of the above algorithm when it is applied to the actual displays used in the 
Pylyshyn & Storm study results in the performance shown in Figure 5-6 below. 

 

Figure 5-6.  Performance of the scanning and location-updating algorithm as a function of attention 
scanning speed, when applied to the actual experimental displays described in (Pylyshyn & Storm, 1988). 

We simulated this serial strategy on the actual trajectories used in the experiments, for various attention-
scanning speeds (this model assumes that in order to encode location, focal attention must be moved to the 
object, but it does not assume that location encoding requires time).  The simulation showed that such a serial 
tracking strategy would very frequently end up switching to tracking nontargets in the course a trial.   
Attention scan speeds have been reported in the range from 4 ms/degree (Posner, 1978) through 8.5 
ms/degree (Tsal, 1983),  19 ms/degree (Shulman, Remington, & McLean, 1979),  26 ms/degree (Jolicoeur, 
Ullman, & Mackay, 1986), up to 33.3 ms/degree (Eriksen, 1977).  So even if we assume the fastest attention-
scanning speed ever reported (4 ms/degree, or 250 degrees per second), this strategy could not perform 
better than about 10% correct in tracking the targets (this estimate can be increased to just over 40% if we 
allow for guessing).   The observed human tracking performance, by contrast, was about 88% correct on 
average.  We have now replicated this result in dozens of different experiments and found that performance in 
tracking 4 objects in a field of 8 rarely falls below about 85% and for some people remains over 95%.  
Indeed, many college subjects have no difficulty in tracking five objects. 
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What this means is that in the multiple object tracking studies, observers could not have been keeping 
track of the targets by using a unique stored description of each object, since at each instant in time the only 
property that is unique to each object is its location.  If I am correct in arguing from the nature of the tracking 
parameters that stored locations cannot be used as the basis for tracking, then all that is left is the object’s 
individuality. 13  The individuality of the target objects is initially established by making them distinct (by 
flashing them).  From then on it is the historical continuity that determines their identity – where the operative 
phrase “historical continuity” is defined strictly in terms of the hypothesized primitive mechanism for 
individuating and tracking: the visual index (or FINST).  It is this mechanism that defines a primitive 
perceptual individuality that persists over time (at least for times as short as 10 seconds and with motion 
parameters within the range explored in our studies). 

The multiple object tracking task exemplifies what I mean by “tracking” and by “maintaining the identity” 
of objects.  It also begins to define what is meant by a primitive visual object 14 – it is whatever the early 
visual system is capable of tracking in MOT.  Tracking, according to this perspective, requires maintaining 
indexes and that, in turn, requires continually solving the correspondence problem, discussed in section 
3.1.1.3.  As I remarked at the end of chapter 4, solving the correspondence problem is tantamount to 
specifying what constitutes an individual object, from the perspective of early vision. Thus the MOT task can 
be viewed as operationalizing the primitive notion of “same object” – an object is the “same” if it continues to 
be bound to the same index despite changes in the object’s location and other visual properties.  When the 
early visual system picks out and keeps track of some cluster of properties, it thereby treats them as an 
individual object P, rather than as, say, a sequence of time slices of different objects P1, P2, …, Pt.   If the 
latter were the way that the visual system parsed the world, then in order to track objects it would need to re-
recognize each of the individual Pts in some way (say by virtue of their sharing certain properties) in order 
that they might be interpreted as constituting the same individual P.  Most re-identifications of familiar things 
are doubtlessly of this kind.  In order to know that the person I saw in a certain movie is the same person 
whose picture is on my wall and the same person I saw in the store today I must surely carry out a complex 
process of describing and comparing descriptions.  What I am claiming here is that there are certain primitive 
cases of identity-maintenance that do not require such a conceptual-descriptive apparatus. 

5.3.2 Other properties of visual indexing revealed through MOT 

Over the past decade, a large number of additional experiments in our laboratory (McKeever, 1991; Scholl 
& Pylyshyn, 1999; Sears & Pylyshyn, 2000) and elsewhere (Cavanagh, 1999; He, Cavanagh, & Intriligator, 
1997; Ogawa & Yagi, 2002; Slemmer & Johson, 2002; Suganuma & Yokosawa, 2002; Yantis, 1992) have 
replicated these multiple object tacking results, confirming that people can successfully track several 
independently moving objects.  Some of these studies carefully controlled for guessing strategies and also 

                                                 
13 It has been suggested that one can also think of the spatiotemporal trajectory of the object (sometimes referred to as a “space-
time worm”) as the unique property to which the visual system responds.  It is not clear whether this is really different from the 
proposal that I am making since the very notion of a “trajectory” implies that it is a space-time property of a single individual 
object, as opposed to a property defined by time-slices of different objects.  In that case responding to a trajectory entails 
responding to the individuality of an object.  The equivalence of these two ways of looking at what the visual system responds to 
is further supported by the fact that we can represent the display sequence either as a graph in which individual-at-time-t is a 
node while the correspondences from t to t+1 is an edge, or we can represent it as the dual of the graph, in which a node is a 
correspondence and an edges is an individual object at a fixed time.  Since each graph has a dual, the two may just be notational 
variants.  But individuals, rather than space-time worms, are the natural kinds in our physics, so I prefer to keep to the 
interpretation I have been giving here. 

14 It is somewhat awkward to keep having to say “primitive visual object” to refer to objects as defined by indexing theory or, 
more particularly, by the tracking paradigm.  I have occasionally been tempted to refer to THINGS picked out by FINSTs as 
FINGs.  Now and then I may succumb to this temptation in order to emphasize the mechanism-relativity of this notion of thing 
or object. 



5-44 

demonstrated patterns of performance that are qualitatively different from those that would be predicted by 
any reasonable serial-scanning algorithms we have considered (see Pylyshyn, Burkell, Fisher, Sears, Schmidt, 
& Trick, 1994).  The results also showed that a zoom-lens model of attention spreading (Eriksen & St. 
James, 1986) would not account for the data.  Performance in detecting changes to elements located inside 
the convex hull outline of the set of targets was no better than performance on elements outside this region, 
as would be expected if the area of attention were simply widened or shaped to conform to an appropriate 
outline (Sears & Pylyshyn, 2000).   (Intriligator & Cavanagh, 1992) also failed to find any evidence of a 
“spread of attention” to regions between targets in their research, using a different tracking methodology.  

The sort of “pre-conceptual” tracking explored in these studies has turned out to have some surprising 
properties. For example, (Scholl & Pylyshyn, 1999) showed that tracking can be disrupted by individual 
objects disappearing for a few hundred milliseconds and then reappearing, whether or not the disappearance 
and reappearance is abrupt or gradual (e.g., if they shrink into a point and expand from a point).  But if the 
individual objects disappear and reappear in a manner consistent with their going behind an occluding surface 
(i.e., if the occlude and disocclude at fixed leading contours), tracking is not significantly disrupted – even if 
the edge of the occluding surface is invisible (i.e., it is a “virtual occluding surface”).  This is true even if the 
occluding surfaces are not global, so that different objects go behind different virtual occluding surfaces.  All 
that is required is that the objects are seen as disappearing by having their leading edge accrete as they move 
behind the occluding surface and then emerge again as though reappearing at a disoccluding edge.  
(Viswanathan & Mingolla, 2002) also showed that objects can even occlude one another in their travels, 
providing there are local cues (e.g. T-junctions) that one is in front of the other.  Because of this finding, later 
versions of multiple-object tracking experiments have primarily used open circles and have allowed objects 
free-reign in their trajectories – because in this way the trajectories can be made truly independent of one 
another. 

 

Figure 5-7.  Objects can be tracked despite their brief disappearance behind occluding surface and 
despite self-occlusions when their shapes provide clues (T-junctions) as to which one is in front (as in the 
case of the rings shown here). 

Among the studies we have carried out over the past decade is a set of experiments that explored the 
question of whether indexes could be assigned voluntarily, or whether only automatic data-driven events could 
cause indexes to be assigned (Annan & Pylyshyn, 2002).  The results were somewhat surprising; they 
suggested that indexes could be voluntarily assigned based on any visually discriminable property, but only if 
sufficient time is available.  We interpreted this result to mean that while voluntary assignment of indexes was 
possible, the indexes had to be assigned by serially visiting the objects to be indexed and allowing the 
assignment to take place (one might say that one could visit objects and “drop off” indexes on the way).  If 
we used straightforward methods of specifying which objects were to be tracked (e.g., numbering them 1 
through 8 and telling the subject to track objects numbered from 1-4) then, not surprisingly, subjects could do 
this only if sufficient time was allowed and failed if the time available was too brief to allow the numbers to be 
scanned serially (it is, after all, hardly surprising that the numbers had to be serially read before they could be 
tracked).  But we also introduced a variety of novel procedures for specifying which objects were to be 
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indexed and tracked.  Each of these provided information that segregated the set of objects quickly, and then 
we varied the time available to pick one half of the segregated set for tracking.  Here is an example of this 
technique.  When 4 of the 8 objects are flashed on and off either very briefly (one off cycle of 180 ms) or for 
a longer time (three off-on cycles totaling 1020 ms) the flashed objects could be easily tracked in either 
condition.  But when instructed to track the objects that had not been flashed, subjects could only do so in the 
long-flashing condition; they could not track the clearly segregated set if they did not have sufficient time to 
visit the non-flashed objects.   

We also explored the question of what sorts of feature clusters qualify as “objects” in our sense.  We 
have shown that not every well-defined cluster of proximal features can be tracked (Scholl, Pylyshyn, & 
Feldman, 2001).  In particular, it appears that certain easily defined parts of objects cannot be tracked.  Figure 
5-8 shows an example in which we connected pairs of objects that could easily be tracked.  The connections 
were drawn in various ways, from simple connecting lines, to complex connections of various kinds.  Some 
of these lines created perceptually salient and stable new objects while others created more tenuous new 
objects.  When the connections created salient new objects by merging the original objects, the original 
objects could not easily be tracked.  For example, the endpoints of lines could not be tracked, even though 
their trajectories were identical to those of dots that were easily tracked.  The question of whether the poorer 
tracking was attributable to the formation of strange elastic objects was addressed recently by (Suganuma & 
Yokosawa, 2002), who showed that even if the merged objects were seen as rigid shapes in 3D when viewed 
stereoscopically, target merging strongly compromised observers’ ability to track the individual targets that 
were merged in this way.  

 

Figure 5-8. Examples of displays in which a target object is paired with a nontarget object by drawing 
various forms of connections between them.  Objects that had been easy to track by themselves now 
become difficult when they became parts of other objects. In this set, (c) and (e) are very difficult, whereas 
(a) and (f) are easier because the parts that have to be tracked are not as integrated into the new objects 
(despite the fact that figure f involves as many connecting lines between the two squares as does figure e). 

A few of the results we have obtained do seem at first glance to run against the basic assumptions of 
index theory.  One of these will be described to show the sort of methodologies that have been used to 
investigate this process.  We kept finding that as the number of non-target objects was increased there was a 
decrement in performance, contrary to the prediction from pure indexing theory (nothing about the nontargets 
should influence tracking of targets since the tracking is supposed to be determined solely by the indexes that 
that remain attached to individual targets).  Chris Sears and I (Sears & Pylyshyn, 2000) reasoned, however, 
that this performance decrement might have occurred because as the number of nontargets increased, the 
chance of mistaking a nontarget for a target and switching to tracking the nontarget would increase. We then 
devised a method for showing that this was indeed the case.  Subjects had to track a number of target figures 
that moved among a larger set of nontargets.  All objects (both targets and non-targets) were shaped like a 
square “8”  (    ) and some time during the trial one of the objects changed into either an E or an H.  Subjects 
then had to make a dual response: they had to press one of a pair of buttons indicating that an object had 
changed into either an E or an H, and they also had to indicate separately whether this change had occurred 
on a target or a non-target.  As usual, performance on detecting a change on targets was poorer as the 
number of nontargets increased.  But since we had a measure of how often subjects mistook a non-target for 
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a target, we were able to confirm that the number of switch-over errors increased as the number of non-
targets increased, just as we had surmised.  Moreover, when we analyzed performance on the objects that 
observers said were targets (whether or not they actually were) performance was not affected by changes in 
the number of non-targets.  In other words, if we take into account the increased frequency of erroneously 
switching to a nearby non-target, a type of error that went along with there being more non-targets in the 
display, then tracking was unaffected by the number of non-targets around.  

We have also found that when the color or shape of objects changed while they disappeared briefly 
behind an occluder, not only was tracking unimpaired, but subjects were generally unaware of the changes.  
When asked immediately after an object disappeared, what color or shape it had been, subjects’ force-choice 
responses were at chance.  From such studies it appears that objects can be tracked despite the lack of 
distinctive properties, and even when their properties are continuously changing, and despite unpredictable 
and constantly changing locations.  We take the ability to track multiple objects under a wide range of 
conditions to provide support for the Visual Index theory, which hypothesizes a special limited capacity 
mechanism for keeping track of individual objects. 

The empirical case for various aspects of the assumptions underlying visual indexing theory does not rest 
solely on the multiple-object tracking procedure.  I offer several other experimental demonstrations that 
support the existence of such a mechanism and the properties we have assumed in Table 5-1. 

5.3.3 Selecting objects in a search task 

Another illustration of some properties of indexes is provided by a series of studies we have performed 
involved the selection of objects in a visual search task.  The search task we used was adapted from one 
originally introduced by (Treisman & Gelade, 1980).  In the original studies (described briefly in section 
4.4.2) Treisman and her colleagues asked subjects to search for a certain specified (unique) target within an 
array of non-target or “distractor” objects.  The target in many of these studies (as well as in our variant) was 
a simple item (such as a short line segment) with several distinctive properties, such as its orientation ( /  or \)  
and color (red or green).   Of particular interest was the comparison between two conditions.  In one 
condition, called single-feature search, the target differed from all distractors in one particular distinguishing 
property; for example, the target might be the only red object in the display.  In another condition, the target 
differed from the distractors in having a unique combination of two or more different kinds of properties.  
For example, in this condition some distractors had the same color (but different orientation) while others had 
the same orientation (but different color), so that the target was define only by the combination of a certain 
color with a certain orientation (e.g., it was the only green, right-oblique line segment among red right-oblique 
and green left-oblique segments).  This second condition was called a conjunction-feature search, and proved 
to be a great deal more difficult.  Treisman and her colleagues found that in the single-feature condition, the 
search slope was very low – i.e., the search time increased very little with increasing numbers of distractors.  
This lead Treisman & Gelade (and many others after them) to refer to the single-feature condition as a 
“popout”, suggesting that the target “pops out” from the set of search objects, rather than having to be 
serially searched for.  In the conjunction-feature condition, by contrast, each additional item that was added to 
the array substantially increased the time it took to find the target.  This was interpreted as indicating that 
unique single properties could be detected by a parallel process whereas pairs of properties had to be searched 
for serially, item by item.  Although the serial-versus-parallel distinction has been subject to a great deal of 
criticism in recent years, the basic finding that detecting targets that differ from nontargets by a single-
property shows a different pattern of search than detecting objects that are distinguishable from nontargets by 
a conjunction of two or more properties remains an important finding, for which various theories have been 
proposed (see, e.g., Pashler, 1995).  From our point of view, the details of the manner in which target items 
are recognized is not what matters.  Rather we are concerned with the way in which the visual system locates 
items in order to determine their properties.  And here we have made use of the interesting difference between 
searching for single-feature targets in contrast to searching for conjunction-feature targets. 
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In our studies we have used both single-feature and conjunction-feature searches under conditions in 
which we provided subjects with a way to select a certain subset of items and essentially ignore the items that 
would ordinarily slow down the search.  Visual indexing theory claims that indexed objects can be accessed 
directly through the indexes.  Consequently if a subset of objects was indexed, observers could confine their 
search to that subset of objects and ignore the rest.  The interpretation of these studies in terms of indexes 
rests on one additional independently verified assumption – that the sudden onset of a primitive object in the 
visual field elicits indexes.  In a series of studies, Jacquie Burkell and I (Burkell & Pylyshyn, 1997), showed 
that sudden-onset location cues could be used to control search so that only the precued locations are visited 
in the course of the search.  This is what we would expect if the onset of such cues draws indexes and 
indexes can be used to determine where to direct focal attention.  In these studies (illustrated in Figure 5-9) a 
number of placeholders (11 in the case illustrated), consisting of X’s, appeared on the screen and remained 
there for some period of time (at least one second).  Then an additional 3-5 placeholders (which we refer to 
as the “late-onset cues”) were displayed.  After 100 ms one of the segments of each X disappeared and the 
remaining segment changed color, producing a display of right-oblique and left-oblique lines in either green or 
red.  The entire display had exemplars of all four combinations of color and orientation, so that the search 
was technically always a conjunction-search task.  The subject’s task was to report whether the display 
contained a pre-specified item type (say a right-oblique green line).  As expected, the target was detected 
more rapidly when it had been precued by a late-onset cue, suggesting that subjects could directly access 
those items and ignore the rest.  There were, however, two additional findings that are even more relevant to 
the indexing theory.  These depend on the fact that we manipulated the nature of the precued subset to be 
either a single-feature or a conjunction-feature search. 

As mentioned above, a search of the entire display in these studies would always constitute a conjunction-
feature search.  However, the subset that was precued by late onset cues could be either a simple or a 
conjunction-feature subset.  So the critical question is whether the property of the entire display or the 
property of only the subset determines the observed search behavior.  We found clear evidence that only the 
property of the subset (whether it constituted a simple-search or a conjunction-search task) determined the 
relation between number of search items and reaction time.  This provides strong evidence that only the cued 
subset is being selected as the search set.  Notice that the distinction between a single-feature and a 
conjunction-feature search is a distinction that depends on the entire search set, so it must be the case that the 
entire precued subset is being treated as the search set; the subset effect could not be the result of the items in 
the subset being visited or in some way processed one by one.   



5-48 

 

Figure 5-9: Sequence of events in the (Burkell & Pylyshyn, 1997) study.  In the first frame the observer 
sees a set of placeholder X’s for 500 ms.  In the second frame, “late onset” placeholders appear for 100 ms, 
signaling the items that will constitute the search subset.  In the last frame all placeholders change to 
search items and the subject must try to find the specified target in one of the two conditions.  In the top 
display the target differs from the nontargets by one feature whereas in the bottom display on the right 
only a combination of two features distinguishes the target.  Note that the entire display contains all four 
types of items, so that relative to the entire display this would be a conjunction-feature search task. (The 
faint circles do not appear in the display – they are only for expository purposes). 

Of particular relevance to the indexing thesis was the additional finding in the Burkell & Pylyshyn study 
that when we systematically increased the distance between precued items there was no increase in search 
time per item, contrary to what one would expect if subset items were being searched for.  It seems that the 
spatial dispersion of the items does not affect the time it takes to examine them, even when the examination 
appears to be serial (e.g., the time increases linearly as the number of nontargets increases).  This is precisely 
what one would expect if the cued items were indexed and indexes are used to access the items without 
spatial scanning. 

The basic subset result has recently been replicated in a thesis by Elias Cohen using the Multiple-Object 
tracking method to establish indexes, instead of the late-onset method.  When all objects in an MOT 
experiment change into search items and the subject is required to search only among the tracked objects, the 
same results are found as were found in the Burkell & Pylyshyn experiments.  Such studies provide a clear 
picture of one of the properties of indexes that has not been emphasized in the earlier discussion: Indexes 
provide a direct access mechanism, rather like the random access mechanism found in all modern computers.  
Once certain elements or primitive visual objects have been indexed, one can make inquiries of them.  For 
each indexed item one can ask whether it is “red” or “slanted to the right” and so on.  Moreover, accessing 
the items for this purpose does not involve searching the display for a certain property – one can direct an 
inquiry concerning a certain visual property specifically at a particular item by using the index the way one 
uses a variable or a pointer in a computer data structure.  One can ask “Is item x red?” so long as x is bound 
to some primitive visual object.  Moreover, it appears that one can ask it directly of object x without first 
searching for an object of a certain type.  In other words, one need not search for a target by finding at object 
having a certain orientation property and then asking whether it has a certain color using a form of question 
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such as, “Is the item that fits the description ‘is slanted left and located two-thirds of the way between the 
fixation cross and the left edge of the screen’ colored red?”  But this is precisely the sort of process one 
would have to go through if one could not specify which item one had just found (i.e., one with a particular 
orientation) except by using a unique description of it. 

5.3.4 Inhibition of return 

In Chapter 4 (section 4.5.3) I described the phenomenon referred to as Inhibition-of-Return (IOR), 
wherein it takes longer for attention to return to an object that had been attended some 500 ms to 900 ms 
earlier (Klein, 2000).  This phenomenon, we saw, was largely object-based – in other words it was not 
primarily the previously-attended location to which attention was slow to return, but to the particular 
previously-attended object, which might have moved in the meantime (though location does appear to be 
relevant as well Tipper, Weaver, Jerreat, & Burak, 1994).  But it is also the case that IOR appears to operate 
simultaneously over several objects, suggesting that it is not the allocation of attention that results in IOR but 
something more like the indexing of objects.  For example, (Wright & Richard, 1996) showed that as many as 
4 objects can be inhibited at once.  (Sears, 1996) also reported that several loci could be inhibited in an IOR 
situation and showed that, as in the Burkell et al findings discussed in the previous section, there was no 
effect due to the distance between these loci, suggesting that the effect is both multiple and punctate just the 
way that we argued was the case with visual indexes. 

5.3.5 Subitizing 

Other studies have shown the power of this framework to account for a large class of empirical 
phenomena in which simple primitive visual objects are rapidly and pre-attentively individuated.  One of these 
is the phenomenon called subitizing (Jensen, Reese, & Reese, 1950; Kaufman, Lord, Reese, & Volkman, 
1949), whereby the numerosity (or cardinality) of sets of less than about 4 items can be ascertained rapidly, 
accurately, and effortlessly.  15  This is a particularly interesting application of Indexing theory inasmuch as the 
determination of the numerosity of a set of items is often taken to be the most elementary signature of what I 
have been calling individuation, in fact recognizing instances of the same individual is sometimes referred to 
as recognizing the numerical identity of the two instances (the English words “recognize” and “identity” do 
not distinguish between the sense in which one might recognize some X as being another instance of a 
particular individual, as opposed to recognizing X as some known object).  It has been know that enumerating 
sets of 4 or fewer items takes about 60 ms per item (we call this the subitizing slope).  Above this number the 
enumeration rate goes up to 100-200 ms per item (we call this the counting slope). 16  The question of why 
the slopes should be different has been the subject of speculation and various alternative explanations have 
been offered (see the review in Trick & Pylyshyn, 1994b).  Subitizing clearly involves both individuating 
items and enumerating them in some way in order to judge their numerosity.  Judging the numerosity of the 
set of items appears to be a serial process involving visiting each item.   But what about the individuation 

                                                 
15 Some writers have quarreled with the claim that subitizing and counting involve different processes.  For example (Cordes, 
Gelman, Gallistel, & Whalen, 2001), have argued that an analysis of error variance shows that the enumeration of both large and 
small numbers exhibits a constant coefficient of variation (ratio of variance to magnitude), which is a signature of analogue-based 
noise, and therefore suggestive of analogue processing.  I do not make claims here about how the enumeration is carried out 
(whether by serial counting or by incrementing an analogue accumulator) or how the resulting magnitudes are represented.  My 
principal claim – and the one to which the experiments described here are directed – is that a prerequisite for enumeration is a 
stage of preattentive individuation and access, which is what visual indexes are meant to provide. 

16 The transition between the two parts of the curve was determined by analyzing linear and quadratic components of the pattern 
of increasing reaction time with increasing number of objects n to be enumerated.  Items that are subitized undergo a change at 
some value of n when the quadratic component of the trend becomes significant.  This is taken to be the subitizing point (see, 
Trick & Pylyshyn, 1994b).  For sets that are not subitized there is no value of n at which the curve first attains a significant 
quadratic trend (in most cases the quadratic trend is significant for all n > 2). 
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stage?  It was shown by (Sagi & Julesz, 1984) that the shallow subitizing slope of about 60 ms per item is 
itself not due to the process of individuating items but to the subsequent enumeration process.  They 
demonstrated this by showing that the slope is essentially zero when the task is to judge which of two 
displays (of size 2 vs. 3 or 3 vs. 4 items) is more numerous.  This is not true outside the subitizing range, 
where the numerosity of the set does matter a great deal.  But if the slope is due to the “counting” process, 
why is the slope larger for sets of more than 4 items?  Our surmise is that in the small (subitizing) sets, the 
items are individuated pre-attentively and in parallel by the indexing mechanism.  The enumeration can then be 
achieved without scanning and searching for the items and enumerating them in the process.  By hypothesis, 
the indexes provide a direct access mechanism to the items (and indeed it may be possible to enumerate the 
active indexes themselves).   But if there are more than 4 or so items in the display, they cannot all be indexed 
so they must be located one at a time and their number determined by some process – perhaps estimating, or 
perhaps (as Mandler & Shebo, 1982, have suggested) by segregating the elements into smaller groups, and 
then subitized and adding the results.  Thus we hypothesized that indexes would play the decisive role in 
enumerating items in the subitizing range.  Our analysis of the data yielded strong evidence for this view.  The 
following two findings are particularly relevant. 

(1) Subitizing does not occur when pre-attentive individuation is prevented.  We have shown that when 
feature clusters are not automatically individuated and indexed by the early visual system, no subitizing occurs 
(Trick & Pylyshyn, 1993; Trick & Pylyshyn, 1994a, 1994b).  If, for example, targets are defined by conjunc-
tions of features (which we have seen means that to identify them one has to focus attention on them one at a 
time), there is no special subitizing slope – the enumeration slope is continuous (and high) throughout the 
range of numerosities.  Similarly if items to be enumerated are defined by a property known to require focal 
attention for its detection, then no subitizing is observed.  One example of this, discussed in Chapter 4, is the 
enumeration of figures that are arranged concentrically (as opposed to located side-by-side).  Concentric 
squares (illustrated in Figure 4-5 and Figure 5-10) cannot be subitized, presumably because we cannot 
individuate them as individual whole figures without tracing their boundaries.  

 

Figure 5-10.  Graph of reaction time versus number of items enumerated, for several conditions examined 
in (Trick & Pylyshyn, 1993).  Concentric squares do not show the characteristic “knee” in the curve that 
is the signature of subitizing. 

Another related condition that we examined is the task of enumerating all items lying on a particular 
contour (as shown in Figure 5-11).  This condition does not allow subitizing since evaluating the property “on 
the same contour” requires serial scanning (as Jolicoeur, Ullman, & Mackay, 1986, showed).   Similarly, 
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subitizing does not occur when items appear gradually (Wright & Richard, 1995), presumably because the 
gradual appearance of objects does not capture visual indexes. 

 

Figure 5-11. Example of a display in which observers had to enumerate either all black dots or all dots 
lying on the same contour.  Only the former exhibited subitizing (based on Trick & Pylyshyn, 1993) 

(2) The spatial layout of a display is unimportant in subitizing.  We have shown that the varying the 
spatial distribution of objects in a display or even precueing the locations of objects (with either valid or invalid 
location cues) is relatively unimportant in the subitizing range but critical in the counting (n > 4) range (Trick 
& Pylyshyn, 1994b).  These findings are consistent with visual indexing theory which claims that the 
cardinality of the indexed subset can be determined by counting the objects that were indexed without having 
to spatially scan focal attention over the display (since indexes makes it possible for objects to be accessed 
directly without search), or even by just counting the number of active indexes.  In either case, indexing 
eliminates the need to search a display for the items to be enumerated and therefore renders location cuing or 
using patterned displays less relevant. 

These studies show that a preattentive stage of item individuation is critical for subitizing.  Such a stage is 
postulated for entirely independent reasons by the present theory.  (Simon & Vaishnavi, 1996) have argued 
that it is this individuation stage that is responsible for the limitation in the number of objects that can be 
subitized.  Using an afterimage display they showed that even when indefinite time is available for counting, 
the subitizing limit remains.  They take this as supporting the contention that it is not the task of counting that 
is the source of limitation, but the ability to individuate items.17 

Note that counting has been used as a paradigm example of why concepts are needed in order to pick out 
individuals.  In order to count things, one must first specify what sorts of things are to count as separate and 
distinct things.  So, for example, one cannot say how many there are in the room without stipulating 
conceptual categories by using terms, called sortals, such as “furniture”, “lamps” “people” and so on, that 
specify countable things (as opposed, say, to things that are also designated by nouns like water, air, wind, 
talk, or by adjectives like green or big).  How is it possible then, to count or subitize without the top-down 
involvement of the conceptual system?  If our interpretation of the subitizing studies is correct, it suggests 

                                                 
17 Some question has recently been raised as to whether the limit on the number of objects that could be enumerated in the (Simon 
& Vaishnavi, 1996) study might be due to the eccentricity of the targets being counted.  (Intriligator, 1997) found that “attentional 
resolution” or the ability to individuate items (which is distinct from the ability to discriminate them) falls off with retinal 
eccentricity, suggesting that this in itself may account for the Simon and Vaishnavi finding.  However this can’t be the whole 
story since allowing eye movements in subitizing does not improve counting accuracy in general, except where it helps to group 
haphazardly arranged items (Kowler & Steinman, 1977).   Moreover, even if the particular numerical limit reached in the Simon & 
Vaishnavi study resulted from loss of attentional resolution further from the fovea, it still remains true that the limit was indeed 
due to the individuation stage of the process since attentional resolution is measured in terms of the ability to individuate objects. 
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that it is possible to count active indexes without specifying what they index.  On the other hand this does 
presuppose that one intends to count indexes rather than thoughts or some other mental particulars.  So at 
that level, sortal concepts are involved in counting, just as descriptivist theories suppose.  But the conceptual 
system is not involved earlier in specifying the individuals that elicited indexes.  Of course in cases where one 
counts something other than primitively indexed objects, we do need a concept or sortal to pick out such 
individuals.  For example, in the studies reported in (Trick & Pylyshyn, 1994b), there were conditions in 
which observers were asked to count objects that had certain properties.  In that case a conceptual selection 
is presupposed.  In fact it is even presupposed in some of the popout cases, as when one is asked to count 
X’s in a field of O’s or red things in a field of green things.  Counting and search may invariably involve a 
conceptual aspect in a way that tracking may not. 

In this section I have presented several types of empirical evidence supporting the view that there are 
mechanisms in early (pre-conceptual) vision that pick out individual primitive objects in a way that depends 
only on the structure of the early visual system and not on what the organism knows or believes.  We have 
also shown that this mechanism (called a visual index or FINST) is capable of independently picking out 
several (around 4 or 5) such objects and of keeping track of them when they move around independently in 
unpredictable ways.  There is more than can be said about the properties of this mechanism (and some of this 
has been presented in various publications e.g., Pylyshyn, 1998; Pylyshyn, Burkell, Fisher, Sears, Schmidt, & 
Trick, 1994).  The forgoing provides some of the basic empirically-motivated reasons for the postulated 
visual indexing mechanism, and thus supports our claims about the relation between mental representations 
derived from visual perception and the world we perceive.  I now turn to the more general issue of why we 
need such a link. 

5.4 Why do we need a special connection between vision and the world? 

The notion of a visual index, introduced in the last section in the context of certain phenomena of visual 
attention, has much broader implications beyond clarifying the nature of visual attention and showing the 
existence of a preattentive stage of item individuation and access.  It helps us to understand how visual 
perception connects with particular individual things in the world.  This may at first seem like a function 
already entailed by the very idea of vision, for after all is not vision itself what connects us with the perceived 
world?   Of course this is true, but the usual kinds of theories of world-mind connection are incomplete and 
inadequate for many purposes.  For example, the usual view of vision is that it is a process that constructs a 
representation of the perceived world.  We have already seen that there is some argument about the nature of 
this representation, and indeed, whether there is a single representation or many.  Some feel that the early 
representation is picture-like, with the picture being laid out spatially, say in primary visual cortex.  Marr’s 
“primal sketch” is, in part, such a representation, though it is augmented with tags that provide symbolic 
information concerning the depth and orientation of surfaces, as well as information about how certain local 
features are grouped to form clusters.  Others feel that the evidence favors the view that the output of the 
early visual system is a symbolic representation that is more language-like in that it uses a descriptive 
vocabulary of varying abstractness and, by the time it presents the information to the cognitive system, it no 
longer maps world space onto brain space (or some analogue surrogate) in the representational system.   I 
discussed some of the arguments in Chapter 1 and I will have more to say about these issues in Chapter 7.   

Whatever the ultimate verdict on the nature of visual representation, however, there remains the question 
of how the system represents the fact that certain parts of its representation of a scene correspond to certain 
particular parts of the perceived world.  If you take the descriptivist view you need a way to specify which 
particular token individual in the world corresponds to a particular symbol or expression in the description.   
If you take the pictorialist view, you need a way to specify which part of the mental picture corresponds to 
which part of the world.  Even if the mapping were one-one and the mental picture preserved all the visible 
3D details of the scene (which we know cannot be the case, both for information-theoretic and empirical 
reasons, see O'Regan, 1992; O'Regan, Deubel, Clark, & Rensink, 2000; Rensink, O'Regan, & Clark, 1997; 



5-53 

Simons, 1996), you still need a way to specify that this bit of the representation to corresponds to that bit of 
the world.18  Such a mapping of correspondences is essential if the visual process is to make connections 
among representations of objects in successive glances across saccades and successive elaborations of the 
representation over time.  Such a correspondence matching is also necessary if vision is to make connections 
with the motor system to carry out such actions as moving one’s eye or one’s hand in order to reach and 
grasp a particular individual (token) object.  The motor system cannot individuate objects by virtue of their 
unique description; it has to have some more direct reference to them.  The option of specifying the object by 
its allocentric coordinates is discussed in sections 5.2.1.1, 5.4.2 and elsewhere.19 

What I call a “pure description” view has been the standard form of representation in both artificial 
intelligence and cognitive science.  A pure description is roughly one that uses only a structured arrangement 
of codes for properties and relations (technically, only predicates and variables bound by quantifiers) in 
describing a visual scene (for technical details see note 17).  Roughly, such representations refer to objects by 
providing conditions of satisfaction (i.e., description R refers to object O because the description is satisfied 
by O, or is true of O).  Such representations might say such things as “There is a unique object that has 
properties P1, P2, P3, …”  or “The object that has properties Pi… bears the relationship R to the object that 
has properties Pj” and so on.  The important thing is that objects are picked out by definite descriptions.  
(Sometimes, in computational models, objects may be referred to by names such as Object-5, as illustrated in 
Figure 5-13.  Such names are generally not true proper names, whose reference remains rigidly fixed 
regardless of context, but only abbreviations for a description.)   Pure descriptive representations do not use 
deictic terms such as “I” or “you” or “now” or “this” or “here,” none of which can be understood (none of 
which succeeds in referring at all) without specifying the context in which they are asserted. 

Despite the widespread use of descriptive representations, this form of representation will not do in 
general for a number of reasons.  In what follows I will concentrate primarily on one empirical reason, based 

                                                 
18 It’s not enough to say that this bit looks like that part of the world, since the latter formulation (“that part of the world”) is not 
available to a visual system that only has pictorial representations (or, for that matter, descriptive representations as well).  The 
correspondence of part of a picture to part of the world also cannot be carried out by something like template matching since a 
visual representation is too abstract and ambiguous for that, as Locke noted over 300 years ago. 

19 There are at least two different ways for dealing with the problem of how to command the motor system to carry out some 
action on a particular visible object – both of which have been adopted by robot designers and neither of which is an empirically 
valid model of how it is done by the human visual-motor system.  One way relies on error-driven control and requires that the 
visual system detect both the object and the limb (or whatever is being moved) and then issue a command to move the latter in 
such a way as to decrease the distance between them (which means that the visual system at least needs to encode relative 
distances along some monotonic scale that is calibrated against the motor system).  This method cannot account for the multiple-
object tracking results described earlier.  The other way to deal with the gap between vision and motor control is to include 
numerical coordinates among the descriptors generated by the visual system.  An encoding of proximal location, together with an 
encoding of the orientation of eyes, head and body in an allocentric (global) frame of reference makes it possible to compute the 
3D location of an object in space, calibrated in relation to the organism (or robot).  In this way the motor system can be told 
where to move a limb in terms of world coordinates.  However, this option assumes the availability of a complete metrical model 
of 3D space, which is accessible to the motor system as well as the visual system, and which specifies the location of all relevant 
objects, including the organism itself,.  This is an option that we discounted on empirical grounds in chapter 1.  In the absence of 
such an internalization of the world we are back where we started because the problem of uniquely picking out particular 
individuals reduces to the problem of uniquely picking out particular places in the representation.  However, even if this way of 
picking out individuals were possible, it would not eliminate the need for demonstratives or indexes.  Even if we have the 
coordinates of a particular object, there still remains the question of whether the object we pick out in this way is a certain 
particular individual object we are seeing (i.e., this object).  We need such a fine grain of individuation because wanting to pick up 
a particular object is different from wanting to pick up the object at a particular location.  Because our intention can include the 
goal of picking up that particular thing we must have a way to represent such an intention.  This is why we not only need indexes 
but we have to be able to bind the indexes in two modalities – visual and proprioceptive (a problem upon which I speculated in 
the original expository paper; Pylyshyn, 1989). 
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on the fact that visual representations must be built up over a series of glances or over a series of what might 
be called noticings, which raises the problem of establishing correspondences between objects at different 
times or in different views.  This correspondence problem is one of several reasons for the inadequacy of the 
“pure description” view.  Later I will briefly mention other reasons why the pure description view will not 
work, and I will introduce some more general arguments why we need to augment the types of referential 
terms to include visual indexes, which in many ways work like demonstrative terms like “this” or “that.”  This 
augmentation is needed in order to meet some important requirements on visual representations, especially 
when they are used to guide actions. 

Consider first the argument from incremental construction of visual representations.  It is clear that visual 
representations are built up over time.  There are many reasons for this, some of them empirical and some 
conceptual.  For example, in section 3.3.1 I examined some empirical evidence for the articulation of the 
visual process over time.  Also, as we saw in chapter 4, the capacity of the visual system is limited and this 
results in the necessity of allocating attention and consequently leads to a serial component in visual 
processing. (Tsotsos, 1988) has argued from a computational, as well as neuroscience perspective, that the 
function of serial attention allocation is to ameliorate the computational complexity of vision.  Indeed, (Ullman, 
1984) has made a case that, even if there were no resource limitations in visual information processing, 
certain visual properties, by their very nature, could only be decided in a serial fashion using what he calls 
“visual routines”.  

Another important reason why visual representations must be built up incrementally is the fact that the 
eye, through which all visual information must ultimately pass, has a highly limited spatial bound and requires 
frequent eye movements to build up a percept.  In Chapter 1 we saw that a superposition explanation of this 
saccadic integration process runs seriously afoul of the empirical data.  Yet anything else raises the question of 
how information from one glance is integrated with information for a successive glance.  Some people have 
proposed what amounts to a “descriptivist” mechanism for establishing correspondence across glances.  For 
example (Currie, McConkie, & Carlson-Radvansky, 2000; Irwin, McConkie, Carlson-Radvansky, & Currie, 
1994; McConkie & Currie, 1996) have suggested that on each fixation the properties of one significant 
benchmark are encoded and on the next fixation those properties are used to locate the benchmark through a 
fast search.  The location of the re-identified benchmark is then used to calibrate the location in space of other 
items in that fixation.  However this relocation-by-description idea seems implausible for a number of different 
reasons, even if the relocation could be accomplished in the short time available.  One reason is that it ought 
to lead to frequent and significant errors (and failures of visual stability) when the scene is uniformly textured 
or otherwise free of unique features.  Another is that in order for information from a pair of benchmark 
objects (in two successive fixations) to calibrate locations of the other items one would have to establish a 
metrical mapping between real 2D inner displays – a view that we have already seen runs contrary to a great 
deal of evidence (and which the authors of the benchmark proposal themselves eschew).  

The need to build up visual representations incrementally over time brings with it the problem of 
establishing a correspondence between individuals in successive representations (or glances) of the visual 
world.  Can this correspondence be established within a purely descriptive visual representation?  Can we 
provide a description rich enough to allow correspondences to be established?   Sometimes there is a unique 
description in a certain setting (e.g., “the object in the bottom left of the visual field” or “the only red object in 
the room”).   But a description that uniquely picks out a particular individual would typically have to be 
changing as the object changes or moves – or else the description would have to include temporal properties 
(it would have to be tensed or time-stamped) which would mean that it picked out an entire temporal history 
of the individual (a “space-time worm”).  Also the only unique description is often one that is not available to 
the cognitive system (e.g., allocentric coordinates of objects in the distal scene, or even of their projection on 
the retina).  Even if it were possible to provide a unique description of parts of a scene, based on the 
immediate proximal input, there would still remain the problem of computing a mapping from this 
representation to the global representation being constructed.  Because objects have a recursive part-whole 
structure, such descriptions are typically complex tree-like structures.  As a result, the mapping problem is 
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itself generally computationally intractable (it is technically what is known as an NP-complete problem whose 
complexity increases exponentially with increasing size of the description).  And finally, even if all such 
technical problems were solved, we will see in section 5.4.1 below that one would still be left without a 
critical link that determines which individual in the visual world is the one referred to in a description.  That’s 
because a uniquely specifying description is different from a direct causal connection, in ways that I will try 
to explain later. 

In addition to the above considerations, there are a number of empirical reasons to believe that human 
vision does not work solely in terms of visual descriptions.  A critical case arises when a visual representation 
is constructed incrementally.  Suppose we have a representation of some scene and then we notice a new 
property Q of some object in it (even assuming no intervening eye movement).  In order to integrate 
information from the new visual episode with past information, we must incrementally add this information to 
our visual representation.  Now we have the following problem: To which object in memory do we attribute 
the new property Q?  When we detect the new property Q, we detect it as the property of a particular object 
x – we do not detect it as occurring on some object that happens to also have property P.   In other words 
our property detector says something like “Red at Object X” and not “Red on object-with-shape-S”.  But, 
according to the pure description view, our memory representation only individuates objects by their 
properties (by their descriptions).   If we are to increment our visual representation by adding to this 
description, then when we noticed that a new property Q holds of a certain object, we need to locate the 
representation of that object in our evolving visual representation in order to add to it the fact that we now 
know it has property Q.  In other words we would have to do something like the following.  First we would 
have to find a unique descriptor of the object in question that does not involve the new property Q.  Let’s say 
that this unique descriptor is P.  Then we would look for an object in memory that is represented as having 
property P.  Assuming that this retrieves a unique object and that it is the same object that we now noticed to 
have property Q, we would replace the previous description with the new augmented description that includes 
both the original property P and the new property Q.  This, of course, assumes that the currently-unique 
descriptor P was the one which was associated with the object in a previous episode, which is in general not 
true – especially for properties, like location, that change frequently.  (If the representation were encoded in 
predicate logic, we would also have to make sure that property P and property Q are represented as occurring 
on the same object.   The way to specify that two properties hold of the same object is by introducing an 
equality statement asserting that the object of which P holds and that of which Q holds are the same object.)   

If we succeeded in going through this process, we would have augmented our representation of a certain 
object to include the newly noticed property.  Now if a further property R of the same object is detected at 
some later time, we would have to go through this process all over; the newly augmented descriptor would 
have to be inferred based on the current properties of the object in question and used to retrieve the object, 
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which would then be augmented (or modified) to include the newly noticed property R, and so on.20   We can 
easily show that this could not be the process by which correspondence is established in the incremental 
computation of a visual representation, or by which the correspondence between object representations at 
different times is solved, at least in certain situations.  For example, in the case of the multiple object tracking 
task, we showed that even if the visual system had an encoding of location on the screen for each of the 
objects being tracked, it could not update locations fast enough (given what we know about the speed of 
attention scanning) to enable 4 objects to be tracked under the circumstances involved in these experiments 
(see section 5.2.1, and Pylyshyn & Storm, 1988). 

Notice that if we had a direct way to refer to token individuals, as well as a way to tell whether a 
particular token individual was the one being referred to, we would not run into the problem of locating and 
updating (momentarily unique) descriptions of objects; we would simply assert that a particular object, say 
the one referred to as Xi, had certain properties and when we found out it had additional properties we would 
add those to the representation of that individual.  Of course in that case we would need to be able to detect 
that a particular object that just came into view was in fact object Xi and not some other object.  This, in 
general, is a problem that may involve all the faculties of the cognitive system.  However, so long as the object 
remains in view (but see note 21) and so long as the visual architecture has certain properties (such as those I 
discussed in connection with the theory of visual indexes) a major subset of this problem may be solvable.  
This is exactly what visual indexes are for.  They are there to enable vision to refer to particular token things, 
as illustrated in Figure 5-12. 

                                                 
20 Here is a somewhat more technical way to put what I have been saying.  A “pure description” can be understood in relation to 
descriptive statements in predicate logic in which all variables are bound by quantifiers.  Thus an assertion that says an object has 
property P can be represented as the first-order logic expression ∃xP(x). (Actually, if the description is to specify that P picks 
out a unique object it would have to be ∃x[P(x) ∀ (y)(P(y) ⊃ (x=y)]. )  This description does not say which object has property 
P.  It is up to the visual system to find and pick it out if something further is to be made of it (but see section 5.4.1).  If we 
augmented our visual representation by adding clauses to a pure description, for example when we notice that some additional 
property Q holds of a certain object, we would have to do something like the following.  First we would have to find a unique 
description by which the object in question might have been encoded earlier, say the complex one given above. Then, on the 
assumption that the earlier description applies to the object that was now noticed to have Q, we would conjoin the stored 
description with the new property Q, resulting in the augmented description ∃x{P(x) ∧ ∀(y)(P(y) ⊃ x=y) ∧ Q(x)}.  (Inclusion of 
the equality in this expression would be justified if we found the descriptor ∃xP(x) stored with the object that was noticed to have 
Q, thus suggesting that it was the same object – so far as the visual system was concerned – and therefore we would state this 
equality explicitly.)  If a further property, R, of the same object is detected at some later time, this new augmented descriptor 
would have to be retrieved and checked against the current properties of the object newly-noticed to have R.  If it matches, then 
the description would be updated again, resulting in the new description ∃x{P(x) ∧ Q(x) ∧ ∀(y) (P(y) ∧ Q(y) ⊃ x=y) ∧ R(x)}.  
Clearly this is a grotesque way to incrementally construct visual representations. 
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Figure 5-12.  Schematic illustration of how visual representations maintain a causal connection to 
particular token objects in the visual scene. 

  

5.4.1 Essential demonstratives 

The problem of updating representations (and of solving the correspondence problem for individual 
objects over time) is actually much deeper, and indexes or visual demonstratives are needed for more 
fundamental reasons than this story suggests.  Despite our working assumption that we can identify token 
items in a scene by providing a unique description, there is in fact a gap in that story that I glossed over.   
Think of the visual system as sending messages to the cognitive system and vice versa (a somewhat 
simplified story that is close enough for our purposes).  Suppose the visual system sends the message “there 
is an object with properties P and Q in the scene”.  Now suppose the cognitive system decides to do 
something that involves the object in question.  If the action is a visual inquiry, it can send the following query 
to the visual system; “Does the object with properties P and Q also have property R?”  But notice that vision 
and cognition have different sorts of access to the object.  While in principle the visual component has access 
to which object is being referred to (it evaluated the predicates P(x) & Q(x) for a particular x), the cognitive 
component can only refer to the object by the description provided by vision, so it is only the visual system 
that can pick out or identify the particular object token in question.  A consequence of the modularity of 
vision is that the information flow between vision and cognition is restricted in certain ways – in this case we 
are assuming that vision did not deliver a direct way of specifying x, such as a proper name of object x.  This 
is why there is a problem about whether objects described in two separate views are the same object.  
Establishing a correspondence between two descriptions requires making a cross-system judgment: It 
requires establishing whether an object described as having properties P and Q in one description is the very 
same object that is described as having properties P and R in another description.  If the visual system could 
locate objects corresponding to both descriptions in its field of view it could see whether they were the same 
because it could see that there was only one object token despite there being two distinct descriptions.  But 
the cognitive system does not itself enjoy this capability; all it knows (according to the “pure description” 
option) is that it has two distinct representations.  This dilemma leaves the cognitive system unable to refer to 
particular object tokens, and therefore to take actions towards a particular object token.  It cannot, for 
example, decide to reach for a particular object, since, according to the pure description view, particular 
object tokens are not part of the representational repertoire of the cognitive system (or, for that matter, of the 
motor system) in the sense that in the descriptive view the cognitive system can’t represent a particular 
individual object qua individual – i.e., irrespective of its properties.  The cognitive and motor systems can 
only represent facts about some object that has certain properties, not about a particular object token 
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(understood transparently, i.e., that object).  Another way to put this is that the visual system and the 
cognitive system are stuck with different vocabularies. Only the visual system can pick out individual objects 
by their descriptions and it cannot pass this selection to the motor system using visual descriptors. 

The way that we often pick out particular unique individuals when we use linguistic descriptions is by 
using demonstratives terms such as this or that (or sometimes by giving the individuals distinct names).  Note 
that this way of picking out individuals requires a mechanism over and above the apparatus of pure 
description.   It is not equivalent to individuating objects by their properties, including their locations.  
Whether or not picking out objects by providing location information (such as their coordinates in some frame 
of reference) is the way our visual system does it is an empirical issue.  Some of the evidence I have cited 
suggests that the human visual system independently detects, and provides access to, what I have called 
primitive visual objects, and then (optionally) encodes various of their properties – including such properties 
as their color, shape and location.  This does not mean, however, that location plays no role in individuating 
objects.  The theoretical question for us reduces to whether it is possible for visual indexes to point to 
locations as such (i.e., to unfilled places), and that question is not yet settled experimentally (although there is 
some evidence that indexes can persist at a location after the object has disappeared and that at least unitary 
focal attention may move through the empty space between objects, though perhaps not continuously and not 
at a voluntarily controlled speed – see note 1 and section 6.5.3). 

As a number of philosophers have pointed out (e.g., Perry, 1979), the issue of the inadequacy of pure 
descriptions arises from the fact that a pure description cannot encode certain sorts of beliefs, in particular 
beliefs that depend on how and where one is situated in the world (that involve deictic references).   And it is 
these beliefs that determine many kinds of actions.  A purely descriptive representation does not connect with 
the world in the right way: there remains a gap between representing the fact that there is something having 
certain properties and representing the fact that this very thing has those properties.  Knowing, as a matter of 
fact, that by extrapolating “the pointing stars of the Big Dipper” one can locate the North Star is not the same 
as knowing that extrapolating from this star and that star (or from stars named Merak and Dubhe) will locate 
the North Star.21  Only the latter belief will lead you to take certain actions when you are lost.   You must at 
some stage have a representation that connects, in this epistemically direct way, with the token objects upon 
which actions must be based.   John Perry gives the following example of how the decision to take a 
particular course of action can arise from the realization that a particular object in a description and a 
particular thing one sees are one and the same thing. 

The author of the book Hiker’s Guide to the Desolation Wilderness stands in the wilderness 
beside Gilmore Lake, looking at the Mt. Tallac trail as it leaves the lake and climbs the mountain.  
He desires to leave the wilderness.  He believes that the best way out from Gilmore Lake is to 
follow the Mt. Tallac trail up the mountain …  But he doesn’t move.  He is lost.  He is not sure 

                                                 
21 We could also refer to individuals by using proper names (as I just did) since proper names also refer directly (at least according 
to certain views) but I will not consider this way of referring to objects (although I do in fact appeal to this way of referring to 
objects using what I call the “discrete reference principal” for tracking objects in MOT,  Pylyshyn, submitted).  The question has arisen 

whether visual indexes are more like demonstratives or more like proper names.  The referents of deictic terms such as demonstratives is relativized to the context of utterance.  So indexes 

are like demonstratives insofar as they have a computable reference only in a particular context, i.e., the temporally extended one in which the referents remain available to perception 

(although, as we have seen, because of the exigencies of the visual system, this can also include relatively brief periods of time when the objects are actually occluded).  On the other 

hand, we also need indexes to designate objects so that we can determine their correspondence across views.   Even if the objects remain continuously in view, if indexes are a type of 

demonstrative, there is a point when we need to conclude that this object is the same as that object.  Different views are different deictic contexts, so if the index is viewed as a 

demonstrative it initially has a different referent in the two views and the identity of these two referents has to be independently inferred.  This is the 
correspondence problem discussed earlier.  On the other hand, names refer to individual objects so they don’t have this problem.  However, they differ from indexes 

in that they continue to refer even when the objects are not in view, in fact long after the objects are gone (names are forever).  Clearly visual indexes are not 

exactly like either demonstratives or names.  It’s an open question whether it is better to say that indexes refer all the time but their referents are only computable when the objects are 

in view, or to say that, like demonstratives, what they refer to is relative to the context of utterance.  It depends on whether you are more interested in how their semantics turns out or on 

how they are computed and how they function. (I thank Jerry Fodor and Chris Peacocke for sharing with me their useful – though opposite – views on this question.) 
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whether he is standing beside Gilmore Lake, looking at Mt. Tallac, or beside Clyde Lake, looking 
at the Maggie peaks.  Then he begins to move along the Mt. Tallac trail.  If asked, he would 
have to explain the crucial change in his beliefs in this way: “I came to believe that this is the Mt. 
Tallac trail and that is Gilmore Lake”. (Perry, 1979, p4) 

The point of this example is that in order to understand and explain the action of the lost author it is 
essential to use a direct reference to pick out particulars.  This can be done in language using demonstratives 
such as this and that.  Without a way to directly pick out the referent of a descriptive term and to link the 
perceived object token to its cognitive representation, we would not be able to explain the person’s actions.  
The same applies to incrementally creating visual descriptions of the sort I have been discussing.  Unless at 
some point one can think the equivalent of “this has property P” one cannot refer to particular object tokens in 
a way that will allow it to be bound to the arguments of a visual predicate or to serve as the basis for action 
(e.g., to point towards or grasp the token object in question).  But what I have called a “pure description” 
does not allow us to do that. 

What all this means is that the cognitive representation of a visual scene must contain something more 
than descriptive information in order that it may refer to individual visual objects. What is needed is a device 
for ensuring that we can find correspondences between parts of an evolving visual representation and token 
visual objects – the way we could if we could label individual objects in the world.  What we need is what 
natural language provides in part when it uses names (or labels) that uniquely pick out particular individuals, 
or when it embraces terms like “this” or “that” – terms referred to as demonstratives.  With such a 
mechanism we can refer to particular individuals, and in so doing we can elaborate descriptions while 
ensuring that we continue to describe the same thing.  And we can also keep track of a partic ular individual 
object, as the same object, even while it changes its properties and moves in an unpredictable way.  This latter 
requirement should now make it clear that the function we need is precisely the one that was postulated in our 
theory of visual indexes.  According to our theory, visual indexes realize the equivalent of a direct reference, 
much like a demonstrative, within the visual system.  

Apart from being able to refer to particular individual objects as such, another advantage of having a 
mechanism like a visual index is that it makes it possible to use a particular efficient strategy (which Ballard, 
Hayhoe, Pook, & Rao, 1997 have dubbed a “deictic strategy) in dealing with the visual world.  In the deictic 
strategy people only encode aspects of the visual scene that are relevant to a particular task, and they rely on a 
deictic reference mechanism for getting back to encode more as the need arises.  We saw earlier that the rich 
panorama of perceptual detail that we feel we have access to in vision is not only illusory, but also 
unnecessary, since the world we are observing is there before us to examine and re-examine as we need.  
There is considerable evidence (some of it sketched in Chapter 1) to suggest that the visual system makes use 
of this fact by not encoding a rich and informationally dense panorama.  Rather, it records those aspects that 
are relevant to some task at hand, whether it’s a problem being solved or merely some theme that it is 
pursuing for its own intrinsic interest.   

Take, for example, the study by (Ballard, Hayhoe, Pook, & Rao, 1997).  They showed that when subjects 
carry out a task of reproducing a pattern of colored blocks by using a supply of additional blocks provided for 
the task, they appear to memorize very little of the target pattern on each glance, relying instead on their ability 
to move their eyes back to re-examine the source pattern.  They appear to encode only something like the 
relative position or color of one or two blocks – far less than they could recall in short-term memory).  
Instead of memorizing the pattern they keep glancing back to it, picking up bits of information each time.  
Such a strategy (which Ballard et al. call a “deictic strategy”) is a useful one if making an eye movement is by 
some measure less costly than encoding and recalling several items of information.  Such a strategy is only 
feasible, however, if there is some easy way to keep track of where (in the sense of “at which object”) the 
relevant information is, without actually recording the details of what the information is that is at that object.  
This, in turn, implies a mechanism like a visual index.  In fact it suggests that we have several such indexes 
(around 4 or 5), just as do the multiple-object tracking experiments discussed earlier.  What would not make 
sense is to recall where the relevant visual information was by storing a unique description of the object in 
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question.  That would nullify the point of the deictic strategy.  Since there is already considerable evidence for 
the existence of multiple indexes in the visual system, the deictic strategy makes a great deal of sense. 

5.4.2 Situated vision for robots 

In the field of artificial intelligence and robotics there has been a growing interest in the use of strategies 
such as the “deictic” strategy discussed by Ballard et al.  Some of this interest developed among investigators 
interested in showing that cognition is “situated” – a term used to emphasize the role played by environmental 
information in cognitive activity (some proponents of the “situated” camp even maintain that no 
representations of any sort are needed to guide robots Brooks, 1991, a thesis which I believe is demonstrably 
false even though it contains the germ of an important insight).  The basic idea that the real environment 
provides an important basis for thinking and planned has been widely explored.  For example, (Simon, 1975) 
describes a variety of strategies for solving the “Towers of Hanoi” problem,22 one of which, often adopted by 
people solving this problem, relies on the actually visible positions of disks on pegs for keeping track of the 
current state of problem solving, instead of relying on memory.  The same is true of more mundane problems 
like addition or subtraction.  (VanLehn & Ball, 1991) showed that in solving problems in simple arithmetic, 
subjects did much of their planning and keeping track of their subgoals by relying on the numerical display 
itself.  The claim that Van Lehn and Ball make is that accounts of human problem solving overemphasize 
planning and plan following to the exclusion of what they call the externalized or situated nature of memory, 
and especially of goal memory.  They claim that much of human behavior is “situated” rather than being 
“planned” where the latter refers primarily to the ideas of planning that were developed in the field of artificial 
intelligence in the 1970s, where formal “planning systems” typically generated completely specified plans in 
advance of their execution, as a series of steps to be carried out to achieve some goal (see, e.g., Georgeff, 
1987).  This idea of formal plan generation has come under criticism in a number of quarters as relying too 
little on information held in the environment.  Alternative proposals such as “reactive planning” have been 
proposed (Kabanza, Barbeau, & St-Denis, 1997), and it has led to the study of what is referred to as “situated 
actions” (Suchman, 1987).  These ideas are very much in the spirit of the visual index theory inasmuch as 
indexes are mechanisms by which representations in memory can be integrated with information in the visual 
environment (as I tried to show in Pylyshyn, 2001b). 

There has been considerable interest in the idea that a better way to describe the world for a robot might 
be in deictic terms, that is, in terms that make essential reference to such contextual concepts as “myself,” 
“here,” “now,” “this,” “that,” and so on, whose referents are indeterminate outside of the specific occasion of 
their use.  Although artificial intelligence researchers rarely talk in these terms (for a notable exception see, 
Lespérance & Levesque, 1995), the spirit of this approach can be seen in what are sometimes called “situated 
vision” and or “situated planning”.  The reasons for favoring such an approach are related to the reasons I 
have explored for needing visual indexes, and that philosophers have given for the needing “essential 
demonstratives” (discussed in the previous section).  The alternative to the use of deictic terms is to describe 

                                                 
22 The Towers of Hanoi problem is attributed to Edouard Lucas, who in 1883 published it in a four-volume work on mathematical 
recreations under the name of M. Claus (an anagram of Lucas).  But the problem has also been associated with an ancient legend.  
Douglas Hofstadter’s Metamagical Themes column in the March 1983 issue of Scientific American (vol 248, p16-22), describes 
the legend colorfully as follows. “In the great temple of Brahma in Benares, on a brass plate under the dome that marks the center 
of the world, there are 64 disks of pure gold that the priests carry one at a time between these diamond needles according to 
Brahma's immutable law: No disk may be placed on a smaller disk. In the beginning of the world all 64 disks formed the Tower of 
Brahma on one needle. …When the last disk is finally in place, once again forming the Tower of Brahma but on a different needle, 
then will come the end of the world and all will turn to dust.”  The problem has fascinated mathematicians and computer 
scientists and is frequently used as a class exercise to illustrate recursive programming.  Various versions of this problem have 
been used to study human problem solving, where a typical starting configuration has only 5 or so disks located on an initial peg. 
The tricky part is to move the disks from the first peg to the third peg, using the second peg for temporary storage, without at 
any time placing a larger disk on top of a smaller one. 
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the world in user-independent or allocentric frame of reference, which is not useful for purposes of 
performing actions on objects in this world, or navigating through it, since a global frame of reference is 
rarely available to a robot, and if it were available it would become obsolete very quickly as either the robot or 
the objects in the environment (including people and other robots) changed locations.   

As I pointed our earlier in this section, a purely descriptive representation is connected to the world by 
semantic relations: objects in the world either satisfy, or fail to satisfy, the description.  Consequently, the only 
way that a robot can tell whether some particular thing in the world corresponds to an item in its 
representation is by checking whether the description is satisfied by that part of the visual scene.  Since as we 
saw earlier, an indefinite number of things in the world could, in principle, satisfy a particular description, this 
is always an ambiguous connection.  Moreover the matching process itself can be computationally intractable 
(matching descriptions is in general an exponentially complex, or what is known technically as an “NP-hard,” 
problem).  Even in a benign world where everything remained in place except the robot, and in which the 
robot’s position in a global frame of reference was always known, operating successfully in such a world 
would depend entirely on keeping the global model in precise correspondence with the world at all times.  
That’s because the robot would in fact be making all decisions based on its global model and only indirectly 
on the perceived world.  If the relevant part of the world was dynamic and the robot had to rely on visual 
perception to find its way around, then the problem of updating its model would become extremely complex.  
One solution to this dilemma is to provide the equivalent of deictic references or indexes to certain objects, 
locations or properties in the scene and to allow the robot to reason using deictic terms, as suggested by 
(Lespérance & Levesque, 1995). 

The different forms of representation that a robot could have are illustrated in Figure 5-13 below.  A 
representation such as the one labeled (2) is inherently better for a mobile robot than the descriptive labeled 
(1).  The literal model alternative labeled (3) is either a version of (1) or is the totally impractical proposal that 
the robot have a small version of the room in its memory.23  (I will return to that class of proposals when I 
discuss mental imagery and mental models in Chapters 6-8).  The pointers in the form labeled (2) might be 
implemented in various ways that need not concern us here, since they need not have any psychological 
import.  But just in case the reader is wondering whether something miraculous is being proposed consider 
that an obvious implementation might be to use direction-of-gaze as the main pointer and to provide a way for 
the robot to move its direction of gaze to where the other pointers are pointing and thus make use of direction 
of gaze to realize several pointers.  In any case there are many technical ways of providing a functional 
equivalent of having several pointers.  Any technique that allows either the direction of gaze or a locus of 
visual attention to be moved to a particular object without first having to retrieve a description of that object’s 
properties would provide the basis for a functional pointer.  (Appendix 5A even provides a partial network 
implementation of retinotopic -based pointers). 

                                                 
23 While a literal model has never been seriously contemplated, a story is told that Donald Michie (then director of the Artificial 
Intelligence laboratory at the Edinburgh University) constructed such a device as a joke.  It consisted of a toy mouse that ran 
around on a tabletop without ever falling off the edge and without any sensors to tell it when it approached the edge.  The 
demonstration, which caused considerable puzzlement, allowed Michie to surprise his guests by removing the lid of the creature 
to reveal a small template of the tabletop and a miniature of the mouse that kept track of where the real creature was in relation to 
that template (essentially a small model of the table and small mouse inside the original mouse).  I believe that this is as close as 
people have come to building a literal model-in-the-head mechanism to guide action in “open loop,” although recent theorizing 
about mental models and mental images have come close (some machine tool controllers work from a template the way a key 
duplicator does, but these are not paradigm robots). 
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Figure 5-13.  Illustration of several possible ways for a robot to representing a room.  The most 
economical is (2) which uses indexical pointers like the FINST Visual Indexes discussed in the text. 
(Based onPylyshyn, 2000). 

5.5 Indexes and the development of the object concept in infants 

The idea of a visual index has also been used to explain some interesting findings concerning the 
development of the object concept and of numerosity (or, as some people call it, “arithmetic” ability, Wynn, 
1998) in infants between the ages of about 6 and 12 months (Leslie, Xu, Tremolet, & Scholl, 1998).  
Interestingly, in that age range, infants appear to be sensitive to the numerosity of sets of objects, although in 
the earlier end of this age range (under ten months) they do not seem to keep track of individuals by their 
properties, but rather by something like their individuality.  Evidence presented in (Spelke, Gutheil, & Van de 
Walle, 1995; Wynn, 1992; Xu & Carey, 1996) as well as more recent evidence by (Tremoulet, Leslie, & Hall, 
2000) suggests that at the age of only a few months, infants respond to the numerosity of items that 
disappear behind a screen; they do so by showing a “surprise” reactions (measured in terms of increased 
looking time) to a display consisting of fewer (or more) items than they earlier had seen being placed behind 
the screen. 

A typical experiment is one reported by (Wynn, 1992) illustrated in Figure 5-14.  A five-month old infant 
is shown a single doll on a stage.  A screen is then made to cover the part of the stage, obscuring the doll.  
With the screen still covering the doll, a hand appears from the side of the stage holding a second doll, moves 
briefly behind the screen and returns empty.  The screen is then removed revealing either one or two dolls.  
Wynn found that infants looked longer at the “impossible” condition in which there is only one doll (“looking 
time” had been shown to be related to violations of infants’ expectations).  A similar sort of evidence for 
numerical sensitivity occurs when the number of objects decreases.  Suppose the stage initially contains two 
dolls that are then obscured by the screen.  If an empty hand moves from the side to behind the screen and 
returns holding one doll, then when the screen is lowered, infants look longer at the stage when there are two 
dolls there (the impossible condition).  
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Figure 5-14: Illustration of study by Karen Wynn.  In (a) the infant sees a doll become hidden by a screen.  
Then a had delivers a second doll.  The infant then sees one of two possible outcomes.  The one labeled 
“impossible” leads to longer looking times.  In (b) the infant sees two dolls become hidden behind the 
screen and then sees one being removed.  Once again the infant looks longer at the outcome labeled 
“impossible outcome”.  (Wynn, 1992) interpreted this as revealing a primitive arithmetic ability in infants 
as young as 5 months of age. 

 (Simon, Hespos, & Rochat, 1995) extended Wynn’s study by adding a condition in which the numerosity 
of the resulting stage contents was correct but the type of doll was different.  Infants in this study showed no 
looking time differences when the identity of objects was violated, only when numerosity was violated.   
These basic results were confirmed by (Xu & Carey, 1996) who also showed that it mattered whether the 
objects were seen simultaneously or one at a time before they were placed behind a screen.  Xu and Carey 
used two objects that differed greatly in their appearance (and which could be clearly distinguished by the 
infants) and placed them behind a screen, one from each side.  In one condition, infants saw the two objects 
simultaneously before they were both moved behind the screen.  In the other condition they saw one being 
placed behind the screen and then, once the first object was hidden, the other was brought out and placed 
behind the screen (the objects appeared from each side of the stage).  Then, as in the other experiments, the 
screen was removed and infants’ looking time was measured.  Xu & Carey found that for younger infants (10 
months of age) looking time was sensitive to numerosity (i.e., as revealed by their looking time to one versus 
two objects) only when they had earlier seen the two objects simultaneously, one on each side of the screen.   
When they had seen only one of the two objects at a time, as they were about to be placed behind the screen, 
they showed no preference for resulting numerosity when the screen was removed.  In contrast, older (12 
month old) infants were sensitive to numerosity no matter whether they had seen the objects simultaneously 
or serially.  This suggests that the younger infants could not individuate objects by their visual properties, but 
only by their being in discrete locations.    

More recently (Tremoulet, Leslie, & Hall, 2000) further clarified the Xu & Carey finding concerning the 
distinction between simultaneous and serial viewing of objects.  They used two objects that could vary in one 
of two colors (red or green) and in one or two shapes (triangle or circle).  Like Xu & Carey, they showed 
that 12-month old infants could individuate objects (i.e., determine that two objects were distinct) by using 
differences in either their shape or their color.  This was demonstrated by the fact that the infants showed 
sensitivity to the numerosity of the displays when the objects that differed in color or shape were placed on 
the stage one at a time.   The Tremoulet, Leslie & Hall studies also asked whether the infants could recognize 
whether the shapes and colors of the objects in the display were the same as those shown earlier (before they 
were hidden by the screen).  They found that 10-month old infants did not show surprise when the final 



5-64 

display contained a different colored object, although they did show surprise when the final display contained 
a different shape object.  The design of the relevant studies is illustrated in Figure 5-15 (which illustrates 
results from several different studies). 

 

Figure 5-15: This figure illustrates the experimental condition in which objects are shown sequentially to 
10-month old infants.  Infants always show increased looking times when the wrong number of objects 
appeared in the test phase (as illustrated on the right). But they are indifferent between two test outcomes 
where the colors are different from those they saw in the familiarization trials, so long as the number of 
objects is correct.  This result appears to show that infants at age 10 months are sensitive to the 
numerosity of the objects and also to their shape and color, but they do not encode the colors.   Notice 
that it is the fact that their colors were different that determined that there were two distinct objects!  It 
appears that the properties used for individuating need not be the same properties that are used for 
recognition (based on Leslie, Xu, Tremolet, & Scholl, 1998; Tremoulet, Leslie, & Hall, 2000). 

What is of special interest to us is that this study suggests a distinction between the process of 
individuation and the process of recognition.  It shows that properties that allow for individuation may be 
different from the properties that allow for recognition.  Ten month olds in the Xu & Carey study were 
capable of individuating objects according to their distinct locations (they were shown side-by-side), but failed 
to correctly anticipate their numerosity when they were required to individuate them according to their visual 
properties (when they were shown one at a time).  In the Tremoulet et al. study, twelve-month old infants 
could individuate objects by both color and shape, as demonstrated by the fact that they showed a sensitivity 
to the number of objects when the evidence for their numerosity was attributable solely to the different visual 
properties (being shown a red object and then a green object was evidence that there were two distinct 
objects and led the infants to expect two objects in the final display).  Despite being able to individuate objects 
on the basis of color and shape, and to use this information to determine how many there were, 10-month old 
infants could not recognize when a display failed to contain the right pair of colors.  In other words they 
could not use color to re-recognize an object as the same one they had seen before.  In terms of the Indexing 
Theory, this suggests the possibility that the assignment of different indexes can make use of such 
distinguishing properties as differences in location and perhaps also differences in other properties, yet these 
properties might not be involved in what I have called identity-maintenance.  I have suggested that primitive 
identity-maintenance is a direct result of a primitive tracking capacity built into the early vision system and as 
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such may involve quite different properties than those that “grab” indexes.  Indeed, as we saw earlier, any 
distinguishable property can, under certain conditions (i.e., when objects can be visited serially) be used to 
allocate indexes, yet changing objects’ properties does not affect tracking performance. 

(Leslie, Xu, Tremolet, & Scholl, 1998) explained the above findings by appealing to the theoretical 
construct of an “Object Index”, a construct derived from visual index theory described in this chapter.  Their 
analysis differs in a number of ways from the one presented here (as they acknowledge).  The differences lie 
not so much in differences between their notion of an Object Index and our notion of a Visual Index, but in 
their failure to draw a distinction between conceptual and perceptual mechanisms in the process of 
individuation.  As pointed out on numerous occasions in our earlier discussion, conceptual individuation and 
re-recognition of objects is the general rule in dealing with individuation and objecthood.  I have gone to some 
length to distinguish the traditional full-blooded sense of individuation from primitive perceptual individuation 
by positing the notion of a primitive visual object as distinct from the notion of physical object.  Whether or 
not infants have the full concept of physical object at an early age is an empirical question, though they clearly 
do develop such a notion sooner or later.  Indeed by about 10 months of age they appear to have the full 
notion of a sortal as a concept that characterizes certain kind of things in the world (e.g., dogs, cats, people, 
tables, toys, etc.) (e.g., Xu, 1997).   

Perhaps the most surprising finding in the series of studies of babies’ sensitivity to numerosity, are 
experiments that appear to show that when babies (age 8 months) have an opportunity to witness objects 
being taken apart and put back together, they treat them as collections as opposed to individuals; and they do 
not keep track of the numerosity of collections in the sorts of experiments described above (i.e., they do not 
show sensitivity to the numerosity of collections Chiang & Wynn, 2000), even though they are perfectly 
capable of tracking certain visual clusters, such as moving groups of lines (Wynn, Bloom, & Chiang, 2002).  
Nor do infants appear to keep track of the numerosity of piles of substances, as opposed to individual objects.  
If instead of seeing objects being placed behind a screen (as in Figure 5-14 and Figure 5-15) they see 
individual piles (e.g., of sand) being poured, they also do not treat them as individuals in numerosity 
experiments such as those just discussed (Huntley-Fenner, Carey, & Salimando, 2002).  Since piles of sand 
and rigid objects in the shape of piles of sand are visually identical (as are objects seen to be put together from 
parts, compared with the same objects without this history of being taken apart and put together) it seems 
that whether or not certain entities invoke numerosity judgments depends on their immediately prior history.  
In order to explain numerosity effects in terms of indexes, the immediate history of an object may have to be 
taken into account.  There is some suggestive evidence that objects cannot be tracked in MOT if they appear 
to “pour” or slither from place to place, the way a Slinky® toy might move, so it may be the mode of 
movement that makes the difference in these studies (Scholl, in progress).  While this will not explain the all 
the infant results just mentioned, it does suggest that certain temporal properties enter into determining 
whether elements can be tracked.  Visual Index theory does not prohibit temporal, or any other properties, 
from influencing what can or cannot be tracked.  But since the tracking process is hypothesized to be non-
conceptual, how objects are interpreted (what they are seen as) should not affect whether they are tracked.  
At the present time there does not appear to be good reason to reject this hypothesis. 

5.5.1 Do the numerosity data suggest that infants have the concept of object? 

In the above discussion I have focused on a primitive sense of individuation and of tracking for two 
reasons.  One is that psychophysical evidence suggests that there is a pre-conceptual stage of individuation 
and of tracking, whose character does not depend on what is known about the properties of the object being 
tracked.  The other is that the full-blooded sense of individuation and tracking, a sense that does require 
appeal to a variety of conceptual (encoded) properties.  Yet this full-blooded sense of individuation must rest 
on some more basic mechanisms of the perceptual architecture that individuates objects in a more primitive 
sense and allows their properties to be detected and encoded.  Keeping track of objects by appealing to their 
properties, while essential to full individuation, cannot be the whole story since at some point there must be a 
basic primitive “thing” or “perceptual object” (or, in our terms, a FING) to which conceptual properties are 
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ascribed.  At some level the nature of the visual system must dictate what sorts of things are trackable and 
countable which, in turn, places constraints on how the world is parsed and on the things that can be 
conceptualized.  The demarcation of things provided by our conceptual system, i.e., by sortal properties, 
cannot extend to arbitrary cuts through the physical-temporal continuum.  Rather, it must capitalize on the 
equivalence-classes given by our visual architecture, operating over properties of the visible world.  These 
arise from such things as the way the visual system solves the correspondence problem.  According to the 
view presented here, this begins with the mechanism of the visual index, which parses the visible world in a 
way that can be accessed by cognition, and thus interpreted and described through our system of concepts. 

The above story commits us to the claim that the FINGs picked out by visual indexes are not 
conceptualized, and therefore that they are not based on the concept of an object or on what philosophers call 
sortals (or sortal concepts).   But many people have suggested that the infant numerosity literature sketched 
earlier shows that infants have the concept of an object early in life (Carey & Xu, 2001; Xu, 1997; Xu & 
Carey, 1996).  Visual Index theory takes no position on the question of whether infants have the concept of an 
object or whether they just keep track of  FINGs, except that, as just noted, no sortal-based tracking can 
occur without some pre-conceptual parsing of the world.  This sort of parsing need not pick out the same 
sets of things as are referred to by the term “object”, but it does pick out some set of observer-dependent or 
sensorium-dependent properties.  In fact there is reason to believe that it picks out some rather odd 
disjunctions of physical properties, since we can track a wide range of individual FINGs, while at the same 
time we fail to track some perfectly well defined clusters of visual features (as we saw in section 5.3.2). 

As to the infant results sketched above, it is not clear whether they entail that at a certain age (around 6 
months) babies possess the sortal “physical object” which may be a relatively impoverished concept, or 
whether they merely track primitive FINGs, which have no independent characterization other than that 
provided by the structure of the early vision system.  There are reasons for thinking it may be the latter.  
Some sortal concepts (e.g., that of “Spelke-Object” defined as “bounded, coherent, three-dimensional objects 
that move as a whole…” after Spelke, 1990) no doubt develop early, but it is not clear that the infant data 
require the assumption of such a concept.  The issue is, of course, whether or not infants have the concept of 
an object, or whether they have a perceptual system that enables them to track something (a “proto-object”) 
that is partially coextensive with the adult notion of an object.  It may well be that in order to track something 
that disappears behind a screen, no object concept is needed, for the same reason that no concept is needed in 
the multiple-object tracking studies described earlier.  But what about the case where the object disappears 
behind the screen, remains there for 10 seconds or more, and then reappears when the screen is removed 
(either by itself or with another object)?  Is the infant’s lack of surprise due to its visual system maintaining an 
index directed at the occluded object during the entire time, or does the infant re-recognize the reappearance 
as the same sortal (i.e., object) as in the earlier disappearance?  The data are inconclusive: at present either 
option remains possible.   

While we cannot answer this question with the available data, it is important to understand exactly what is 
at stake and perhaps what would count as evidence one way or the other.  Consider what we know about the 
early vision (the autonomous visual system described in Chapters 2 and 3).  It is a complex system that does 
much more than transduce the optical inputs.  As we saw, it can compute visual representations in ways that 
appear quite intelligent.  It appears to take into account conflicting possible interpretations and comes up with 
a “solution” that often appears remarkably “intelligent.”  The operating principles used by the visual system 
seem to be based on a variety of built-in assumptions, often called “natural constraints”, that typically apply in 
our kind of world.  These are not rational principles such as the cognitive system uses to draw inferences.  
Since the visual system is encapsulated it cannot make use of relevant knowledge other than what is wired 
into the visual system itself.  In addition, even though the processes in early vision are generally based on local 
cues, they exhibit many global effects (e.g., the global cohesion effects found in the apparent motion of 
multiple elements discussed in section 4.5.4 and in section 3.1.1.3).  In the same “natural constraint” spirit, 
we have seen that indexing and tracking one or more primitive objects can go on even when the objects 
disappear from view (Scholl & Pylyshyn, 1999; Yantis, 1995).  We do not know whether indexing can be 
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sustained if the occlusion duration is 10 or 20 seconds or more as it is in the baby experiments (although 
some low-level visual persistence phenomena have been reported for periods as long as 5 minutes Ishai & 
Sagi, 1995).  The point is that nothing in principle prevents early vision from carrying out the sorts of 
functions that are exhibited in the infant studies, such as keeping track of objects that are hidden by a screen 
or that go out of sight in other ways.24  Given the often surprising nature of early vision it would seem 
premature to conclude that these sorts of phenomena have to involve the conceptual system. 

5.6 How can mental particulars be bound to things in the world?  
Possible Implementations of the FINST indexing mechanism 

I have tried to show that one needs a non-conceptual binding mechanism to connect mental particulars, 
such as tokens of symbols, to primitive visual objects or FINGs.  But how is this possible?  It sounds as 
though I am hypothesizing something like an elastic band that connects symbols with things!  In a functional 
sense this is useful way to look at the FINST mechanism.  As illustrated in Figure 5-4 (or Figure 5-12), an 
index corresponds to two sorts of links or relations: On the one hand it corresponds to a causal chain that 
goes from visual objects to certain tokens in the representation of the scene being built (perhaps an Object 
File), and on the other hand it is also a referential relationship which enables the visual system actually to 
refer to those particular FINGs.  The second of these functions is possible because the first one exists and 
has the right properties.  Mental symbols refer to certain objects because those objects caused an (initially 
empty) Object File to be created. 

A primitive object or FING is both an object of thought and the starting point of a causal chain.  This 
situation is no different from the one that obtains in perception generally.  When we perceive, our percept is 
of something in the world – what Gibson called a distal stimulus.  We do not perceive retinal stimulation or 
the action of rods and cones, we perceive things in the world.  But a theory of perception must deal with the 
fact that this perception of a distal object is accomplished by a whole chain of causal connections mediating 
between the distal scene and the organism’s sensors.  Such a theory must include a description of processes 
operating over a proximal stimulus – or the stimulus actually impinging on the sense organs or transducers, 
even though we do not perceive the proximal stimulus.   

It is this proximal aspect of the causal chain that I now address.  We must ask how a visual mechanism 
might implement the functions summarized in Table 5-1.  These include at least the following functions (a) the 
appearance of primitive visual objects in the field of view causes the individuation of some of these objects, 
(b) a subset of the individuated elements cause the activation of a small number of indexes, a unique one for 
each object up to a limit of about 4 or 5 indexes, (c) so long as the objects’ motion is constrained in certain 
ways (some of which were discussed earlier in section 5.3.2, but many of which remain to be discovered), 

                                                 
24 One might wonder what exactly the index points to when the object is temporarily out of view.  But then one might equally 
wonder what an index points to when the object is distributed over some region of the display (as in the studies by Rock & 
Gutman, 1981), or when it is a more general kind of object (as in the case of the Blaser et al. studies discussed in section 4.5.5), or 
even when the motion is illusory, and so on.  It seems that the indexing system can individuate and track FINGs that are not 
highly localized in either space or time and can track them even though they may be absent at particular instants in time and at 
particular places.  Such results suggest that punctate time and space may be an inappropriate way of characterizing indexing and 
tracking and that the term “pointing” may itself be misleading.  Larger chunks of time-space my be involved, such as happens in 
predictive tracking using an adaptive filter (e.g., a Kalman filter).  Perhaps we should take seriously (at least as a first 
approximation) the principle enunciated earlier; that indexes pick out primitive visual objects (or FINGs) without regard for such 
properties as their location, extent or duration.  There is no need to be entrapped by the idea that because we view an index as a 
pointer it must literally point to an exact geometrical point in time or space.  It may simply point to a FING, as defined by the 
architecture of early vision, the properties of which are to be discovered by empirical inquiry and which may not correspond to a 
simple physical description except in special circumstances.  This is, after all, what happens with other ways of referring, such as 
using a proper name or a deictic reference (e.g., a demonstrative such as that). 
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these indexes continue to be maintained so that each index keeps being associated with the same primitive 
visual object, and (d) once an index is activated it becomes possible to interrogate each unique object to 
determine its properties or combination of properties – so the link has a downward as well as upward 
connection.  I begin by viewing these requirements in a purely functional manner and describe an easily 
constructible black box that approximately achieves these functions.   

Consider first the question of how indexes might be evoked by the appearance of a small number of 
visual objects in a scene in such a way that it is then possible to probe each individual object (putting off for 
now the question of how tracking occurs).  It turns out that this function can be fairly easily accomplished by 
any of a number of possible mechanisms, one of which I sketch for purely expository purposes.  For 
simplicity I provide a simple functional description of what the mechanism does.  Readers who are interested 
in how one could implement such a function in a network can see some of the details briefly spelled out in 
Appendix 5A.  Those who are not interested in the question of how a mechanism might implement an index 
may skip the rest of this section altogether.  The only value of the discussion that follows is that it may clarify 
what is being claimed about indexes and may serve to demystify it by fleshing it out in the form of a 
particularly simple black box function. 

Here is the picture of what the simple mechanism does. Think of the mechanism as consisting of boxes 
such as shown in Figure 5-16, in which an array of detectors provides the inputs (see note 23 on my use of 
the term “array”).  These will need to be more than just luminance detectors but will be pre-processed inputs; 
perhaps more like Wolfe’s Activation Map (Wolfe, Cave, & Franzel, 1989) or Treisman’s Feature Maps 
(Treisman & Gelade, 1980).  The way it works is that the middle box detects the n most active of the input 
lines (I have set n=4 for illustrative purposes).  When it has done this it lights up n of the lights shown on the 
box.  For this illustration, assume that the first light corresponds to the most active input line (whichever that 
might be), the second light corresponds to the second most active line, and so on.  Beside each light is a 
button.  These buttons allow a signal to be sent back to the source of the input lines as follows: when you 
press the first of these buttons it sends a signal to the input element that activated the corresponding detector 
and resulted in the first light to coming on.  Pressing the second button sends a signal to the element that 
caused the second light to come on, and so on.  Notice that whoever (or whatever) presses the button does 
not know where the signal from the button will go, only that it will go to whatever caused the corresponding 
light to come on (this ensures that two buttons do not send a signal to the same detector).  The function just 
described can be implemented as a winner-take-all circuit, which I will describe in the appendix if anyone is 
interested (it is based on a design of a network for attention-scanning proposed by Koch & Ullman, 1985). 

 

Figure 5-16: Sketch of a possible “black box” implementation of a FINST mechanism. 
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The function just described is the heart of the indexing system, for it provides a way to “probe” particular 
elements in the input without knowing what or where they are, only that they have activated an index 
(represented here functionally as the active-element indicator).  This, in turn, provides a way to ask about 
certain detectable properties of any of the activated elements.  To do that we need a set of global sensors for 
properties P1, P2, …, Pm , each of which is connected to every element in the input (in other words, there is a 
detector for each property P1, P2, P3 and so on at each site in the input array; for example, each site has a 
detector for red, green, blue, luminance, nth  order derivatives of luminance in various directions, and so on).  
We now arrange things so that a property detector for Pi will fire only if the (unique) element being probed by 
the system just described has property Pi.  Here’s how it’s done.  We have a number of YES/NO P 
DETECTOR indicators and P INQUIRY buttons25, one for distinct property Pi , as well as a bit of simple 
logical circuitry.  The idea is simple: a P DETECTOR fires only if it gets two or more inputs.  One of these 
comes from an input element that has property Pi and the other comes from what we call the probe, which 
originates with the buttons on the central ACTIVE ELEMENT box.  If (and only if) the item being probed has 
the property being inquired at the P DETECTOR button, the light on the corresponding P DETECTOR 
indicator will be illuminated.  Thus the procedure for using this black box requires two hands: If you want to 
know whether a particular element – one that was salient enough to cause light Xi to come on – has property 
Pi you press the button beside light Xi and also press the button marked “P INQUIRY” for property Pi.  The 
P-DETECTOR indicator will then light up if the element associated with light Xi has property Pi.  This 
protracted description is presented to make only one point: It is easy to make a circuit that tells you whether 
an active detector element has a particular property, even if you don’t know anything about the active element 
in question (e.g., where it is located). 

This gives us what we want of our indexing mechanism: a way to inquire directly about particular 
properties of certain salient items without first having to locate the objects.  It even allows one, for example, 
to ask whether a particular salient object has both property Pi and property Pk.  Just press both the P-
INQUIRY buttons while pressing a button on the main box corresponding to an active element: if the Pi and Pk 
indicators both light up it means that there is an individual element that has both property Pi and property Pk.  
Notice that, contrary to the assumption of most theories of visual search (see section 4.4.2), a conjunction of 
properties is detected in this system without first retrieving the location of one of the conjuncts.  When a light 
is illuminated on the main “active element” box it tells us only that some element is bound to an index.   When 
n lights are illuminated it tells us that n distinct primitive objects are bound to distinct indexes.  Beyond that the 
illumination of a light does not tell us anything more about that object (even the ordinal position of lights in the 
middle box, which I spoke of as marking activation ranking, is not required and is invoked here only as a way 
to keep the objects distinct).  In particular the box provides no information about the location of objects that 
caused the lights to come on.  Certainly the circuits inside the box must make the connections to the 
appropriate locations, but this information is unavailable to the outside.  In this way the box comes very close 
to providing the function of indexing a number of primitive objects in the input matrix in such a way as to 
allow the indexed objects to serve as arguments to visual predicates. 

The alert reader will notice that as it stands this box does not quite meet all our functional requirements.  
That’s because what is being selected and inquired-of in this case is a particular (stationery) element of the 
proximal stimulus (where what constitutes an “element” is left open; it will depend on what sort of 
preprocessing one assumes).  It is not an object in the world, inasmuch as the system does not, for example, 
keep addressing the same distal cause of activation as the proximal projection of the latter moves around in 

                                                 
25 I have arbitrarily made the P-Detectors active inquiry systems, rather than passive transponders.  If it were passive, then all 
property indicators for properties of the probed element would light up, so as soon as a button in the middle box was pressed, all 
properties of the element in question would be indicated.   It seemed more plausible that indexes are used to inquire about 
particular properties of indexed objects rather than be told of all properties of the probed object at once, since there may be a very 
large number of potential properties.  Nonetheless the choice between these two schemes is an empirical matter and not a matter 
of principle. 
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the array.  But this can be changed so that functionally the system in Figure 5-16 behaves roughly as required 
by the Indexing theory – it will keep addressing (interrogating) a moving item in the input matrix as long as 
that item moves in a trajectory that meets certain constraints (the nature of which are a matter of empirical 
inquiry).  It is not technically difficult to arrange matters so that the particular input element that is probed by 
a particular probe button changes appropriately to correspond with continuous movements of the pattern of 
stimulation in the input.  It is simply a matter of providing some mechanism, operating over local 
neighborhoods of the input, that ensures that the same connection between cells and lights/buttons is 
maintained when adjacent cells become activated/deactivated (i.e., when the activation maxima move 
continually over the spatial matrix). 26  When property-inquiries are carried out in such a system they would 
then typically detect properties associated with the same moving object.  When two properties are detected in 
association with the same index (i.e., the same light), these will be joint properties of the same moving object.  
The function of the box shown in Figure 5-16 therefore mirrors the properties required of indexes – including 
automatic selection of primitive visual objects, and object-based or “sticky” indexes that are transparent to 
object location. 

In Appendix 5A I discuss a possible implemention of such a mechanism, using a connectionist or “neural 
net” architecture, that enhances neighboring elements in the input and increases the chances that they will 
become associated with the same indicator light and thus will be the target of the same probe inquiries.  This 
provides a rough tracking mechanism for continuous smooth motion.  Many different mechanisms could be 
imagined that can track a continuously moving patterns of local excitation maxima – including a parallel 
predictive mechanism based on techniques such as Kalman Filters (e.g., Lee & Simon, 1993) or parallel 
mechanisms that compute apparent motion over brief disappearance of the objects (such as those proposed 
for apparent motion by Dawson & Pylyshyn, 1988).  The only neurologically-motivated constraint that we 
impose on such a mechanism is that it should operate on the basis of local information support.  This means 
that any predictive tracking should be based on spatially local information.  Beyond that the tracking 
mechanism can take into account any property of the movement of the activation pattern and can in principle 
even track objects that disappear behind an occluding surface in certain ways or that produce apparent 
motion.  Sometimes surprisingly global patterns can be computed in this way.  For example, a mechanism for 
computing apparent motion discussed in section 3.1.1.3, operates on the basis of strictly local information and 
yet predicts global effects of apparent motion (such as the preference for coherent group motion).  

The network shown in Appendix 5A illustrates a possible implementation of this mechanism.  This 
implementation is not in itself of particular interest except as an existence proof that the function being 
assumed is realizable in a simple network based on local-computations (such as would be expected in the 
nervous system) and that such functions as enabling selective probing of moving objects can be accomplished 
without first locating the objects in question, at least in the sense of encoding their coordinates. 
 

 

                                                 
26 When I refer to a “map” or a “array” in the present context I make only weak claims about it spatial character.  For example, 
distances in the array need not map onto some monotonic function of distances in the world.  The only spatial properties that 
such a map needs to have is (a) the detectors have to be spatially local (i.e., they have to have limited receptive fields) and (b) 
there must be connections between individual detectors and the detectors of neighboring sites, and this is only assumed here 
because the notion of “neighborhood” plays a role in the suggested mechanism for favoring continuity of motion.  The actual units 
in the mechanism illustrated in Figure 5-16 do not themselves have to be situated in a 2D spatial array and indeed the operation of 
the mechanism illustrated here is indifferent to the input being spatially scrambled, as long as immediate-neighbor connections are 
preserved. 



5-71 

Appendix 5A:  Sketch of a partial network-implementation of the FINST 
Indexing mechanism 

The function described in section 5.6 can be implemented in a network of simple elements. Such 
networks are sometimes referred to as Artificial Neural Networks, but I do not make any such neural claim.  
What is important about this network, from our perspective, is that it illustrates how a simple mechanism can 
realize the function described earlier (and therefore can approximately realize some of the properties of the 
FINST indexing mechanism) while operating with the kind of input that is natural for the visual system, at 
least to a first approximation.  The network I have in mind uses a slightly modified version of what is known 
as a fully connected Winner-Take-All (WTA) network.  Such a network has the property that when provided 
with an array of inputs that vary in their activation level (i.e., that have different magnitudes of inputs) the 
network settles into a state in which the unit with the most highly active input retains its value while the 
activity level of all the others is reduced to zero.  This is, in fact, a maximum-finding circuit.  Since we 
usually don’t want the values of the actual inputs to be changed, we think of these units as copying their 
values into a duplicate array that we call a buffer array.  So far the picture is like this (Figure 5-17).  An array 
of input units activates an array of buffer units.  Each of the buffer units feeds into a unit of a WTA network.  
The network eventually settles into a state where all the buffer units have value zero except the one that 
received the largest input from its corresponding input unit.27  When this happens, the network signals its 
success by generating an output (in some versions it might only generate such an output if the maximum 
input value exceeds some threshold). 

 

Figure 5-17: Winner-Take-All “maximum-finding” network, the first step to a possible mechanism for 
implementing FINST Visual Indexes.  WTA is a completely interconnected network in which each unit 
inhibits all the others. 

Because we now have a buffer in which every unit but one is turned off, a simple bit of logical circuitry 
allows us to send a signal (call it the “probe signal”) to the input unit corresponding to the selection.  (This is 
easily accomplished by summing the probe signal with the activity level of each buffer unit (using an AND 
gate) so that it succeeds in reaching the only input unit whose corresponding buffer unit is currently on.)  
Thus the probe signal only reaches the buffer unit that had the maximum value at the outset.   

                                                 
27 The simplified version of the network described here – in which each unit is connected to every other unit – is unsatisfactory 
for a number of reasons (e.g., it is not guaranteed to converge, the number of connections grows exponentially with the number of 
units, etc.).  There are various alternative ways to implement such a network that overcome these problems, one of which is 
described by (Koch & Ullman, 1985).  In addition, it may be desirable for a number of reasons to arrange the connectivity to 
emphasize closer units, for example by having the density of connections fall off as the distance between units increases.  This 
helps the smooth-tracking problem by preventing indexes from “jumping” to remote but more active inputs. 
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Another AND gate (or summation and threshold unit) accomplishes the property “interrogation”.  The 
details can be filled in in many different ways, but for the  sake of the present example, let’s assume that at 
every input site there is a detector for each property P (e.g.,  for a property such as “red”) which sends its 
output to the appropriate indicator box shown on the right of Figure 5-16.  This detector fires and sends a 
signal to its indicator box only if (a) the receptive field of that input unit has property P, and (b) a probe signal 
arrives at that input.  In other words the property is detected on a particular input element only if that element 
has been probed by a signal from the middle box in Figure 5-16.  This output of each detector and the signal 
from the inquiry button are summed (through an AND gate, shown in Figure 5-16).   If we wanted to know 
whether the object selected by the probe in the middle box had a particular property P, we would send a signal 
to one side of an AND circuit associated with P detector and the detector would send a signal to the other side 
(as shown in the figure).  If both were non-null, the indicator in that particular box would light up. 

The point of this exercise is to show that once you have figured out what properties of objects are treated 
as salient (and cause the WTA network to converge) it is easy to think of ways to use such a network to 
allow a signal to be sent to the input that is selected in this way, and thereby to test the selected input for 
specified properties.  It is important to notice that this elementary circuit allows an element to be interrogated 
without any information about it other than that it was the most active (i.e., salient) unit.  In particular it 
provides a way to test for properties associated with a unit without knowing where that unit is.  No part of the 
system contains the coordinates (or any other location information) of the unit whose associated properties 
are being tested. 

This particular network does not track a moving object, nor is it able to select several objects at one time.  
Neither of these limitations is insurmountable.  For example, it is easy to augment the network so it can follow 
a moving signal – in fact one possible technique was described by (Koch & Ullman, 1985).  The likelihood 
that a particular input will be selected by the WTA network depends on the magnitude of its activation signal – 
the source of which I have left completely unspecified (although it can easily assimilate the assumptions in 
such theories of attention as Wolfe’s Guided Search Model – Wolfe, Cave, & Franzel, 1989).  Consequently 
anything that increases the input that a particular buffer unit receives will tend to make it a more likely 
candidate for selection.  One possible source of this increase, suggested by (Koch & Ullman, 1985), is 
activation from spatially nearby units.  It is easy enough to arrange for each selected unit to pass activation to 
its immediate neighbors.  The consequence of this type of connection is to give the region surrounding a 
selected object an increased probability of being subsequently selection.  What this means is that if an object 
moves smoothly across the display it will keep enhancing its immediate neighborhood, leading to continuous 
tracking.   This is a very crude means of causing a certain type of tracking behavior.  It is like tracking the 
bump when the cat is moving around under a blanket.  Other locally-based activation mechanisms are also 
possible.  For example, in section 3.1.1.3 we discussed a proposal that I and Michael Dawson offered 
(Dawson & Pylyshyn, 1988) for modeling apparent motion, based on summation of labeled information from 
neighboring units.  The resulting network displays apparently global properties – such as increasing the 
likelihood of apparent motion occurring in a manner consistent with the natural constraint of coherence of 
matter – even though it is based entirely on local information from neighboring regions.  Similarly, (Pylyshyn 
& Eagleson, 1994) proposed a network that performs statistical extrapolation (based on Kalman filters) using 
only spatially-local information.  The point here is that tracking is compatible with a locality constraint on 
index assignment.  And tracking does not require that certain visual properties first be identified in order for a 
correspondence to be established (as we saw in section 3.1.1.3 and 5.1). 

The alert reader might notice that these activation-spreading mechanisms only increase the likelihood that 
a neighboring element is selected next.  This would still leave the question of whether this element is the same 
one as was selected earlier, and if so what makes it the same one.  As far as the mechanism I have described 
are concerned, a different index might be assigned to the nearby element as a result of the spreading 
activation.  In order for the network to keep tracking a moving element the element has to keep being attached 
to the same index.  How does one ensure that nearby elements keep the same index?  Within the context of 
the network model of indexing, this too can be viewed as a technical (as well as an empirical) problem rather 
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than a matter of principle.  Both the multiple-object indexing and the same-index tracking problem might be 
solved by the same design principle.  For example, if buffer units were randomly connected to other buffer 
units so that the probability of a connection between a pair of units was great the closer the units were to one 
another, then we might prevent indexes from jumping to more distant units that had higher immediate 
activation.  This would favor spatial-temporal continuity in assigning particular indexes. 

As it stands, the network is also incapable of selecting multiple objects, as required by Indexing theory.  If 
we had several networks such as the one discussed above they would converge on the same object so the 
problem that needs to be solved is how to keep the different objects distinct – or how to prevent distinct 
visual objects from capturing the same index.  But once again alternative ways to solve this problem are 
available.  For example, (Acton, 1993) developed a multiple-object tracking version of the network by using 
time-based marking.  The most highly activated object captures the first index and then enters a refractory 
period while the second most active object captures the next index.  The indexes are synchronized to a clock, 
which provided an easy but not very satisfying solution to the index separation problem (since it requires a 
clock to pulse the network).  Also varying the density of connections as a function of distance, as suggested 
above, could prevent two distant active units from grabbing the same index.  Other mechanisms include 
capitalizing on a process known as Inhibition-of-return, wherein an activated or attended object inhibits 
reactivation for a period of time (as in the well-known refractory period between nerve firings).  While this 
particular solutions may or may not be appropriate as a general solution, they do point out that alternative 
implementations are easily found and shows the realizability in principal of the indexing proposal.   
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